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Abstract

This thesis aims to develop and implement population genetic models that are
directly interpretable in terms of events such as population fission and admix-
ture. Two competing methods of approximating the Wright-Fisher model of ge-
netic drift are critically examined, one due to Balding and Nichols and another
to Nicholson and colleagues. The model of population structure consisting of all
present-day subpopulations arising from a common ancestral population at a sin-
gle fission event (first described by Nicholson et al.) is reimplemented and applied
to single-nucleotide polymorphism data from the HapMap project. This Bayesian
hierarchical model is then elaborated to allow general phylogenetic representations
of the genetic heritage of present-day subpopulations and the performance of this
model is assessed on simulated and HapMap data. The drift model of Balding and
Nichols is found to be problematic for use in this context as the need for allele
fixation to be modelled becomes apparent. The model is then further developed to
allow the inclusion of admixture events. This new model is, again, demonstrated
using HapMap data and its performance compared to that of the TreeMix model

of Pickrell and Pritchard, which is also critically evaluated.
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Chapter 5. Generalisation to Allow Admixture Events 184

side of an admixture event can help to alleviate the problem of identifiability in the
drift parameters around the event, that case is unlikely to be sufficiently common in
practical situations to help. Outside knowledge could be used to apply additional
constraints on particular drift parameters to ameliorate the identifiability issue,
for example, if it is known from other historical sources that one or more of the
three periods of drift around the admixture event is reasonably modelled with
a c equal to 0. Here, instead, no such assumptions are made. This has the
advantage of keeping the model as general as possible but has the downside that
there will be considerable uncertainty in marginal estimates of the drift parameters
for the three periods of drift adjacent to the admixture event. Point estimates
in particular should be treated with extreme caution. The uncertainty will be
reflected in the posterior distributions for these parameters. Estimates of overall
drift through (both before and after) the admixture event should be more reliable
than the drift parameters individually. The posterior distribution of the admixture
parameter, w, and therefore the estimates of the proportions of the genome that
the admixed population inherits from its two parent populations does not suffer

from this problem to anything like the same extent.

5.4 Application to the HapMap Dataset

To illustrate how the admixture models in this chapter are represented figure
5.5 shows a four subpopulation model with an admixture. It involves only Han
Chinese in Beijing (CHB), Mexicans (MEX), Italians in Tuscany (TSI) and Lhosa
in Kenya (LWK). The MEX are modelled as an admixture of the TSI and the
CHB. The Mexicans can be thought of as an admixture of European colonists of
America, the Spanish conquistadors, and the Native Americans that were already
living in Mexico before European colonisation. These Native Americans will have
descended from the people that arrived in America by crossing what is now the

Bering Strait from east Asia during the period when there was a land bridge at
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that location, that is to say, at the time when there was no water in the strait
(Elias et al., 1996). These people in turn would have had a common ancestor in
East Asia with the Han Chinese, making the Chinese the best of the available
subpopulations to represent the native American component in the ancestry of the

Mexicans.

Ancestor

CHB MEX TSI LWK
0 2 3 1

Figure 5.5: Four Subpopulation Model
A model of four present-day subpopulations featuring an admixture event for the MEX subpopu-
lation. The edges represent periods of genetic drift. The common ancestral population is at the
top and is the root of this phylogenetic network.

The network in figure 5.5 shows the present-day subpopulations at the bottom with
these leaves numbered from 0 to 3. All the ancestral subpopulations at bifurcation
points and around the admixture event are represented by higher numbers so that
4 is the ancestor of the Mexicans just after the admixture event. Nodes 5 and 6
are the two ancestral populations of the Mexicans, the descendants of East Asians
and Europeans respectively, just prior to the admixture event. Node 7 is the
common ancestor of 5 and the present-day Han Chinese at the point where the
two subpopulations diverged. Node 8 is the common ancestor of 6 and modern-
day Tuscans. Node 9 is the common ancestor of 7 and 8, and node 10 is the
common ancestor of all the other subpopulations in this model. Table 5.4 shows the
posterior median estimates and 95% credible intervals for the drift along each of the

edges in the figure based on 40,000 posterior samples. Note that w represents the
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proportion of the resulting admixed subpopulation’s genetic information that has
been inherited from the lower numbered of the two contributing subpopulations. So
the point estimate for wy of 0.4474 means that 44.7% of the admixed population’s
genomes come from subpopulation 5, the one descended from the East Asians, and
55.3% comes from subpopulation 6, the population of European descent. The 95%
credible interval for w, ranges from 38.4% to 50.2%, so the European contribution

ranges from 48.8% to 61.6%.

Table 5.5 shows the post predictive checking table for the model. All of the values
are within the [0.025,0.975] interval so none are particularly high or low, suggest-
ing that the model represents the relationships between the four subpopulations

reasonably well, at least in terms of the Fgp statistic.

Table 5.4: Parameter Estimates for the Model in Figure 5.5

Bounds for 95% HPD Interval

Parameter lower upper Median
Co 0.0726 0.1089 0.0911
c1 0.0796 0.1080 0.0933
Co 0.0001 0.0011 0.0005
3 0.0168 0.0338 0.0248
Wy 0.3837 0.5024 0.4474
Cs 0.0378 0.1122 0.0723
Ce 0.0001 0.0021 0.0008
cr 0.0762 0.1142 0.0936
Cs 0.0201 0.0508 0.0353
Co 0.0916 0.1255 0.1083

The table shows the resulting 95% HPD intervals for the drift parameters, ¢;(i =0, ...,3,5,...,9),
and the admizture parameter, wy. The subscripts for the drift parameters refer to the node in
the figure where the drift ends. For the admizture parameter, it refers to the node at which the
admizture takes place.
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p-value CHB LWK MEX TSI
CHB X 0.9086  0.6952  0.8861
LWK 0.9086 X 0.8548  0.9697
MEX 0.6952  0.8548 X 0.2559
TSI 0.8861 0.9697  0.2559 X

Table 5.5: Predictive p-values for Pairwise Fgr for Each Pair of Subpopulations Pro-
duced from Post Predictive Checking of the Model in Figure 5.5.

Values near 0 indicate that the subpopulations are more closely related in the data than

in the model. Numbers close to 1 indicate the opposite.

Moving to the full complement of the HapMap dataset, a range of models will now
be examined and compared to those produced in the previous chapters. Table
5.6 provides a summary of the models including the WAIC for each model, the
number of very low or very high predictive p-values and whether an implausibly
high drift parameter is present, which may be suggestive of a misspecification.
WAIC was used for model comparison because of the convenient comparative ease
with which it can be calculated from the posterior distribution chains. The first
batch of models in the middle of that table are based on adding admixtures to the
tree suggested by the neighbour joining algorithm. The second batch in the lower

part of that table are based on adding admixtures to an alternative tree structure.

5.4.1 Models Based on the Neighbour Joining Algorithm
Tree

In the previous chapter, a purely tree-like model without any admixture events
was considered and when its associated post predictive checking table (table 4.3)
was considered was found to be inadequate to describe the data. Examining that
table revealed that the Afro-American subpopulation (ASW) needed to be more
closely related to the European subpopulations while still needing to be like the
African subpopulations. This strongly suggested an admixture relationship. Nige-

ria is on the coast of Africa from which most Africans were involuntarily migrated
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Table 5.6: Summary Table of Admixture Models

Models in the middle section are based

on the structure suggested by the Neighbour Joining algorithm. Models in the bottom section are

Models in the top section are from previous chapters.
based on the structure suggested by TreeMiz.
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to America, so the YRI subpopulation is the most likely candidate to be most
closely related to the African ancestor population from which Afro-Americans are
descended, while the European ancestors of African Americans could have come
from many parts of Europe and so both European subpopulations could be de-
scended from it. Such an admixture model is shown in figure 5.6. Table D.1 shows
the posterior medians and 95% Highest Probability Density (HPD) interval based
on 100,000 posterior samples (of which the first 10,000 were discarded as burn-
in) for the drift and admixture parameters for that model. As will be explained
shortly, this was found to be an adequate number of iterations by accident after
an automated Windows shutdown at around that number. Of interest is that it
estimates the proportion of the Afro-American’s genetic heritage that is European
to be between 18.9% and 21.1%. This might sound like a higher estimate than
might be expected. However, previous studies such as that of Bryc et al. (2015)
produce estimates using different datasets and different techniques that are simi-
lar, if anything, a little higher (24%). That this estimate is similar to those found
by previous work is encouraging. Of the estimates of genetic drift, c;5 at between
0.130 and 0.153 seems surprisingly large and raises suspicions that the model is
misspecified somewhere. One possibility is that the branch to the Gujarati (GIH)
at node 16 could be misplaced. The post predictive check table (table D.2) asso-
ciated with the model still shows the Mexicans as being more closely related to
the East Asians than this model allows. This model has a WAIC of 129,183 which
compares favourably to the model from the previous chapter which had a WAIC
of 129,353 and the simpler model from Chapter 3 which had a WAIC of 138,874.

The next model includes an admixture model for the Mexicans as well as the Afro-
Americans in response to the low predictive p-values in the relationship between
them and the three FEast Asian subpopulations. It is shown in figure 5.7. The
estimates and 95% HPD intervals for the parameters are given in table D.3 based
on 102,000 samples. (It was intended to run the sampler for more iterations,

however the process was interrupted by an automatic Windows operating system
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Ancestor

GIH JPT CHB CHD MEX CEU TSI ASW YRI LWK MKK
4 5 2 3 7 1 9 o 10 6 8

Figure 5.6: Model with Afro-American Admixture
A model of all eleven present-day subpopulations in the HapMap dataset featuring an admizture
event for the Afro-American (ASW) subpopulation.

shutdown. At that stage there were 102,000 samples from the joint posterior
distribution saved to disk. Examination of the posterior distributions suggested
this was an adequate number and models after this batch were run for the similar,
but rounder number of 100,000 iterations.) This model has a large estimate of the
drift leading up to the Mexican admixture with ¢4 being between 0.144 and 0.274.
As noted before, the drift estimates around any admixture event should be treated
with some caution. It could be argued that if the migrations across the Bering
Strait involved only a small population this could lead to this edge having a large
genetic drift parameter. Nevertheless, it still seems more likely that the model is
misspecified in some way. The post predictive checking table (table D.4) has only
one very small value, for the Maasai (MKK) and Tuscan (TSI) pair, suggesting
that these are more closely related than the model allows. There are also a few
high values for the Central Europeans (CEU) with the Denver Chinese (CHD),
Lhosa (LWK) and Yoruba (YRI) so there are still a few issues with this model.
The WAIC for this model is 129,106, making it the best model so far.
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Ancestor

GIH JPT CHB CHD MEX CEU TSI ASW YRI LWK MKK
4 5 2 3 7 1 9 0 10 6 8

Figure 5.7: Model With Admixture events for ASW and MEX
A model of all eleven present-day subpopulations in the HapMap dataset featuring admizture
events for the Afro-American (ASW) and Mezican (MEX) subpopulations.

The high drift parameter leading to the Mexican admixture could suggest the
model is misspecified somewhere near that edge. In the models so far, the termi-
nal edge for the Gujaratis (GIH) has branched from the Asian side just before the
branch towards the Mexican admixture. How does removing the Gujaratis affect
the size of the drift parameter leading to the Mexican admixture? The model
in figure 5.8 is intended to answer this. As can be seen from the parameter es-
timates for that model in table D.5, the drift parameter for the branch leading
to the admixture, cjo, is much reduced to between 0.046 and 0.117, suggesting
that the Gujarati may be misplaced in the model in some way. The proportion
of the Mexican genomes deriving from their Asian ancestry, wyg, is estimated to
be between 39.2% and 48.4% which is a little higher, but still broadly consistent
with the previous model. The exclusion of the Gujarati leaves the proportion of

European ancestry among Afro-Americans, wy, at between 19.1% and 21.4%.

So, if the Gujarati are wrongly placed in the model, where would be better? A

number of alternatives were tested. Firstly, what if the branch going towards the
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Ancestor

JPT CHB CHD MEX CEU TSI ASW YRI LWK MKK
4 2 3 6 1 8 o 9 5 8

Figure 5.8: Model with Admixture for MEX and ASW without the Gujarati (GIH)

Mexican admixture happens before the branch to the Gujaratis? This is the model
in figure 5.9. Table D.6 shows that the proportion of the Mexican genome that
has European ancestry, 1 — wy4, falls sharply to between 31.9% to 43.9%, almost
20% lower than in the model without Gujaratis. The amount of drift between the
Gujarati branch at 13 in the figure and the branch where the Japanese branch off,
12, is rather high at between 0.135 and 0.159. Finally, the post predictive p-values
in table D.7 for both the Mexicans (MEX) with the Beijing Chinese (CHB) and
Japanese (JPT) are very low even with the admixture. Overall, this model is even

less plausible than those considered earlier.
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Ancestor

GIH JPT CHB CHD MEX CEU TSI ASW YRI LWK MKK
4 5 2 3 7 1 9 0 10 6 8

Figure 5.9: Model with Admixture for MEX and ASW and with GIH Placed Nearer
East Asians

What if the branch to the Gujaratis were instead moved above the European/Asian
ancestor (figure 5.10)? Examining the drift and admixture parameters in table D.8,
the Asian drift parameter before the Mexican admixture, ¢, has a 95% HPD
interval from 0.096 to 0.198. While the lower end of the interval is not incredibly
huge, it is still high. Looking at the predictive check table (table D.9) in this case,
the only very small value is for the pair of Maasai (MKK) and Tuscans (TSI).
There is also a small value for the pairing of Mexicans and Maasai (MEX and
MKK). While this does seem a plausible candidate model, its WAIC of 129,184
is rather larger than the 129,106 for the model with the Gujarati in their original

position.
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Ancestor

GIH JPT CHB CHD MEX CEU TSI ASW YRI LWK MKK
4 5 2 3 7 1 9 o 10 6 8

Figure 5.10: Model with Gujarati branching before the European /East Asian Ancestor

Returning the Gujarati to their original position, it is a curious feature of the better
models so far that the post predictive p-values are low for the pairing of Maasai
(MKK) and Tuscans (TSI) meaning that they are more closely related than this
model reflects. The central Europeans (CEU) are closely related to the Tuscans,
but there is no correspondingly low value for their pairing with the Maasai. This
suggests there is a specifically South European relationship to the Maasai. It is
true that Italy was a colonial power in the area of East Africa near Ethiopia and
Somalia (then known as Abyssinia and Italian Somaliland) (Oliver and Fage, 1970).
However, this seems too recent to create such a close genetic link between the
two subpopulations. There is another theory that the Maasai are descended from
Roman soldiers. Its proponents point to the traditional footwear, weapons and red
cloak of the Maasai saying that they resemble designs from ancient Rome (Saruni,
2016). However, no support for this idea could be found among serious academic
historians. More likely, both populations could be related to a third subpopulation
that is absent from the HapMap dataset, such as a Near Eastern or North African
one. It might also be tempting to dismiss the p-value as spurious and put it down

to random chance. It is, however, a feature of some East African populations
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that has been noted by others such as Pickrell et al. (2014), who suggest a back
migration from Western Eurasia occured into East Africa and admixtures with
African populations went all the way to Southern Africa. Much earlier work by
Cruciani et al. (2002) suggests a similar back migration into sub-Saharan Africa
from Asia. These could support both groups being related to a third Eurasian
group but that would make it curious that the Central Europeans are not so closely
related to the Maasai when the Tuscans are. Llorente et al. (2015, 2016) suggest
Eurasian DNA in modern East African populations could be as much as 25%. So,
could the Maasai be modelled as an admixture of Tuscans and other Africans?
This is reflected in the model shown in figure 5.11. The 95% credible intervals for
the resulting drift and admixture paramers are shown in table D.10. This still has
the problem that the drift on one of the branches preceding the admixture for the
Mexicans, cig, is unrealistically high at between 0.150 and 0.267, but there are no
such problems on the branches around the other two admixtures. This suggests
that the Maasai have an ancestry that is between 19.0% and 23.1% Tuscan-like
and between 76.9% and 81.0% sub-Saharan African. The former is similar to the
proportion of European ancestry in Afro-Americans. Table D.11, of the pairwise
post predictive p-values, has no very low values in it. There are a few very high
values. The pairings of CEU with CHD and with YRI, as well as that of CHD with
the Tuscans TSI are rather high suggesting that they are not as closely related
as this model suggests but there is no obvious way to modify the model to reflect
that without disturbing the other relationships within it. It has a WAIC of 129,123
which is higher than the 129,106 for the earlier model without the admixture for
the Maasai. The difference in WAIC is not large but it does suggest that the extra
complexity of this model with three admixtures is not justified by the improvement

in the way the model represents the data.
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Ancestor

GIH JPT CHB CHD MEX CEU TSI MKK
4 5 2 3 7 1 9 8

Figure 5.11: Model with Mexican, Afro-American and Maasai Admixtures

A simpler model with just a Mexican admixture was fitted as shown in figure 5.12.
The parameter values for this model are shown in table D.12. The drift parameter
to the Mexican admixture on the Asian side, ¢qo, is still high at between 0.159 and
0.281. There are a number of low predictive p-values (table D.13), particularly
involving the Afro-Americans (ASW). This model has a high WAIC of 129,262 so

does not represent the data as well as many of the other models considered so far.
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Ancestor

GIH JPT CHB CHD MEX CEU TSI MKK ASW LWK YRI
4 5 2 3 7 1 9 8 0 6 10

Figure 5.12: Model with Admixture for just Mexicans

5.4.2 Models Based on the TreeMix Tree

So far the models have all had a problem with at least one suspiciously high drift
parameter suggesting a misspecification and the position of GIH on the network
being a likely cause. Next the admixture adding process is restarted from a dif-
ferent tree model. First the case with no admixtures is considered. This tree is
a model suggested by the method of Pickrell and Pritchard (2012) implemented
in software called TreeMix which will be discussed in more depth below. The
model structure is shown in figure 5.13. It differs from the Neighbour Joining tree
in the last chapter (figure 4.7) in the position of GIH on the European branch
and MEX on the Asian branch. These have swapped position compared to the
Neighbour Joining tree. Given the problems that have been experienced thus far
by the positioning of the Gujarati, this alternative tree is worth considering. The
drift parameter values for this model are shown in table D.14. The drift param-
eter, c19, is high at between 0.134 and 0.156 suggesting that there may still be

something misspecified near the East Asian branch. The obvious explanation is
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that the Mexicans are still modelled as being purely on the Asian branch when
they should be admixed with Europeans. This is confirmed by the low predictive
p-value (table D.15) for the pair of MEX with CEU. There are also low values for
ASW with all non-African subpopulations, strongly suggesting an admixture, and
for the pairing of TSI with MKK which has been noted before. The WAIC for
the model is 129,364 which is not better than the 129,353 for the model with no

admixtures based on the neighbour joining tree.

Ancestor

JPT CHB CHD MEX GIH TSI CEU MKK ASW YRI LWK
5 2 3 7 4 9 1 8 0 10 6

Figure 5.13: Model suggested by TreeMix with no Admixtures
A model of all eleven present day subpopulations in the HapMap dataset as suggested by Tree Mix.

Interestingly, the first admixture that TreeMix suggests relates not to the Mexicans
or Afro-Americans but is one for the Gujaratis. It suggests an admixture involving
the Europeans and the Chinese. This is perhaps plausible given that Gujerat was
historically on the trade routes running between Arabia and Indo-China (Sharma,
2014). This leads to the model structure shown in figure 5.14. The drift and
admixture parameters for this model are given in table D.16. The model suggests
that the Gujarati have between 21.2% and 26.7% ancestry with Chinese (and
between 73.3% and 78.8% with Europeans). However, the drift parameter leading

from the Chinese branch to the admixture, c;o, is very large at between 0.166 and
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0.437 and is difficult to justify. As might be expected, the predictive p-values (table
D.17) are very small for several pairings involving the Afro-Americans (ASW) as

well as the pairing of Maasai (MKK) with Tuscans (TSI). The WAIC for this

model was 129,293 and so was an improvement of only 71 on the previous model.

Ancestor

MEX JPT CHB CHD GIH TSI CEU MKK ASW YRI LWK
7 5 2 3 4 9 1 8 o 10 6

Figure 5.14: Model with an Admixture for the Gujarati Subpopulation
A model of all eleven present day subpopulations in the HapMap dataset featuring an admiztures
for the Gujarati (GIH) subpopulation.

The next admixture that TreeMix suggests is not for the Afro-Americans as might
be expected, but for the Mexicans. It connects the Mexicans with the Central
European (CEU) branch only and so is slightly different from the way the Mexican
admixture has been treated earlier. The model is shown in figure 5.15. The
resulting admixture and drift parameters are shown in table D.18. The admixture
parameter for the Mexicans is now between 50.9% and 58.6% Asian, so is now
slightly more Asian than European, compared with the opposite in the preceding
models (such as figure 5.7) but is still within the range of values found from
other studies. Lisker et al. (1995) note that the European contribution to modern
Mexican DNA has been estimated variously as between 34.8% and 70.8%. In

trying to account for this wide variation, they suggest, by considering the places
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and groups that the samples in each previous study were drawn from, that this
may be due to samples being drawn from different social strata, with the lowest
social strata having the highest levels of native American ancestry. There are now
no unrealistically high drift parameters leading to or from the Mexican admixture.
The drift parameter leading to the Gujerat admixture, c;9, is still high at between
0.105 and 0.339. This is, however, smaller than in the previous model and the
bottom end of that range is not unreasonable. The predictive p-values (table
D.19) are still low for some pairs involving the Afro-Americans (ASW) as well as
for the pairing of the Maasai (MKK) and Tuscans (TSI). The WAIC of 129,306
is not an improvement of over the previous model and nowhere near the best of

those examined so far.

Ancestor

JPT CHB CHD GIH MEX CEU TSI LWK YRI ASW MKK
5 2 3 4 7 1 9 6 10 0 8

Figure 5.15: Model with Admixtures for the Gujarati and Mexicans
A model of all eleven present day subpopulations in the HapMap dataset featuring an admiztures
for the Gujarati GIH and Mexican MEX subpopulations. The blue line in this figure and the ones
which follow is a period of drift just like the black lines but can be thought of as passing behind
the black lines that cross it without touching them.

TreeMix next suggests adding an admixture for the Afro-Americans with connec-
tions to the European branch and the Yoruban branch. This is similar to the

Afro-American admixture considered earlier. This model is shown in figure 5.16.
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The table of drift and admixture parameters for this model is in table D.20. The
proportion of Afro-American genomes that is of European heritage is between
18.7% and 20.9%, which is in line with that seen in previous models. Parame-
ters in the non-African part of the tree have not changed much from the previous
model. Those in the African part of the tree are plausible. The predictive p-values
in table D.21 are much improved from the previous model with only the only very
low value being for the pairing of the Maasai (MKK) and the Tuscans (TSI). The
WAIC for this model was 129,141 which is a clear improvement over the previous

model but still 35 more than the lowest seen so far.

Ancestor

JPT CHB CHD GIH MEX CEU TSI ASW YRI LWK MKK
5 2 3 4 7 1 9 0 10 6 8

Figure 5.16: Model with Admixtures for the Afro-Americans, Mexicans and Gujarati
A model of all eleven present day subpopulations in the HapMap dataset featuring an admiztures
for the Gujarati GIH, Afro-American ASW and Mexican MEX subpopulations.

The fourth admixture suggested by TreeMix is for the Maasai, mixing Tuscans and
the African branch. This model is shown in figure 5.17. The drift and admixture
parameters are in table D.22. The (African) admixture parameter for the Maasai
of between 19.4% and 23.2% is similar to that obtained earlier (e.g., figure 5.11),
an encouraging level of consistency. The drift parameter leading from the Chinese

branch to the Gujarati admixture, cio, is still stubbornly high at between 0.100
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and 0.332, but the lower end of that range could be reasonable. No predictive
p-values (table D.23) are very low and the only very high values are for the pairing
of the Central Europeans (CEU) and Yoruba (YRI), making it the best model so
far in terms of post predictive checks. The WAIC has however risen by only 1
compared to the previous model to 129,142, leaving it as a matter of judgement

whether the extra complexity justifies its improved representation of the data.

Ancestor

JPT CHB CHD GIH MEX CEU TSI ASW MKK YRI LWK
5 2 3 4 7 1 9 o 8 10 6

Figure 5.17: Model with Admixtures for the Gujarati, Afro-Americans, Mexicans and

Maasai

A model of all eleven present day subpopulations in the HapMap dataset featuring an admixtures
for the Gujarati GIH, Maasai MKK, Afro-American ASW and Mexican MEX subpopulations.

If, as the WAIC for the previous model suggests, four admixtures is too much
complexity, do any of the other models with three admixtures have a lower WAIC?
The model without the Maasai admixture has already been described. What if
the Mexican admixture were removed? This is the model shown in figure 5.18.
The drift and admixture parameters are in table D.24. The drift between the
Mexican branch and the East Asian cluster, cgo, has grown uncomfortably to
between 0.140 and 0.164 which suggests that this treatment of the Mexicans may
be a model misspecification. The drift from the Chinese to the Gujarati admixture

event, cjo, has also grown to between 0.169 and 0.415 which is moving back to



Chapter 5. Generalisation to Allow Admixture Events 203

being unrealistically large. The predictive p-values (table D.25), however, are
surprisingly good, with no very low values, although some high ones remain. The
WAIC for the model is 129,124, which is 17 better than the model with the Mexican

admixture but without the Maasai admixture but only slightly so.

Ancestor

JPT CHB CHD MEX GIH CEU TSI ASW MKK YRI LWK
5 2 3 7 4 1 9 0 8 10 6

Figure 5.18: Model with Admixtures for the Gujarati, Afro-Americans and Maasai
A model of all eleven present day subpopulations in the HapMap dataset featuring an admiztures
for the Gujarati GIH, Afro-American ASW and Maasai MKK subpopulations.

Next the model without the Gujarati admixure was considered. This admixture
was the first of these admixtures to be suggested by TreeMix. This model considers
excluding it and is shown in figure 5.19. The Gujarati are now branching off at node
27 from a European branch of the tree rather than an Asian branch. The drift and
admixture parameters for this model are in table D.26. There are no incredibly
large drift parameter values for this model. This is the first model examined
that has this property, suggesting that a satisfactory specification may have been
achieved or be close. The drift parameter from the Asian branch down to the
Mexican admixture, c¢12, which was a problem for models with other positions of
the Gujarati branch is now between 0.048 and 0.090. The admixture parameters

are similar to those seen in earlier models for their respective admixtures. The
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predictive p-values (table D.27) for this model were also very encouraging. There
are no very low values in that table and only four very high values. These were for
the pairings of the Denver Chinese (CHD) with the two European subpopulations
(CEU and TSI) and for the Central Europeans and Gujarati (CEU and GIH)
with the Yoruba (YRI). Taken together, this model looks very encouraging. The
problem is that the WAIC is 129,156, a little higher than some of the models
considered so far, the lowest WAIC of which was 129,106 (from figure 5.7). However
since there was a suspicion of misspecification in those models, this model seems

worthy of consideration.

Ancestor

JPT CHB CHD GIH MEX CEU TSI ASW MKK YRI LWK
5 2 3 4 7 1 9 0 8 10 6

Figure 5.19: Model with Admixtures for the Maasai, Mexicans and Afro-Americans
A model of all eleven present day subpopulations in the HapMap dataset featuring an admiztures
for the Maasai MKK, Afro-American ASW and Mexican MEX subpopulations.

For completeness, the Afro-American admixture can be removed. This model is
shown in figure 5.20. The parameter values for the model are shown in table
D.28. The problem of the large drift parameter from the Chinese to the Gujarati
admixture, ci9, has returned, it being between 0.090 and 0.341. The lower end
of that range might, nonetheless, be reasonable. What rules this model out is

consideration of the predictive p-values (table D.29). The Afro-Americans (ASW)
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have very low values for all subpopulations except the two Kenyan ones (MKK) and
(LWK). Removing the admixture for the Afro-Americans has damaged the way the

model represents their genetic relationship to eight of the other subpopulations.

Ancestor

JPT CHB CHD GIH MEX CEU TSI MKK YRI LWK ASW
5 2 3 4 7 1 9 8 10 6 0

Figure 5.20: Model with admixtures for the Gujarati, Mexicans and Maasai
A model of all eleven present day subpopulations in the HapMap dataset featuring an admiztures
for the Gujarati GIH, Maasai MKK and Mezican MEX subpopulations.

At this stage the model of figure 5.19 looked quite promising. It has three admix-
tures for ASW, MEX and MKK. Experience of the process thus far has shown that
removing admixtures for ASW or MEX leads to models that do not represent the
data well enough. Those admixtures are imporant if the dataset is to be adequately
represented by a model. But could a simpler model still be good if the admixture
for MKK was removed? This model is shown in figure 5.21. There are still no
incredibly high drift parameter values (table D.30), the WAIC increases slightly
to 129,162, an increase of only 6 compared to the model of figure 5.19 but there
is now a low predictive p-value for the MKK and TSI pairing and an additional 4
high values (7 compared to 3 for figure 5.19) suggesting that the earlier model in

figure 5.19 was a superior model of the data.
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Ancestor

JPT CHB CHD GIH MEX CEU TSI ASW YRI LWK MKK
5 2 3 4 7 1 9 0 10 6 8

Figure 5.21: Model with admixtures for the Mexicans and Maasai
A model of all eleven present day subpopulations in the HapMap dataset featuring an admiztures
for the Gujarati GIH, Maasai MKK and Mexican MEX subpopulations.

5.5 Comparison of Proposed Models

It could be argued that the best model is the one with the lowest WAIC. However,
see the discussion in section 2.8. The model with the lowest WAIC would be the
one shown in figure 5.7, with a WAIC of 129,106. However in table D.3, the model
has a large estimate of the drift leading to the Mexican admixture (ci4 in that
table) being between 0.144 and 0.274. Even at the lower end, that is high. All
of the models based on the Neighbour Joining tree had the problem of having
a larger than credible drift parameter. The problem however went away when
the Gujarati were removed from the dataset, strongly suggesting that the models
were misspecified in the way they treat that subpopulation. The TreeMix-based
models also had a similar problem until the admixture involving the Gujarati, the
first admixture that TreeMix suggests, was removed. While these models have
WAIC values higher than 129,106 they are not much higher. To dismiss them

without considering their merits could be criticised as being overly mechanistic.
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In particular, the model of figure 5.19 has a WAIC of 129,156, only 50 points
higher. The post predictive checks in table D.27 for that model do not suggest
that any further admixtures are required. However, removing admixtures, such as
in the model of figure 5.21, results in a model that is a poorer representation of
the data and no improvement in terms of WAIC. It can be argued that to select
the model of figure 5.19 over the one with the lowest WAIC (figure 5.7) moves
away from the objectivity of using an information criterion into making subjective
judgements about the models. Reasonable arguments can be advanced for either of
these models. In this case, it is judged here that the model in figure 5.19 with the
more plausible parameter values and better post predictive behaviour is preferred

(despite the slightly higher WAIC).

The posterior traces for all 70,080 parameters of the selected model were divided
into 5 equal parts, after discarding 10,000 iterations for burn-in. Gelman’s R was
calculated for these to ensure the chain had converged. The results provided no
reason to doubt that the model had converged for any of these parameters. Fur-
thermore, to ensure that this finally selected model’s chain had indeed converged
properly, four other MCMC chains were started, each chain with different starting
values for the parameters, the first with o, 7 and w started from 0.5 and ¢ started
from 0.1, the second with a and 7 started from 0.3, w started from 0.5 and ¢
started from 0.2, the third with « and 7 started from 0.7, w started from 0.5 and
c started from 0.05, the fourth with o and 7 started from 0.2, w started from 0.2
and c started from 0.05 and the fifth with o and 7 started from 0.8, w started from
0.8 and ¢ started from 0.2, these were run for 80,000 iterations, the first 10,000
in each case were discarded as burn-in, providing 70,000 samples from their pos-
terior distributions each. Gelman’s R statistic was calculated for the five groups
consisting of these four chains and the fifth being iterations 10,001 to 80,000 of
the original chain. Again, the R statistics were nowhere near giving any cause for

concern about convergence for this model.
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5.6 Comparison with TreeMix Model

5.6.1 Description of the TreeMix Model

Earlier, a software package called TreeMix was mentioned, which was announced
in the paper of Pickrell and Pritchard (2012). Like the method developed earlier
in this chapter, this also seeks to develop a bifurcating network model representing
population splits and admixture events. However, unlike the approach developed
here, it attempts to do so within a frequentist framework. In order to do that it
has to make a number of additional assumptions that impact on the applicability
of the model and the ease of interpretation of the results. In return for making
these assumptions, Pickrell and Pritchard obtain a model that has the attraction
of being much less compuationally intensive, producing output within a handful
of minutes as opposed to the many hours that the model described above takes.

Their model will be examined critically in this section.

If the frequency of an allele at a particular locus in the ancestral population A is
T4, in a population B descended from population A the frequency of that allele
ap under a similar model of genetic drift as described by Nicholson et al. (2002)
can be written as

ag ~ N (ma,ma (1 —ma)cB) . (5.30)

This is similar to the same way that drift has been modelled in this and the
preceding chapter. However, it has a key difference. An ordinary Normal dis-
tribution has been used instead of a Normal distribution rectified at 0 and 1 as
used by Nicholson et al. (2002) and in the new models in this thesis. Pickrell and
Pritchard explicitly do not model the boundary effects at 0 and 1 and so do not
model fixation. This means that their model cannot be expected to be accurate
in modelling drift where there are alleles near, or which may have reached, these
boundaries in the present-day subpopulations. This can happen when some alleles

were already near that boundary in the ancestral population or where there has
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been appreciable genetic drift separating the present-day subpopulations from the
ancestral population. This already restricts the applicability of the model. It will
also be seen later to have a potential impact on interpretability. The model of

drift can be rewritten by separating the mean and variance.

ap = TA+€p, (531)

where

g~ N (0,14 (1 —7a)cp). (5.32)

Similarly, the frequency of the allele in a population C, a¢, that is in turn de-

scended from B and therefore a grand-descendant of A can be described as

Qo = ap + €c (533)

where

ec ~N(0,ap (1 —ap)ceo). (5.34)

Pritchard and Pickrell then make the additional simplifying assumption that the
overall amount of genetic drift between all the populations involved in the model
is small. Effectively, this restricts the model to only being applicable to data sets
where the present-day subpopulations are already very closely related. This again
restricts the applicability of the model. The models developed so far in this thesis
make no such assumptions. These two conditions do, however, allow Pritchard
and Pickrell to assume that the genetic drift between populations B and C is inde-
pendent of that between A and B and that ap (1 — a) is approximately the same
as 74 (1 —7m4). Then the variance of o is approximately Var (eg) + Var (ec),
which is in turn approximately 74 (1 — 7a) (¢g + ¢¢). Drift parameters in series
are then simply additive rather than the slightly more complicated relationship

derived in appendix A which allows for larger drift parameters.

Next they consider the effects of bifurcations in the phylogenetic tree. Suppose
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that population B has a second offspring population, D, in addition to C and that
A has a second offspring population, E, in addition to B, so that C, D and E are
the present day subpopulations, B is the common ancestor of C and D and A is

the ancestor of B and E (5.22).

Ancestor
A

C D E

Figure 5.22: Example Phylogenetic Tree

The covariance of ac and ap is just the drift parameter for the period of drift
that C and D share in common before the bifurcation at B, cp, multiplied by
a4 (1 —ma). Neither C nor D shared any period of drift in common with E after
the ancestral population A, so the covariances of a¢ and ag and of ap and af are
both 0. This pattern is followed in a general tree, the covariance of an allele fre-
quency in two present-day subpopulations is the sum of the drift parameters along
any periods of drift they have in common multiplied by 74 (1 — 74), or equiva-
lently, the variance of the allele frequency in their most recent common ancestor,
unless that ancestor is the root, in which case it is 0. By building up a covariance
matrix, V, based on the phylogenetic relationships between the present-day sub-
populations in this way, the allele frequencies in these present-day subpopulations
can be modelled as a Multivariate Normal distribution where all the means are

the ancestral frequency, m4, MV N(mwa, V) where wa = [ma 74 .. .7TA]T.

Admixtures can be added to this framework in a similar way to the model devel-

oped earlier in this chapter but with an important difference. In the Pickrell and
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Pritchard model, a population, H, that is an admixture of two populations F and
G that are ancestral to it, has an allele frequency ay = war + (1 — w) (ag + €g).
Like the models developed earlier, this has an admixture parameter, w, and the al-
lele frequency of the admixed population is a linear combination of the two parent
populations’ frequencies. There is also an extra term (1 — w) ey. There is a reason
for this. Recall that in the models developed earlier, there were three periods of
drift allowed around an admixture event. There were two periods of drift before
the admixture event, one from each of the two parent populations and a third
period of drift after the admixture event. However, this led to non-identifiability.
In a Bayesian hierarchical model this can lead to problems with sluggish mixing
and high uncertainty about marginal parameter values in the posterior distribu-
tion. In a frequentist setting, it is a bigger problem. There is no single point of
maximum likelihood. Instead, there is typically a maximum likelihood “ridge” of
points that the models cannot distinguish between, preventing it from estimating
the parameters. For that reason, Pickrell and Pritchard have to impose additional
assumptions. They assume that there is only drift near an admixture event in one
of these three directions. They assume no drift after the admixture event and also
that there is no drift between the parent population with the lower admixture pa-
rameter weight and the admixture event. They do, however allow drift between the
heavier-weighted population and the admixture event, leading to the (1 —w)ey
term above. This breaks the symmetry before the admixture event, and restricts w
to being less than % The edge in the graph just before the admixture, to which w
is applied is termed the migratory edge. While this is really just a case of a choice
of labelling, this terminology risks being misinterpreted. The word 'migratory’ im-
plies that it is that parent population that moved in order to meet the other parent
population and create an admixture. Since it has the lower weight, this may well
usually be the case but it need not necessarily be so. For example, most of the
models featured earlier in this chapter with admixture events for the Mexicans,
gave the FEuropeans contributing to the admixture slightly higher weights than

the East Asians, even though the native Americans as descendants of the Asians
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were already in Mexico and it was the Europeans who were migrating there. The
assumption may also explain why the TreeMix model was only observed to suggest
admixture events at the leaves of the tree. The model developed earlier in this
chapter is more general and can accommodate admixtures earlier in the tree or,
indeed, have two or more two parent population admixtures in series to represent

an admixture with three or more parent populations.

The entries for an admixed population in the covariance matrix are built in a
similar way to those for the non-admixed present-day subpopulations. Periods
of drift that are common to a population and the path to the migratory edge of
the admixed population are weighted by w. Periods of drift that are common to
a population and the path to the other edge leading to the admixed population
are weighted by 1 — w. These may occur for the same population, in which case,
the two terms are added together. A population that shares no period of drift
in common with either path from the overall ancestor to the admixed population
has a covariance with it of 0. The resulting combination of drift parameters are

multiplied by 74 (1 — 74) and enter into the covariance matrix V.

The problem with using the resulting covariance matrix V is that the values of the
proportions of alleles in the ancestral populations are not known. So an expectation

based covariance matrix, W with (Z,J)th element
T " Ty "
Wiz =E||—— — — 5.35
o K”Z M) (nj MH ’ (5:39)

2.

I=1

where

o= (5.36)
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and J is the number of populations, is considered instead. x7 and nz are the allele

counts and sample sizes for each population as before. This can be shown to be
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related to V77 by

J J J J
1 1 1
WIj:VU—jZVAI—jZVAJJrﬁZZ Vs (5.37)
A=1 A=1 A=1B=1

In practice this matrix W is estimated from the data to produce a sample covari-

ance matrix W, using

L
- 1 Tit . Tig .
Wz = Z Z [(nﬂ - Mi) (mj - /iz)] (5-38)

where, as usual, 7 indexes loci and L is the total number of loci.

J
. 1 TiT
S 5.39
=~ 2 (5.39)

To deal with linkage disequilibrium, the sample is divided into equal-sized blocks
of loci so that there is no linkage disequilibrium between two loci in different
blocks. WIJ is then calculated within each block as described above. The mean
over all the blocks is used in the overall estimated covariance matrix, ﬁfz 7. So if
W”,LLIJ is the entry for subpopulations Z and J for the H th block out of P blocks,
IT/VZ 7= % i War 7. This does allow Pickrell and Pritchard to make use of data
on loci thatH ;rle in linkage disequilibrium. Each block is assumed to be independent
of each other. However, it is likely that adjacent blocks will contain loci that are in
linkage disequilibrium. This is in contrast to the approach in the models that have
been developed earlier in this thesis where only loci that are seperated enough
from each other to be reasonably assumed independent are analysed. There is
a trade-off between the robustness of the independence assumption and making

fuller use of available data.

Taking samples introduces an additional source of variance or noise into the anal-
ysis, so each W 7 can be thought of as being approximately normally distributed

around a true WI Jltrue] With a variance a% 7 to express the variability across blocks.
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This variability can be estimated from the data from

P, _ 5
> (WHIJ — WZJ)
677 = \| = (5.40)
PP-1)

The P — 1 in the denominator comes from the definition of variance and the P
comes from 677 being the error of a mean or standard error. The point of all this
is to obtain a likelihood for the data for a given graph. Each graph, G, will have
a particular covariance matrix, V associated with it and corresponding W. The
composite likelihood for W is the product of the probability density for each pair
of subpopulations, 7 and 7.

J o
L (V_Vyw) HH (ﬁVIJ!WIj(G,c),&]%J) (5.41)
T=17-T
For diagnostic purposes for a given graph G, a matrix of residuals, R can be
calculated from R = W — W (c). These residuals can be used to calculate the
proportion of the variance in V:V, which has been calculated from the data, that
is explained by W, which depends on the choice of graph. This approximate
proportion of the relatedness that is reflected in the model, F, is defined by

J
_\2
> Z (Rz7 — R)
F—1_ I=17=1+1 5, (542)
J J = =
> . (WIJ— W)
I=1J=I+1
where
R=1 7D Z Z Rz, (5.43)
I—L7 T+1
and

r—1- Z Z Wes. (5.44)

I=1J=I+1

But how does TreeMix go about choosing which graph G, to analyse? For any
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unrooted bifurcating tree graph with J present-day subpopulations, there are
(2J — 5)!! possible graphs (Penny et al., 2007). For J = 5, say, that is only 15
possible trees and it is feasible to test all the possible graphs and find the one with
the highest (composite) likelihood by exhaustion or brute force. Such an approach
would even be feasible for the Bayesian hierarchical models described above. How-
ever, the number of graphs very quickly becomes huge with increasing J. For the
11 subpopulations of the HapMap dataset, the number of possible unrooted bi-
furcating graphs is 34,459,425. If it took only 1 second to compute the likelihood
for each graph, it would still take nearly 400 days to find the optimal one by an
exhaustive search. Clearly for larger numbers of subpopulations, it is not feasible
even in the framework of Pritchard and Pickrell’s relatively fast frequentist model,
to consider every possible graph. Instead a greedy algorithm can be used such as

that of Felsenstein (1981).

To within graph isomorphism, there is only one possible unrooted tree for 3 sub-
populations; A, B and C (figure 5.23). To understand what graph isomorphism
means, imagine the tree is made of rubber in 3D. It can be stretched, bent, flipped
over, rotated and its edges can even be twisted without breaking it, but it must
not have any parts cut and/or re-attached to another part of the tree. If one
unrooted tree can be made to look exactly like another by any combination of
these permitted operations then the two trees are said to be graph isomorphic.
Effectively, they are just two different ways of drawing the same unrooted tree.

B A

C

Figure 5.23: The only unrooted tree for 3 subpopulations.

Figure 5.24 shows the three such possible unrooted trees for 4 subpopulations
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labelled A, B, C and D. These are effectively the same trees as would have been
produced by adding the edge leading to D to each of the three edges in the unrooted
tree in figure 5.23. In general an unrooted bifurcating tree with J subpopulations
has 2J — 3 edges. So, for each of these three graphs there are 2 x 4 —3 = 5
edges to which a fifth subpopulation, E could be attached leading to 3 x 5 = 15
possible trees for 5 subpopulations. By building trees up in this way, it can be
readily seen where the expression (2J — 5)!! for the possible number of trees with
J subpopulations comes from.

A A
C B

D C

Figure 5.24: The three unrooted trees for 4 subpopulations.
All three unrooted trees of three subpopulations A, B,C and D. All other ways of drawing the
unrooted trees can be made to look identical to one of these trees by stretching, squashing, flipping,
twisting, rotating or bending them.

So how does this help to solve the problem of reducing the number of possible
unrooted trees that need to have their likelihood evaluated? The procedure starts
by taking three of the subpopulations and arranging them in their only possible
tree. The choice of which three is arbitrary and can just be the order in which the
subpopulations have been indexed. A fourth subpopulation is chosen. This can
be added, as has been seen, in three different ways. Three is not a large number
so the likelihood of each of these three resulting trees can be calculated. The one
with the largest likelihood is accepted and moves forward to the next step. A fifth
subpopulation is chosen, which can be added to the tree in five different ways. Five
is still not a large number, so it is reasonable to calculate the likelihood for all of

these. Again, the one with the largest likelihood is accepted and moves forward
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to the next step. It would be possible to keep adding subpopulations in this way
until they have all been added. However, this would have the drawback that the
resulting unrooted tree could be dependent on which three subpopulations had
been chosen to start the process and the order in which the subpopulations were
added. Trying all the possible orders of subpopulations would just lead back to
having to test a very large number of trees, defeating the point of trying to find
an algorithm to reduce the number of trees that have to be tested. Early versions
of this algorithm advocated trying a small number of possible orders to see how
robust the resulting tree was to the choice of order. Later, an additional step was
added between adding subpopulations that evaluated “local rearrangements” of the
tree, so that before adding a sixth (or subsequent) subpopulation, the likelihood
of a number of these local rearrangements of the tree would be evaluated before

the additional subpopulation is added.

So what are these local rearrangements? One local rearrangement method, called
Nearest Neighbour Interchange, involves looking at rearrangements of the tree
around internal edges. Every such tree with J subpopulations will have J — 3
internal edges. Internal edges are edges with no present-day subpopulation labels
at either end, or equivalently in the case of these unrooted bifurcating trees, an
edge that is connected to exactly four other edges. So, in figure 5.23, the tree
has no internal edges and in figure 5.24, each tree has one internal edge. At each
internal edge of a tree, the four edges connecting to it can be disconnected and
reconnected to it in exactly three different ways up to graph isomorphism. There
are a total of three ways for exactly the same reason that there are only three
different trees with four subpopulations. So, at any internal edge, the four edges
connecting to it can be reconnected in three different ways, the original way and
two others. The likelihood for the graphs resulting from these two other ways of
connecting to the internal edge can be evaluated and compared to the likelihood
for the original tree. The tree with the largest likelihood is selected and the next

internal edge is examined in the same way. Since there are only J — 3 internal



Chapter 5. Generalisation to Allow Admixture Events 218

edges and 2 new trees to evaluate at each edge then, on each cycle through the
internal edges, only 2(J — 3) tree likelihoods are evaluated. For 11 subpopulations
that is only 16 trees so the numbers are very manageable. This is repeated until
such a cycle through all the internal edges reveals no trees were more likely than
the tree that had been the selected one at the beginning of the cycle. It is at that
point that the next subpopulation is added to the tree. The process of adding
subpopulations and doing local rearrangements continues until there are no more

subpopulations to add.

But to construct the matrix V requires a graph that is rooted and these are un-
rooted trees. The user then must choose where the root should go. The user names
a subpopulation and the root always goes on the edge nearest that subpopulation.
This subpopulation must also be one of the first three subpopulations that start
the process with a three subpopulation tree. This does restrict the number of
possible rooted trees. The way Pritchard and Pickrell advocate getting round this
is to have an outgroup among the subpopulations that is not as related to the
other subpopulations as they are to each other. This makes it obvious that the
root belongs on the edge leading to the outgroup. This has a downside however.
One of the assumptions of this model is that there is not much drift along any
edge. Advocating the use of a less related outgroup seems inconsistant with that

assumption but manifestly some way of locating the root is needed.

So how are the admixtures chosen and the migration edges added? That part
of the process uses the residual matrix, R, although the specifics are somewhat
sketchy. The user defines how many migrations there should be. Suppose they
specify that there should be M migrations. If M = 0 no migration edges are
added and the process ends. Otherwise, the M pairs of populations with the
highest entries in R are found. Migration edges between edges and nodes near or
at these population pairs are tried and the one that most increases the likelihood is
chosen. There is another round of the “local rearrangements” part of the algorithm

described above before repeating the migration edge selection procedure for the
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second edge, unless of course, M = 1 when the process finishes. The process of
adding migration edges and performing local rearrangements continues until M

edges have been added and the last round of local rearrangements have taken place.

This process is a greedy algorithm which arrives at some locally optimal graph. It is
not guaranteed to find the graph with the globally maximal component likelihood
in the way an exhaustive approach would. It does however, cut down greatly
on the number of trees whose likelihood needs to be evaluated and renders the
whole process practical enough to take place in minutes even for large numbers of

subpopulations.

5.6.2 Comparison of Output for the Two Models

Data were simulated for a simple tree of four ficticious Celtic tribes, Aon, Dha,

Tri and Ceithir (figure 5.25).

Ancestor

C>,

Aon Dha Tri Ceithir
Figure 5.25: Phylogenetic Tree for Simulated Data for Four Subpopulations

The drift parameters along each edge were set at 0.05. The ancestral distribu-

tion of the allele frequencies was Uniform(0,1). There were no admixture events
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simulated. Since all the 1000 loci (similar to the number in the dataset for a
medium HAPMAP chromome) were simulated to be independent, there was no
need for blocking. The root was set to its true position in running TreeMix. Figure
5.26 shows the TreeMix output graph for this data. TreeMix retrieves the correct
structure. However, the drift parameters on the scale below the graph are more
of a problem. If they were drift parameters (cs) and retrieved correctly, the nodes
would be about 0.05 apart. They are nearer 0.006 to 0.009 apart. The label on
the scale is misleading. It is a scale for cms (1 — 74) rather than for just ¢. The
scale measures variances rather than the drift parameters themselves. The models
developed in this thesis, in contrast, do not seek the correct structure themselves
but do give posterior distributions for the drift parameters, c¢;, from which point
estimates and measures of uncertainty about the parameters themselves can be

derived.

To show how the interpretation of the TreeMix drift variances could be difficult,
data with the same drift values but from a different distribution of ancestral
allele frequencies were produced and analysed using TreeMix. The case where
7 ~Beta(0.5,0.5), a u-shaped distribution, was used is shown in figure 5.27. Al-
though, the graph has been drawn differently, it is still graph isomorphic to the
correct structure. However, it can be seen that the positions of the nodes along
the “Drift parameter” axis are shifted to the left. This appears to suggest that the
estimates of drift are less but it is only the estimates of ¢;m4 (1 — m4) that have

been reduced.

The same was done with m ~Beta(10,10) a very n-shaped distribution of ancestral
allele frequencies (5.28). Once the change in scale of the “Drift parameter” axis
has been taken into account, the graph can be seen to have been stretched to the
right. The value of E [r4 (1 —74)] is § for Beta (0.5,0.5), ¢ for Beta (1,1) and 3=
for Beta (10, 10). Comparison of the scales of figures 5.26-5.28 shows them to differ
in scale in proportion to these values. To the user who may be unaware of the

detailed internal workings of TreeMix, the drift parameters appear to be different
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Figure 5.26: TreeMix Output from Analysis of Data Simulated with True Ancestral
Allele Frequencies Drawn From Beta(1,1)

Output from TreeMiz from analysing data simulated from the model in figure 5.25. The true

drift parameters cy...cs were all set to 0.05 and the ancestral allele frequencies T4 drawn from

Beta(1,1). 1000 independent loci were simulated. No admizture events are inferred so the mi-
gration weight scale is irrelevant.
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Figure 5.27: TreeMix Output from Analysis of Data Simulated with True Ancestral
Allele Frequencies Drawn From Beta(0.5,0.5)

Output from TreeMiz from analysing data simulated from the model in figure 5.25. The true

drift parameters cy...cg were all set to 0.05 and the ancestral allele frequencies T4 drawn from

Beta(0.5,0.5). 1000 independent loci were simulated.
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in each case but in fact are all the same. Even if the fact that these are really only
variances is known, it is still hard to discern what the real drift parameters are. It
does, however, show the relative size of the drift parameters because they are all

multiplied by the same factor.
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Figure 5.28: TreeMix Output from Analysis of Data Simulated with True Ancestral
Allele Frequencies Drawn From Beta(10,10)

Output from TreeMiz from analysing data simulated from the model in figure 5.25. The true

drift parameters cy...cg were all set to 0.05 and the ancestral allele frequencies T4 drawn from

Beta(10,10). 1000 independent loci were simulated.

This dependence of the TreeMix “Drift parameter” on the distribution of 74 has
other unfortunate consequences. It can become sensitive to irrelevant data. 1000
additional loci where the counts for all four populations were all 0 were added to
the dataset analysed in figure 5.26. By far the most likely reason for an observation
of 0 counts in all four populations is that the ancestral frequency is 0. If that was
the case then these loci will contribute no information about the drift that has
taken place because any level of drift would have the same outcome. The 1000

additional loci with 0 counts contain no (or at least little) information about drift
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and so are uninformative which should not impact on any output. However, in
the case of TreeMix it causes a problem. TreeMix does not take fixation into
account. It will instead take the same data as being evidence of little or no drift
(5.29). As might be expected, while the structure has still been retrieved, the
“Drift parameter” estimates have reduced to about half their earlier values. Thus

the estimates have been affected by the additional irrelevant data.
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Figure 5.29: TreeMix Output from Analysis of Data Simulated with Half True Ances-
tral Allele Frequencies Drawn From Beta(1,1) and Half Set at 0.

Output from TreeMiz from analysing data simulated from the model in figure 5.25. The true

drift parameters cy...cg were all set to 0.05 and the ancestral allele frequencies T4 drawn from

Beta(1,1). 1000 independent loci were simulated. 1000 more loci were added with ancestral allele

frequencies of 0.

This might be thought not to be a problem. In a real dataset, such loci with all
0 counts could be screened out. The problem is that in a setting with a more
complicated structure and a larger number of subpopulations, the situation of
the four Celtic tribes in these simulations could be a subtree of a much larger
phylogenetic tree, analogous to the four African subpopulations in figure 4.7. There

could be non-zero counts in other subpopulations and zeros for these four and these
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zeros would have the effect of reducing the estimate of drift in their areas. It could
be possible to weed out all the loci in a dataset containing any counts where there
is any subpopulation where the count was 0 or the same as the sample size but that
would mean discarding information that would convey useful information about
drift elsewhere in the tree in order to satisfy the assumptions of the model and

still not have drift parameter estimates that are easily interpreted anyway.

5.6.2.1 Use of An Outgroup to Strengthen Identifiability Near the
Root

To show that the model developed in Chapter 4, deals more appropriately with
irrelevant information, table 5.7 displays the 95% HPD range of the estimates of
the drift parameters for the simulated dataset without the 1,000 loci with zero
counts added. Subpopulation sizes were all 200 (100 individuals) similar to those
in the HAPMAP dataset. Table 5.8 shows the same information with these 1,000
zero count loci added. When the 1,000 extra loci are added, the drift parameters
for periods of drift that are not adjacent to the ancestral population, are almost
unchanged. They are only changed for the two periods of drift ¢4 and cg that
are either side of the ancestral population. This has happened because the prior
on 7 is now misspecified. This can, nonetheless, be easily overcome by use of
an outgroup. The outgroup does not have to contain additional data. The allele
counts of the outgroup used in this case, (figure 5.30) were created from taking
an unweighted mean of the counts from the four subpopulation counts that had
already been simulated. The estimates for ¢, and ¢4 (table 5.9) are now much closer
to those for the original dataset (table 5.7). The drifts ¢; and cg are artificial and
can be ignored. When using an outgroup with the model in this way, it may be
better to use a more bell-shaped distribution for the prior on 7. This is because
periods of drift make the distribution of the as more u-shaped. The extra period
of drift at ¢; should be taken into account. If there is a particular distribution of

« expected after that drift, (in this case it was known to be Uniform(0,1) because
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the data are simulated), a more bell-shaped one is really needed as the prior
before ¢;. The model’s choice for the amount of drift will then help adjust to the
more sypathetic distribution. For this reason it may be best to overestimate the
bell-shapedness of the prior. For example, table 5.10 shows the results of using
a rather extreme Beta(10,10) prior. This produces results, after drifts ¢; and cg
are discarded, even closer to the original output (table 5.7). The true values of
drift, 0.05, are now within the 95% intervals for all of ¢; to ¢g. This approach
shows how the whole problem described in section 4.5.6 of the results for drifts
near the ancestral population being very sensitive to choice of the prior on the
ancestral allele frequency can be overcome by use of an outgroup and a larger a
on the prior for 7, making it more bell-shaped. In this way, the model copes well
with the irrelevant information when estimating drift parameters and with minor

modification can cope even better, whereas TreeMix results are adversely affected.

Table 5.7: Parameter Estimates of the Model in Figure 5.25

95% HPD Interval Bounds

variable lower upper median
c1 0.0425 0.0589 0.0504
Co 0.0395 0.0556 0.0473
C3 0.0389 0.0556 0.0471
4 0.0444 0.0668 0.0554
s 0.0354 0.0538 0.0442
Cé 0.0319 0.0525 0.0417

Table of parameter estimates obtained for data simulated according to the model in figure 5.25.
The true drift parameters c;...cg were all set to 0.05 and the ancestral allele frequencies T4 drawn
from Beta(1,1). 1000 independent loci were simulated. The table shows the resulting 95% HPD
intervals from using the model on such data for the drift parameters, c.
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Table 5.8: Parameter Estimates of the Model in Figure 5.25 with 1,000 Additional
Uninformative Loci Added

95% HPD Interval Bounds

variable lower upper median
c1 0.0430 0.0598 0.0511
Co 0.0381 0.0543 0.0461
3 0.0380 0.0598 0.0484
4 0.9248 1.0000 0.9793
cs 0.0336 0.0557 0.0445
Ce 0.9025 1.0000 0.9697

Table of parameter estimates obtained for data simulated according to the model in figure 5.25.
The true drift parameters ci...cs were all set to 0.05 and the ancestral allele frequencies T4
drawn from Beta(1,1). 1,000 independent loci were simulated. Then 1,000 additional loci were
simulated with ™4 set at 0. The table shows the resulting 95% HPD intervals from using the
model on such data for the drift parameters, c.

Ancestor

Aon Dha Tri Ceithir Outgroup

Figure 5.30: Phylogenetic Tree for Simulated Data for Four Subpopulations and an
Outgroup

The outgroup is fabricated by taking the unweighted means of the counts in the four simulated

subpopulations and rounding to the nearest integer.
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Table 5.9: Parameter Estimates of the Model in Figure 5.30 with 1,000 Additional
Uninformative Loci Added with a Beta(1,1) Prior on 7.

95% HPD Interval Bounds

variable lower upper median
c1 0.0423 0.0586 0.0503
Co 0.0397 0.0555 0.0472
C3 0.0393 0.0562 0.0475
4 0.0481 0.0717 0.0596
Cs 0.0344 0.0529 0.0434
Ce 0.0272 0.0471 0.0370
cr 0.7296 0.9752 0.8468
Cs 0.7371 0.9800 0.8535

Table of parameter estimates obtained for data simulated according to the model in figure 5.50.
The true drift parameters cy...c; were all set to 0.05 and the ancestral allele frequencies T 4
drawn from Beta(1,1). 1,000 independent loci were simulated. Then 1,000 additional loci were
simulated with 74 set at 0. The table shows the resulting 95% HPD intervals from using the
model on such data for the drift parameters, c. The Prior on w for the analysis was Beta(1,1).
The outgroup was fabricated by taking the unweighted means of the counts in the four simulated
subpopulations and rounding to the nearest integer.

Table 5.10: Parameter Estimates Table of the Model in Figure 5.30 with 1,000
Additional Uninformative Loci Added after 100,000 Iterations With a
Beta(10,10) Prior on .

95% HPD Interval Bounds

variable lower upper median
c1 0.0424 0.0587 0.0502
Co 0.0394 0.0551 0.0471
3 0.0388 0.0555 0.0469
4 0.0462 0.0679 0.0566
s 0.0352 0.0538 0.0440
Cé 0.0333 0.0534 0.0430
cr 0.9908 1.0000 0.9978
Cs 0.9913 1.0000 0.9980

Table of parameter estimates obtained for data simulated according to the model in figure 5.30.
The true drift parameters c1...c; were all set to 0.05 and the ancestral allele frequencies T 4
drawn from Beta(1,1). 1,000 independent loci were simulated. Then 1,000 additional loci were
simulated with T4 set at 0. The table shows the resulting 95% HPD intervals from using the
model on such data for the drift parameters, c. The Prior on 7 for the analysis was Beta(10,10).
The outgroup was fabricated by taking the unweighted means of the counts in the four simulated
subpopulations and rounding to the nearest integer.
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5.6.3 Choices of Phylogenetic Tree in TreeMix

In reality, it will be unusual for a dataset to meet all the assumptions of the TreeMix
model. To clean a dataset of data that compromise the assumptions would involve
discarding much potentially useful information. Nevertheless, the model is still
useful if, despite its assumptions, it is a sufficiently good approximation to reality
to answer the questions of interest. All statistical models are, after all, to a greater
or lesser extent, approximations to reality. In testing both with simulated and the

HapMap data, TreeMix has suggested plausible phylogenetic trees in most cases.

So what did TreeMix do with the HapMap dataset for Chromosome 27 If no root
is specified, TreeMix attempts to root the tree near the Gujarati (GIH) as shown
in figure 5.31. However, the tree is reasonably plausible after a relocation of the
root to the point marked by the red dot. Then it becomes the tree of figure 5.13.
This in turn is the tree of figure 4.7 discussed in the last chapter with the Gujarati
and Mexicans swapped. Since these were the two subpopulations whose positions

were the least certain, this tree is not implausible.

The nearest (in terms of distance along the tree) subpopulation to the red dot
root position is the Maasai (MKK) so the nearest position of the root that can be
specified to TreeMix is to place it there. Figure 5.32 shows what happens if that
is done. Other than the position of the root, the tree topology is unchanged. The
model performs surprisingly well at the task of choosing a plausible structure con-
sidering how many of its assumptions are being blatently violated by this dataset.
But then again, the same can also be said for the much simpler Neighbour Joining
algorithm. The “drift parameters” suggested by TreeMix still however are hard to
interpret since they conflate the demographically interpretable cs with ancestral

allele frequencies (which of course vary over loci).

The problem thus far, is that the tree root cannot be specified to be along any edge

- it has to be a terminal edge, which is not appropriate here. One of the things
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Figure 5.31: TreeMix Output for Chromosome 2 HapMap Data
TreeMiz output from applying it to the Chromosome 2 HapMap dataset. TreeMiz chose a root
at the Gujarati (GIH). The Red dot marks an edge which is most consistant with where the root
was placed in previous models. The number of admiztures was set to 0.
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Figure 5.32: TreeMix Output for Chromosome 2 HapMap Data with Root Set on the
MKK Edge
TreeMiz output from applying it to the Chromosome 2 HapMap dataset. A root on the MKK

edge was specified. The Red dot marks an edge which is most consistant with where the root was
placed in previous models. The number of admiztures was set to 0.
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that Pritchard and Pickrell suggest is to use an outgroup. Given the diversity of
the subpopulations in the HapMap dataset ideally the outgroup would be some
other species of human such as Neanderthal or Denisovan or perhaps a chimpanzee
or one of the other Hominidae. However, no comparable data for these was readily
available. An alternative approach was used. An easily calculated rough approx-
imation to ficticious allele counts for the common ancestral population, could be
calculated at each locus as an unweighted mean of the count data for all eleven
subpopulations. These means, rounded to the nearest integer, could be included as
a twelfth fictional subpopulation and since it should be vaguely similar to the com-
mon ancestral population, the root could be placed there. The results of adding
this twelfth supopulation and analysing the resulting dataset using TreeMix were
interesting but not in the way that was anticipated (figure 5.33). The addition
of this fictional subpopulation has changed the suggested structure in a surprising

and implausible way.

It understandably estimates that the outgroup has suffered little or no drift since
the ancestral population, but now has all subpopulations other than the Yoruba
(YRI), Afro-Americans (ASW) and Lhosa (LWK) as diverging at about the same
time from this ancestral population. As has been noted before, the idea that the
Han Chinese in Beijing and Han Chinese in Denver diverged from each other at
much the same time as they diverged from the Maasai (MKK) is simply silly.
Even if the idea of using the unweighted mean of the allele counts of the other
subpopulations for an outgroup is itself a flawed idea, the addition of it as an extra
subpopulation, should not radically alter the structure of the rest of the tree. It
is difficult to see why adding one new subpopulation to the dataset should be
disturbing the others’ place in the phylogenetic tree to this extent.

As a point of interest, the same data were fed into the Neighbour Joining algo-
rithm. The unrooted tree that results from doing that is shown in figure 5.34.
The outgroup appears along an edge that is very reasonably the root of the tree,

separating the African subpopulations from the non-African ones. This can be
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Figure 5.33: TreeMix Output for Chromosome 2 HapMap Data with Root Set Near
An Artificial Outgroup

TreeMiz output from applying it to the Chromosome 2 HapMap dataset. An artificial outgroup

was added with its allele frequencies at each locus set to be the unweighted average of those of

the 11 real subpopulations.
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compared with figure 4.2. The only change is that the Gujarati (GIH) have moved
from the Asian branch (the branch leading to CHD and CHB) to being along
the European branch leading to CEU and TSI. This is still a plausible position
for them and the Mexicans. It does not represent a huge disturbance to the en-
tire tree. In this particular case, Neighbour Joining seems to have behaved in a
much more consistent way than TreeMix when the additional fictional outgroup

population was added to the dataset.

MEX
GIH

TSI
CEU

YRI
LWK

CHD
CHB

Figure 5.34: Neighbour Joining Tree for Chromosome 2 HapMap Data with An Arti-
ficial Outgroup

An artificial outgroup was added with its allele frequencies at each locus set to be the unweighted

average of those of the 11 real subpopulations.

The point to be taken from this is that TreeMix usually suggests sensible struc-
tures, albeit after some manual adjustment to the position of the root. However, it
does not always do so. The same can be said for the much simpler Neighbour Join-
ing algorithm. To be fair, the HapMap dataset does violate many of the model’s
basic assumptions: it does not exclude loci that are likely close to fixation, and
it does include subpopulations that are not so closely related and so potentially
involves large periods of drift. Nonetheless, it would not be useful if datasets had
to be put through contortions to fit the model. However, it does run quickly (as

does the Neighbour Joining algorithm). The output of both these models can
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be used as suggestions for further investigation using for example the approaches

developed in Chapters 4 and 5.

5.6.4 Choices of Admixture Events in TreeMix

One thing that TreeMix can do that Neighbour Joining cannot is suggest admix-
ture events, or as TreeMix calls them, migrations. To look at how well TreeMix
handles admixture in a simple setting, data were simulated according to the model
structure shown in figure 5.35. Here the tribe Dha is an admixture of the two tribes
Aon and Tri. Dha will take 100w% of its ancestry from Aon and the rest from Tri.
Each of the 1000 simulated loci (similar to that found in the dataset for a medium
HAPMAP chromosome) had its © drawn from Uniform(0,1). All drift parameters

1, ..., g are 0.05 unless stated otherwise.

Ancestor

Aon Dha Tri Ceithir
Figure 5.35: Phylogenetic Network for Simulated Data with Admixture for Dha

A 50% admixture was used (w = 0.5) initially. To fit in with Pritchard and
Pickrell’s assumptions on the drift parameters near an admixture event as closely

as possible, ¢, and ¢; were made very small (0.0001). The resulting simulated data
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were analysed by TreeMix and it was asked to add one migration. The resulting
structure is shown in figure 5.36. It produces the correct network but suggests a

w of 0.397084 which is some way away from the true weight of 0.5.
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Figure 5.36: TreeMix Output For a 50% Admixture
TreeMiz output for data simulated according to the model in figure 5.35. A 50% admixzture was
used (w = 0.5). To fit in with Pritchard and Pickrell’s assumptions as closely as possible on the
drift parameters near an admizture event, co and cs were made very small (0.0001). The other
true drift parameters were 0.05.

The same experiment was repeated with the only differences being that the data
were simulated with w = 0.75, ¢5 = 0.05 and ¢g = 0.0001. The results were much
as expected as shown in figure 5.37. Again, the correct admixture is shown. The
“migration” has flipped over to coming from Tri. However, it gives an admixture
parameter of 0.397; the same as before. In this case, it translates to a w of
1 —0.397 = 0.603 which is still a long way from the true value of 0.75. TreeMix
seems to pick only particular values for the admixture parameter. If a w = 0.85

admixture is used the result is the same.
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Figure 5.37: TreeMix Output For a 75% Admixture
TreeMiz output for data simulated according to the model in figure 5.35. A 75% admizture was
used (w = 0.75). To fit in with Pritchard and Pickrell’s assumptions as closely as possible on the
drift parameters near an admizture event, co and cg were made very small (0.0001). The other
true drift parameters were 0.05.

If the proportion is pushed even higher to an admixture with w = 0.95, a different
value of 0.100 is returned for the admixture parameter. This corresponds to a
w of 1 —0.100 = 0.900. In these and similar experiments, TreeMix did retrieve
the correct structure and suggest a sensible migration that corresponded with the
simulated admixture, but as well as the drift parameters being difficult to interpret,
only particular values of the admixture parameter seem to be possible and these

were not particularly close to the true value.

It might be wondered what would happen if the TreeMix model assumptions about
two of the three periods of drift adjacent to an admixture being zero were violated
to some extent and to what extent can they be bent without the model badly

failing. To address this, all ¢y, ..., cowere set at 0.05 contrary to the TreeMix
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assumption and w was set to 0.75 to simulate the data. The TreeMix results
are shown in figure 5.38. As can be seen from that figure, a completely wrong

migration is selected. The migration parameter for the selected migration was

again 0.397.
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Figure 5.38: TreeMix Output for a 75% Admixture with Data Simulated That Does
Not Conform to TreeMix Drift Assumptions Near an Admixture: All True

Drift Parameters, Including Before and After Admixture set at 0.05
TreeMiz output for data simulated according to the model in figure 5.35. A 75% admixzture was
used (w = 0.75). All true drift parameters were 0.05.

So clearly, there are situations in which TreeMix will suggest erroneous migrations
when its model assumptions are not met. But how far do the assumptions need to
be bent before TreeMix fails in this way? Keeping w at 0.75, if the drift marked
co in figure 5.35 is reduced to 0.0001, the model still chooses the same wrong
migration. If ¢y is returned to 0.05 and cg is reduced to 0.0001, the model yet
again chooses the same wrong migration, so if either drift parameter that TreeMix
assumes to be 0 is too far from 0, TreeMix can fail. How far from 0 can they be

before this happens? After some experimentation, it was found that when ¢, and cg
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were both 0.011, TreeMix produced the correct structure and suggested the correct
migration, albeit with the wrong migration parameter of 1 —0.09999 = 0.90001 as
shown in figure 5.39. If ¢, and cg were both 0.012 or higher, however, the wrong
migration is selected as shown in figure 5.40. In this simple setting, it appears that
if the true genetic drifts around an admixture are less than about 0.01, then the
model can make sensible suggestions for the admixtures/migrations, but if they
are larger than that, the inference becomes unreliable. In reality, there is no way
to be sure which is the case by just using TreeMix, so the migrations suggested
by TreeMix may be useful suggestions but should be treated with caution without
investigating further in other ways. Like the drift parameters, it would be unwise
to use the migration or admixture parameters suggested by TreeMix without also
investigating these further, perhaps by using a more flexible model such as the one
developed earlier in this chapter.
Migration
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Figure 5.39: TreeMix Output for a 75% Admixture with Data Simulated That Does
Not Conform to TreeMix Drift Assumptions Near Admixture: True Drift
Parameters After, and the Migration Before Admixture Set at 0.011
TreeMiz output for data simulated according to the model in figure 5.35. A 75% admizture was
used (w = 0.75). To test the limits of Pritchard and Pickrell’s assumptions the drift parameters
near the admizture event, co and cg, were set to 0.011. The other true drift parameters were
0.05. This returns the correct structure.
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Figure 5.40: TreeMix Output for a 75% Admixture with Data Simulated That Does
Not Conform to TreeMix Drift Assumptions Near Admixture: True Drift

Parameters After, and the Migration Before Admixture Set at 0.012

TreeMix output for data simulated according to the model in figure 5.35. A 75% admizture was
used (w = 0.75). To test the limits of Pritchard and Pickrell’s assumptions the drift parameters
near the admizture event, co and cg, were set to 0.012. The other true drift parameters were

0.05.This returns the wrong structure.
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Figure 5.41: TreeMix Output for the HapMap Chromosome 2 Dataset with the Root

Set Above the Maasai and with One Admixture Specified
Migration/admizture is displayed with a coloured arrow.

The HapMap dataset for Chromosome 2 was again fitted by TreeMix. This time
TreeMix was instructed to suggest 1 migration or admixture, then it was asked
for 2, then 3 and so on. The first migration it suggested was a bit unexpected, as
shown in figure 5.41, it proposed that the Gujarati (GIH) could be modelled as an
admixture of the Chinese (CHB and CHD) and the European branch ending in
Tuscans (TSI) and Central Europeans (CEU) as shown, when a migrations leading

to the Mexicans, Afro-Americans or even the Maasai might have been expected.

The next three migrations that TreeMix suggested were more expected. First the
Mexicans were proposed as an admixture between Central Europeans and East
Asians, then Afro-Americans as an admixture between Europeans and Nigerian
Yoruba, then Maasai as an admixture involving Africans and Tuscans, as shown
in figure 5.42. These three are all very reasonable migrations to suggest and,
as seen earlier in the chapter, could be identified by other means. Note that

the direction of the migration from Central Europeans to Mexicans chosen by
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TreeMix does restrict the Central Europeans to contributing no more than 50%
of the genetic information to the admixture. Earlier analysis by the more flexible
model developed earlier in the chapter suggests that it is at least unclear whether

Europeans contribute less than 50%. They may indeed have contributed slightly

more.
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Figure 5.42: TreeMix Output for the HapMap Dataset with the Root Set Above the
Maasai and Four Admixtures Specified

After this, the next two migrations, TreeMix suggests are, a migration from the
Chinese to the Central Europeans (CEU) and one from Africans to the Lhosa in
Kenya (LWK) as shown in figure 5.43. The former could be explained as a legacy of

the Mongol invasion in the second half of the 13th century or an earlier migration.

The first four migrations that TreeMix suggested were the ones used earlier in the
chapter and analysed using the model that was developed in the early part of this
chapter. However, the first admixture that TreeMix suggested, involving the Gu-

jarati, was the one which was eventually found to be the least important in terms
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Figure 5.43: TreeMix Output for the HapMap Dataset with the Root Set Above the
Maasai and Six Admixtures Specified
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model fit and discarded after further analysis. It was, nevertheless, reasonably
plausible a-priori and was worth looking at in the further depth that the more
flexible Bayesian hierarchical model allowed. So, in practice, TreeMix made some
useful suggestions in terms of migrations to investigate. However, migrations were
not suggested in a believable order of importance, so it is worth asking TreeMix
to produce more suggestions to analyse more deeply than are really expected to
be used as in this case. The output itself cannot always be simply relied on, on its

own, without further analysis.

5.6.5 Comparison of the Merits of the Two Approaches

TreeMix has the undeniable attraction that it runs very quickly and produces
graphical output. It suggests trees and admixtures, only requiring the user to
specify the tree root and number of admixtures required. In these respects, it does
things that the more flexible model developed in the earlier part of this chapter
does not even attempt to do. As is common for Bayesian hierarchical models, the
latter takes many hours and sometimes days to run in order to obtain an adequate
representation of the posterior distribution. A particular tree to be investigated
must be specified as must the admixtures. These need to be suggested by other
means or by examining the results (e.g., post predictive checks) of previous runs
of analysis on other phylogenetic trees. The other thing that TreeMix does is
allow the use of data that has not been thinned to ensure that the loci used are
not in linkage disequilibrium and so can be modelled as independent. However,
in exchange for these advantages, TreeMix makes a lot of assumptions that carry
a price. Ignoring fixation, assuming that the allele frequency, «; for all nodes j
throughout the tree is approximately the same as that for the overall common
ancestor, w4, for the purposes of calculating variances and assuming all periods of
genetic drift are small are quite restrictive assumptions that are not made in the

model developed earlier in this chapter. As a result, TreeMix drift parameters are
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dependent on the distribution of the 74 across loci in a non-transparent way that
is not the case the model developed here. In fact, it has been shown earlier that
when an outgroup is used with the more interpretable model developed here, the
effect on the drift parameters near the root of the tree of misspecifying the prior on
74 almost vanishes. The consequence of the dependence on the distribution of the
w4 across loci is that TreeMix drift parameters are much harder to interpret. The
assumptions also mean that TreeMix is not robust when data that are uninforma-
tive about drift due to fixation are introduced. The phylogenetic trees it suggests
have to be treated with caution since they can, for example, be radically altered
simply by adding an extra subpopulation to the dataset as has been demonstrated
above. Its suggestions do, as such, require critical investigation e.g., with a more

flexible model such as the one developed here.

In the case of admixture, both models suffer in different ways from the prob-
lem of non-identifiability of drift parameters in the vicinity of an admixture event.
TreeMix gets around the problem by applying hard constraints i.e., assuming there
is drift only along one of the edges involved in the admixture. The Bayesian hierar-
chical model does not need to make such assumptions but pays a price in terms of
slower mixing requiring more iterations of the Gibbs’ sampler and therefore longer
running time. It also leads to uncertainty about the values of drift immediately
adjacent to the admixture e.g., as reflected in the diffuseness of their marginal
posteriors, but it may be argued that this is an honest uncertainty that is prefer-
able to making assumptions about some of these parameters that lead to a false
level of certainty about the other parameters. Of course, cogent prior information
about any of the drift parameters around an admixture can be reflected in infor-
mative priors for them. This can also be argued to make the output of the more
flexible model more easily interpretable. The admixture parameter estimates from
TreeMix have been observed to take one of a small number of particular values. In
contrast, the output for the admixture parameters, w;, from the model developed

here is, as is always the case for Bayesian models, in the form of a posterior distri-
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bution from which point estimates, measures of uncertainty and correlation with
other parameters can be drawn. The w; can take take all values in the range (0, 1).
In many applications of this type of model these parameters may be of particular
interest and the more flexible model is able to give much fuller information about
them. The admixture parameters do not suffer from the uncertainty issues arising
from non-identifiability in the same way that the adjacent drift parameters do.

These differences are summarised in table 5.11.

TreeMix is an interesting model the speed of which, like that of Neighbour Joining,
can play a useful role in suggesting phylogenetic tree structures and additionally,
potential admixtures for further investigation. The models it suggests are not
always the best ones on further investigation and the parameters for drift and
admixture in its output can be difficult to interpret and need to be treated with
some caution. The more flexible models developed in this thesis dispense with
many of the assumptions that TreeMix makes but take a long time to run and
require phylogenetic trees and admixtures to consider to be set manually. Nev-
ertheless, they do provide posterior distributions for the parameters from which
more easily interpretable point estimates and measures of uncertainty can be de-
rived. In particular, this is much more useful in situations where these parameters
are of interest rather than the tree or network structure. The running time is not
so much of an issue when the length of time it takes to gather sufficient reliable
genetic data is taken into consideration. If analysing a genetic dataset is thought
of as a multi-stage process the approaches become complimentary. Models like
Neighbour Joining and TreeMix that run quickly can be used at an earlier stage to
produce starting points and suggestions for analysis by more flexible models such
as those developed in this thesis, that take considerably longer to run but which
provide much more detailed and easily interpreted information about the model

parameters, that properly quantify uncertainty.
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Table 5.11: Comparison of Chapter 5 Model with TreeMix.

Chapter 5 Model

TreeMix

Running time.

A few days.

A few minutes.

Suggests trees?

No, these need to be

Yes, but not always good

determined by other means. ones.
Suggests No, these need to be Yes, but not always good
admixtures? determined by other means. ones

Does data need to
be thinned to take

Yes, assumes independence
between loci.

No, but block sizes need to
be set by the user.

linkage Assumes independence
disequilibrium into between blocks.
account?
Takes fixation into Yes. No, completely ignores this
account? issue.
Models allele Yes. No, assumes allele
frequencies for all frequencies remain
subpopulations? approximately the same as
that in the ancestral
population?
Are drift Yes. No, the drift parameters
parameters are dependent on the

interpretable in
terms of time and
effective
population size?

distribution of the
ancestral population’s
allele frequencies and so are
difficult to interpret.

Are admixture
parameters
interpretable?

Yes, allows the admixture
parameters to take any
value in (0, 1).

Yes, but only allows the
admixture parameter to be
in (0,0.5) and even then
only some particular values
were observed.

Is output robust to
extra
uninformative
data?

Yes, particularly if an
outgroup is used.

No

How does it deal
with the
non-identifiability
issue near the
admixture?

Allows user to set strong

informative priors on any,

all or none of the drift and
admixture parameters.

Has constraints hardcoded
that assume no drift from
one of the contributing
subpopulations and no
drift after the admixture.

Produces joint
posterior
distributions?

Yes, allows the uncertainty
of the parameters and their
joint relationships to be
explored and allows the
user to set their own
favoured estimates of
location and spread.

No, making estimation of
uncertainty of the
parameters difficult.
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5.6.6 EIGENSTRAT

EIGENSTRAT (Price, 2017) was mentioned previously in section 1.5 and is de-
scribed by Patterson et al. (2006) and Price et al. (2006). The first of these papers
describes a simulation that was done to find out what pattern the principal com-
ponents of an admixed population made compared to its two parent populations.
It found that, if the first two principal components clustered the subjects from the
two parent populations, those of the admixed population derived from these two
populations formed a pattern that stretched between these two clusters. One way
to support the admixtures detected in this chapter could be to use the principal
components analysis of EIGENSTRAT (from within the SMARTPCA package)
on the HAPMAP data for chromosome 2, find the first two principal components,
plot the data projected onto those components and find out if the candidate ad-
mixed subpopulation does indeed form a pattern between the two proposed parent

populations which themselves appear as clusters.

EIGENSTRAT uses data on individuals within subpopulations whereas the meth-
ods described in this chapter use aggregated data at the subpopulation level. The
same procedure was used as described in section 3.4.1 with the exception that the
data was not aggregated on subpopulation level and was instead processed into

.map and .ped files which are formats that SMARTPCA can use as inputs.

The first ten principal components had eigenvalues 99.49, 45.11, 6.89, 6.03, 3.10,
3.03, 2.90, 2.89, 2.86, 2.80. The total of all the eigenvalues was 959. The two largest
of these were much larger than all the others and together account for 15.1% of the
total variation. Although this is not the majority of the variation in a large and
complex dataset, using more than two eigenvectors would make visualisation more
difficult. It would require 167 eigenvectors to take account of 50% of the variation,
which is clearly an impractically large number for the purposes here. Using two
eigenvectors should give an adequate impression of the data for the purpose of

finding out if subpopulations can reasonably be modelled as admixtures. It does,
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nonetheless, have to be borne in mind that it is far from the full picture.

A full plot of the data for all 11 subpopulations projected onto these two principal
components is shown in figure 5.44. Many of the features are as expected. The
two European subpopulations, CEU and TSI cluster near each other. The three
East Asian subpopulations, JPT, CHB and CHD, also cluster near each other.
The African subpopulations, ASW, MKK, LWK and YRI, are also very close to
each other. While LWK and YRI appear as clusters (but not as close together,
reflecting the greater genetic diversity in Africa), the patterns for MKK and ASW
are more elongated. GIH and MEX are near each other but MEX has an elongated
pattern rather than a cluster, while GIH could be argued to be closer to being like

a cluster than MEX.
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Figure 5.44: Plot of HAPMAP data for All 11 Subpopulations on First Two Principal
Components

Looking at the candidate admixtures individually, figure 5.45 shows the Afro-
American, (ASW) subpopulation plotted with the Yoruba (YRI) cluster and the
two European clusters (CEU and TSI). ASW forms a pattern strung out away from
the YRI cluster and towards the CEU and TSI clusters. This is a pattern consistent
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with ASW being an admixture of ancestral YRI and European populations. That
the pattern is nearer the YRI cluster is expected if YRI contributes more of the
ASW genome on average than the European subpopulations do. This is consistent

with the findings earlier in this chapter.
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Figure 5.45: Plot of HAPMAP data for Afro Americans (ASW), Europeans (CEU and
TSI) and Yoruba (YRI) Subpopulations on First Two Principal Compo-
nents.

Turning next to the Mexicans, who are plotted in figure 5.46. The Furopean
(CEU) subpopualation is also shown, as are the three East Asian subpopulations
(CHB,CHD and JPT). The pattern for MEX is strung out away from CEU and
towards the direction of the East Asian subpopulations but not quite directly in
their direction. The method used in this subsection assumes that the admixture
happened sufficiently recently and sufficiently quickly that drift plays little signifi-
cant part. There is plenty of reason to expect some drift between the ancestors of
the Aztecs leaving East Asia and when they encountered Europeans which could
easily explain this pattern. Again this pattern is consistent with the findings earlier

in the chapter.
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Figure 5.46: Plot of HAPMAP data for Central European (CEU), East Asian (CHB,
CHD and JPT) and Mexican (MEX) Subpopulations on First Two Prin-
cipal Components

Next, the Maasai, (MKK) are plotted along with two African clusters, (LWK and
YRI) and the European Tuscans (TSI) in figure 5.47. The Maasai pattern is a
bit tighter than the two earlier admixtured populations, that is closer to that of
a cluster, but is still elongated between the two other African clusters and the
TSI cluster, providing a hint of an admixture here but it is not as clear as the
previous two cases. It is, nonetheless, not inconsistent with the findings earlier in

this chapter.

The final candidate admixture is for GIH. This is plotted along with the European
and East Asian subpopulations in figure 5.48. This time things are unclear. The
GIH pattern can be interpreted as a cluster in its own right. It is not as elongated
as the MEX pattern was but it could also be interpreted as an admixture between
Europeans and the Asians if some significant drift has taken place or between
the Europeans and an unsampled subpopulation. This difficulty in interpretation

mirrors the difficulty found in placing GIH in the phylogenetic network earlier
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Figure 5.47: Plot of HAPMAP data for Tuscan (TSI), Lhosa (LWK), Maasai (MKK)
and Yoruba (YRI) Subpopulations on First Two Principal Components

in the chapter. The finally chosen model does not treat them as an admixed
population and there is no strong evidence against this interpretation provided by

these plots.

The PCA approach of EIGENSTRAT, used here, produces plots that are consistent
with the decisions on candidate admixture subpopulations that appeared earlier

in this chapter and were also suggested by TreeMix.

5.7 Conclusions

This chapter developed the model from chapter 4 to include the possibility of
admixture events. The increased complexity of the model and in particular, the
problem of non-identifiability of the drift parameters that are adjacent to an ad-
mixture event in the hierarchy (and the concomitant posterior correlation of the

parameters) necessitate the resulting model being run for many more iterations
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Figure 5.48: Plot of HAPMAP data for East Asians (CHB, CHD and JPT), Euro-
peans (CEU and TSI) and Gujarati (GIH) Subpopulations on First Two
Principal Components

than the one in the previous chapter, in practice, 100,000 iterations were used for
the one chromosome of the HapMap data in this chapter, rather than the 20,000
iterations for the models in Chapter 4. This greatly increases the processor time
required. Nevertheless, models including admixture do provide a much improved
explanation of the observed data with WAIC values that are much lower despite
the increased complexity. When applied to the HapMap data, it was judged that
the model in figure 5.19 provided the most plausible model of the data despite not
having the lowest WAIC of all the models considered. Models with lower WAIC

had at least one implausibly large drift parameter.

The issue identified in the previous chapter that the model parameters for periods
of drift adjacent to the ancestral population, were sensitive to the choice of prior
on 7, the allele frequency in the ancestral population, was found to be almost
entirely mitigated by introducing an outgroup that did not even have to be made

up from real data. It could instead be made up from an unweighted mean of
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the observed frequencies in the data, with counts and sample size rounded to the

nearest integer.

An existing model called TreeMix that appears to start from a similar standpoint to
the models developed in this thesis but then introduces additional assumptions in
order to take a more traditional likelihood-based approach was examined in detail.
It has the attraction of running very quickly and suggests trees and admixtures
where the models developed here need the trees and admixtures to be suggested
by external means. However, it ignores the issue of fixation and assumes that
the allele frequency, a; for all nodes j throughout the tree is approximately the
same as that of the common ancestor. It also assumes there is no drift along
two of the three edges adjacent to an admixture. All of these are assumptions
the model developed in this thesis does not make. TreeMix’s drift parameters are
based on variance and so depend on the distribution 74 in a way that makes them
much harder to interpret than the ones for the model developed in this thesis.
The phylogenetic trees and admixtures TreeMix suggests have to be treated with
caution since they can, for example, be radically altered simply by adding an
extra subpopulation to the dataset. Its suggestions do, as such, require further
investigation with a more nuanced model such as the one developed in this and
the previous chapter. Nevertheless along with Neighbour Joining it could play a
useful role in suggesting phylogenetic tree structures and potential admixtures for

deeper investigation using models such as the one developed here.
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Discussion

This thesis has focussed on examining and developing models of genetic drift and
population history. There are some points that it would be useful to highlight in
this closing chapter.

1. A model of drift has been developed that is sufficiently general that it can
include admixture events. It builds on the foundation of Nicholson and others
(Nicholson et al., 2002), placing an emphasis straight-forward demographic

interpretation.

2. When modelling genetic drift over a great many generations, it is important
to take proper account of the possibility of fixation if the intention is to

obtain drift parameters that can be interpreted meaningfully.
These will be discussed in turn, some problems will be highlighted and sugges-

tions for further development proposed which are aimed at mitigating or even

eliminating these problems.

255
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6.1 A Model of Genetic Drift that Accommodates

Admixture Events

Increasingly general models of genetic drift and population history were developed
over chapters 3 to 5. Models combining splitting events and isolated subpopula-
tions, leading to tree relationships between the present-day subpopulations, were

developed and these were further generalised to include admixture events.

A key practical issue with the admixture model was that of slow mixing, partic-
ularly of drift parameters adjacent to admixture events. This was dealt with by
brute force, running the MCMC sampler for a much larger number of iterations.
Many of the models described in chapter 5 took as long as 5 to 8 days on what
was then a high-end Intel Core i7 processor to complete 100,000 iterations of the
Gibbs sampler. In those situations, only 2,189 loci and 11 subpopulations were
being modelled. If there were more loci to analyse and/or more subpopulations,
the process would take at least proportionately longer. It might be argued that
this renders the model impractical in such situations. However, many techniques
that are commonly used today would have been impractical using past technology.
For example, in 1981, the then common and affordable NEC D780C-1 processor
running at 3.25MHz was capable of 0.5 MIPS (million instructions per second)
(Gamia, 2013). In 2016, the Intel Core i7 6700K on which the analysis for chapter
5 was done is capable of over 160,000 MIPS at 4GHz (Scott, 2015). Moore’s Law,
which has held true or been surpassed over the past 40-50 years, predicts the num-
ber of transistors that can be crammed into the same area of an integrated circuit
doubles every two years (Moore, 1975) and processing power has increased simi-
larly as a consequence. If processing power continues to double every two years, a
statistical model that takes a week to process in 2016 will take just 5.25 hours by
2026 and under 10 minutes by 2036. Something that seems barely feasible now can
be reasonably expected to be imminently feasible. There is no reason to refrain

from developing such models now to show they are conceptually sound in anticipa-
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tion of future technology. Analysis time should also be put into the context of the
time it takes to design and implement a population genetics study. Nevertheless,
there are ways that could possibly be used now to speed the process up. Many
of the parameters of the model have full conditionals that do not depend directly
on each other. The drift parameters do not depend on each other and the allele
frequency parameters for different loci do not depend directly on each other. The
multi-core, multi-threaded nature of the processor was used during this project to
run up to seven models simultaneously. However, if only one model was of interest,
rewriting the Gibb’s sampler to make use of multi-threading could allow many of

these parameters to be sampled simultaneously.

The slow mixing was largely related to the weak non-identifiability of the drift
parameters adjacent to an admixture event. This makes these parameters very
correlated in their joint posterior distributions. Rewriting the Gibbs sampler to
use block updating of these parameters, drawing them from joint full conditionals
should improve mixing and potentially also speed things up by not requiring the
sampler to be run for so many iterations (if sampling from those joint full con-
ditionals is not a bottleneck). Weak priors were used for the drift parameters to
reflect an a-priori position of being indifferent between all the possibilities. How-
ever, there may be situations where more information is available for the periods
of drift leading up to admixture and could justify the use of much more informa-
tive priors. This ability to incorporate additional information is a key advantage
of the flexibility of the Bayesian approach. For example, take the case of Iceland
which was settled by a mixture of people of Norse and Celtic descent in the 9th
and 10th century AD (Helgason et al., 2001). The Icelandic people wrote down
a lot about their origins and early settlement of their island in documents such
as the Landnamabok (Palsson and Edwards, 2007) as well as the Sagas of the
Icelanders, the Islendingaségur (Smiley, 2005). If study of these documents gave
even rough information about the numbers, origins and time of the arrivals during

the period of settlement, that would provide estimates or at least sensible ranges
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for the parameters associated with the admixture event that could be reflected in
much more informative priors for these parameters. Stronger priors for the drift
parameters leading up to the admixture event would help mitigate the problem of

weak non-identifiability.

A scenario that is not modelled is that of low-level recurrent migration between
subpopulations. The model assumes that when each subpopulation splits at each
bifurcation, the only way that they can come back into contact with the other
subpopulation or any other subpopulation is through admixture. However, it is
possible that enough low-level recurrent migration takes place between two subpop-
ulations, to influence each other’s allele frequencies, so that it cannot be ignored,
but not enough that they can be reasonably treated as the same subpopulation
with common allele frequencies. The effect of such low level migration would be
to move the allele frequencies of the affected subpopulations closer to each other.
If such a situation occured but were modelled by the present model, this would be
expected to manifest in reduced genetic drifts if the subpopulations involved were
close to each other in the phylogenetic tree or if they were not close to each other
in the tree, in a pairwise posterior predictive Fgr that was low, indicating that
the two subpopulations are more alike than the current model allows. Incorpo-
rating the possibility of low-level migrations may be another way that the model
could be further refined. Models of isolation with migration, e.g., Hey (2009),
can involve fitting a great many migration parameters which in that study were
found to have some sensitivity to choice of prior so such a refinement might not

be straightforward.

One of the differences between TreeMix and the model developed here from chap-
ter 4 onwards is that TreeMix does suggest a phylogenetic tree while the model
developed in this thesis does not. Instead other means such as outside knowledge
or the Neighbour Joining algorithm are used to suggest a tree to analyse. Neither
method is able to quantify uncertainty about the chosen tree or suggest how likely

alternative trees are. A possible future development of the model could address
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this issue. Huelsenbeck and Ronquist (2001) and Yang (2006) describe a method
that could be adapted to do this. While these papers describe a substitution model
as might be appropriate if mutation is being modelled, the ideas could be adapted
to the drift model. If T represents the Ith possible tree topology out of ¥ possible
trees, then letting D represent the data and for simplicity (and to focus on the
impact of the tree toplologies), 6 represent all the other parameters of the model,

a,m and ¢, then the posterior probability of tree ¥ is

5,D) = p(D|%) f (%) | 6.1

PR = S D) £ (%) o)
where

p(DIT) = / p(DIT0.0) f (6) do (6.2)

The term p (%) is a prior which can either be taken to have value %, a prior
representing prior indifference between any of the possible trees, or set to other
values that could reflect other outside (e.g., archaeological) information about how
likely the tree topology is before considering the data. In this framework a full
conditional for a given tree could be derived and tree topology could besampled
as an additional Metropolis-Hastings within Gibbs step. After starting with an
initial random tree, the steps of updating the parameters for the given tree are
performed as usual followed by a proposal to change the tree topology to another
similar but different one, for example, by proposing to remove a (non root or leaf)

node and reattach one of the two subtrees attached to it to another edge on the

tree, creating a new node.

This does, however, raise a problem. When a move to a new tree topology is pro-
posed, the parameter values at that step will be appropriate to the existing one,
making such a transition less likely to be accepted. Looking at it in likelihood
space, there will be a lot of local maxima for combinations of trees and param-
eters, separated by chasms of low likelihood, with it being very unlikely for the

Metropolis-Hastings step to successfully jump between the hypervolumes around
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them. One way around this that is suggested by Huelsenbeck and Ronquist (2001)
is to use Metropolis-coupled Markov chain Monte Carlo (MC)3. This involves
running a number of chains alongside the main chain. The difference is that in
these additional chains, the chance of the chain moving between tree topologies is
increased by different proportions. After all the chains have updated at the end
of an iteration, there is a proposal to swap the states of two of the chains which
are chosen at random. If accepted the two chains swap states and the MCMC
processes continue at the next iteration. In this way, the main chain can be chosen
as one of these two chains, making the proposal more likely to move near to one
of the other likelihood peaks, offering the possibility for the main chain to leap
over a likelihood chasm, changing to a state with another tree topology and set of
parameter values in one move. One practical problem here is that the likelihood
expressions that would need to be calculated to within proportionality for this step

could be challenging.

While the idea of incorporating the tree topology in the model in this way appears
theoretically possible, there are a number of practical drawbacks. Running the
chains for models as described in chapters 4 and 5 could take as long as a week
to produce 100,000 iterations for a particular tree or network even on a fast pro-
cessor in C++. If, in addition, the chains were exploring the very large number of
possible trees for 11 subpopulations, the time taken to produce a useful posterior
distribution could stretch from weeks into many months, something that is not
really practical at present but could become possible in the future with improved
technology. Using (MC)? would be necessary and would also place even greater
load on processor time. However, when it does become practically possible, it
would enhance the models developed here because it would not only suggest the
most likely tree topology but also describe other likely ones and how likely these
are by examining the proportions that each tree topology was represented in the
posterior distribution of the main chain. It may even be possible to extend this

framework to suggest other changes to the tree or network topology, for example
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proposing that a subpopulation becomes an admixture of the subpopulations at
two other nodes, or to remove an admixture and attach it to only one of its two
parent subpopulations. These operations would bring the added complications of
changing the number of parameters and would increase the number of possible
network topologies to be explored again, with another consequent increase in pro-
cessor time but would allow uncertainty about the admixture events to be explored

as well.

The issue of ascertainment that is covered by Nicholson et al. (2002) is not ad-
dressed in this thesis. The problem arises because the SNPs in historical datasets
are not random loci in the genome but have been identified from variability in
small samples. Often particular subpopulations will be over-represented in the
ascertainment process. The SNPs will tend to have allele frequencies that are in
the mid-range around 0.5 and fewer over 0.9 or under 0.1 than would be expected
by random chance simply because they have more chance of being identified as
SNPs. This is an issue with the HapMap dataset that has been used in this work.
However, looking towards the future, with genome-wide sweeps taking in more and
more loci and even full genome resequencing becoming increasingly common, the
bias towards mid-range allele frequencies could be expected to be greatly reduced

removing ascertainment effects as an issue.

On the topic of full genome resequencing, in the near future a greater amount of
information will become available. The models developed in this thesis assume
independence between loci and as they stand, cannot make full use of that infor-
mation, needing to keep the loci used in analysis sufficiently spaced to avoid any
serious linkage disequilibrium. The model could be developed to make more use
of it. However, much of this additional information will be highly correlated due
to linkage disequilibrium. It is unclear how far it would provide additional useful
information. Developing and practically testing such a model would be necessary
without any guarantee that it would improve greatly on the existing one. Even if

it did, the additional processing time for the increased amount of data should be
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balanced against any gains.

6.2 Importance of Fixation

The problems described in chapters 3 and 4 of using a beta distribution based
model of genetic drift led to an unexpected finding as locus drifts towards fixation.
A beta distribution model doesn’t allow fixation but at least as importantly, in
that model, it takes a greater and greater amount of drift to change the allele fre-
quency by the same amount towards fixation, the nearer it starts to fixation. Very
small changes in allele frequency of a rare allele can thus be taken as signals of
disproportionately large amounts of drift, much larger than in the Wright-Fisher
model that is the one that is being approximated. One option would have been to
modify the beta distribution model to allow the possibility of fixation and modify
its behaviour near allele frequencies of 0 and 1. However, an alternative model
proposed by Nicholson et al. (2002) was readily available based on a normal dis-
tribution rectified at 0 and 1 which inherently took fixation into account. Models
with this rectified normal model of drift fitted the data dramatically better as re-
flected in reduced WAIC values. This was a particularly interesting finding. Apart
from the work of Nicholson et al. (2002), much of the previous work in the area of
modelling genetic drift has avoided the issue of explicitly modelling fixation, often
arguing that allele frequencies are insufficiently far from 0.5, populations are so
large or time scales too small to warrant taking fixation into account. However,
anthropological investigations inevitably involve large time scales. Newly discov-
ered SNPs would be expected to have small allele frequencies. Fixation itself can
be highly suggestive of ancestry; if a number of present-day subpopulations are
observed to have reached fixation at a locus but others have not, it is possible
that all these subpopulations reached fixation independently but it is also a likely
explanation of their present day fixation that some or all of these subpopulations

share a common ancestor in which fixation had already occurred. Treating fixation
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did make the modelling process somewhat more complicated but repaid that effort
in a model that better fitted the data and with drift parameters that are much

more easy to interpret.

One of the arguments made for including fixation is that it is necessary in a
model that allows long time scales to be modelled. Arguably the same could be
said for mutation. The model developed in this thesis is open to the criticism
that it assumes no mutation at any locus since the population at the root of the
tree. When outlier residuals for some models were examined, for example during
the analysis in chapter 3, it did happen very occasionally that these occured in
situations where one subpopulation had a mid-range allele frequency while all the
others were at fixation. This could always have happened by genetic drift, but
another explanation is that a mutation event occurred in only one subpopulation
some time near its foundation or during a population bottleneck and that mutation
drifted to become common in that subpopulation. Although mutation events at a
particular locus that result in a variant that does not soon die out are usually too
uncommon to be worth modelling, over a sufficiently large number of generations
and at a sufficiently large number of loci, the probability that they do happen could
become appreciable. One possible future development of the model could be to
take mutation into account. There would only be need to model a mutation event
at a bifurcation where the allele frequency for one child node is at fixation and
not at the other. A Metropolis-Hastings step could be added to decide whether to
add (or remove) a mutation event that would have the effect of changing the allele
frequency to that branch or not while leaving the parent node at the start of the
bifurcation at fixation. However, this would be no easy task. In any event, the
number of loci investigated as outliers where there was a suspicion that mutation
might be the reason were very rare so the effort in making such a refinement was

judged, for the purpose of this thesis, unlikely to repay the investment.

A drawback of using a model of drift based on the rectified normal distribution is

that it is not exactly equivalent to the Wright-Fisher model, one of which is that
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the expected value of an allele frequency is its last observed one no matter how
many generations have elapsed since then. (Nevertheles, even the Wright-Fisher
model is still just a model and does not fully reflect reality.) The mean of the
rectified normal distribution used is not the same as the allele frequency before drift
which is used as the location parameter in the distribution. The expected allele
frequency after drift shifts slightly towards 0.5 compared to the allele frequency
before drift using the rectified normal model of drift. In the human population
context that this thesis is mostly concerned, a drift parameter larger than 0.4
seems unlikely. Then the largest expected shift of allele frequency towards 0.5 of
the allele frequency that would result is only 0.036 for an allele frequency of 0.904
(or 0.096) so is unlikely to affect much. However, this issue does need to be borne
in mind if it is intended to use the model on other species where larger genetic

drift parameters might well be encountered.

6.3 Closing Remarks

Over the course of this thesis a model of population history has been developed
that uses genetic data from present-day people grouped into subpopulations. Tt
builds on earlier work by Nicholson and others and of Balding and Nichols and
generalises it to, not only model the relationships and history of these subpopula-
tions as phylogenetic trees starting from a common ancestral population, but also
allows subpopulations to be formed from admixtures of earlier ones. The model
could be used in a number of areas such as genome-wide association studies in
medical genetics but most obviously lends itself to anthropological investigations.
From that point of view, the parameters of the model, of genetic drift, admix-
ture proportion and allele frequency have readily interpretable demographic and
genetic meanings. Since draws from the joint posterior distribution of the param-
eters are produced by the model, point estimates of the parameters, uncertainty

about those estimates and relationships between them can readily be assessed. It
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is these properties that should be attractive to future investigators.
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Appendix A

Proof of the Formula for the
Variance After d Periods of Genetic

Drift

The general formula for the variance for a particular locus ¢ after d periods of drift
between the ancestral population and a particular present day subpopulation is

stated to be approximately

x .
Var | =
n;

As usual, ¢ labels the locus, m; represents the proportion of the allele at that

re) = O - - (- e (=) (- ).

" (A.1)

locus in the ancestral population, and ¢ = (¢y, ..., ¢q) represent drift parameters
for d consecutive periods of drift. Further, x; repesents the number of counts of
one variant allele out of a sample of n; at locus i. One use of this formula is
to standardise residuals. This appendix provides a proof by induction for this
formula. This proof has three steps. First, the formula will be proved in the case

d = 1. Then, it will be shown that if the formula is assumed to be true for d = k
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periods of drift then it must also be true that
Var (aix ] me)=m-ml-(-a)l-a).(-c), (A2

where o is the proportion of the allele at locus 7 after k& periods of drift have
taken place since the ancestral population. This result is used in the final step to
show that if the formula is assumed true for d = k periods of drift then it must

also be true for d = k + 1 periods of drift, completing the proof.

The variance in the case where d = 1 is contained in Nicholson et al. (2002) and

is given as:

Var (ﬂ

n;

7T,c> = m(l=m) (=) +m (1 —m)cr. (A.3)

n;

This formula, which follows from the law of total variance (also known as the vari-
ance decomposition formula) assumes that E («;1|c1, m;) = m; and Var (a1 |cy, ;) =
m; (1 — m;) ¢, which is only approximately true under their rectified normal mode
of drift (see chapter 4), can be rearranged to provide the basis for the induction,

completing the first step of the proof.

1‘ .
Var | =
n;

For the inductive step, if it can be assumed that the formula is true for d = k

7T,C) = M(l + (i —1)[1—(1—ea)]). (A.4)

n;

periods of drift then it must be shown that it must also be true for d = k + 1
periods of drift where k € N (Figure A.1).

For simplicity, since this proof concentrates on a particular locus the subscript ¢

will be suppressed in what follows. First notice that in the case where there are
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Ancestral Population

TT;
Cq
Qi1
e C,
- (04)
A
@)
] 1
Q 1
c 1
Q
O ik
Ck+1
Uik+1

Present-Day Data

Figure A.1l: Diagram of the Induction Step Showing k + 1 Periods of Genetic Drift.
Diagram of the induction step showing k + 1 periods of genetic drift between the ancestral pop-
ulation and the data at locus i. The direction of time is downward. The cs represent k + 1
periods of genetic drift in series that have taken place since the time of the ancestral population
whose proportion of the allele at locus i is represented by ;. oy; represents the proportion of the
allele at every intermediate population, labelled byj, after each period of drift after the ancestral
population. x; represents the counts of the allele out of a sample of size n; in the present-day
data. The induction step is about showing that if the formula is true for k periods of drift then
it is also true when the (k + 1)th period of drift is added.
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only d = k periods of drift

e ) = o ()] v o ()

= EEO"“ (ar (1 —ag) | cr, ap—1) + Vary, (o | ek, ax—1)
1 1 ,
= EEak (agler, 1) — EEak (Oék|0k, Oék—1) + Var,, (aj | cg, ap—1)
1 1
= —Bay (@klck 1) = — [Ea, (ckler, ar—1)? + Vara, (o | cx, ai—1)]
+ Varak (O&k | Ck, Oék_l) (A5)
1 1
= EEak (a|cr, agp—1) — EEak (anlex, ar1)? (A.6)
n—1
Var,, (ag | ¢k, og—1) (A7)

However for any m > 1, where the subscripts on E and Var indicate what random
variable is averaged over, E,, (m|cm, @m-1) = apm_1 and when m = 1,

Eq, (a1|c1,m) = 7 by the assumption that the expected proportion of an allele is
preserved under drift. This is a standard property of the Wright-Fisher model as
was shown in Chapter 3. If it can be assumed, as Nicholson et al. did, that this is

approximately true, then A.7 reduces to

1 —1
var <% ‘ W’C) =r=m+ : n Varo, (ay | ¢k, 1) - (A.8)

n

Equating (A.8) and (A.1), it can be seen that the inductive assumption that the
formula at (A.1) is true for d = k then implies that

1
—m (1 —7T)+n

m(1—m)

=——— 1+ -D-(-a)-c1)-(1-a)l),

Var,, (o | ¢k, ag-1)

which, in turn implies that

Var,, (ag | cgyop—1) =m (1 —m) [l — (1 —cx) (1 — k1) ... (L =c1)].  (A.9)
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So this can be assumed to be true if the inductive assumption can be assumed to

be true. This completes the second of the three steps of the proof.

To begin the third step, in the case of d = k + 1 periods of drift,

Var (f ‘ 7r,c> = Eay., (Varg (E ’ ak+1>> + Var,, ., <E£ (E ’ akH))
n n n n n

1
= oy [ (1= i) | s ] + Varg, (anen | e )
1
= n_ [Eakﬂ (Oék+1’0k+1, Oék) - Eak+1 (Oék+1\ck+1, ak)z]
(A
n; — 1
: ] Varak+1 (ak+1 ’ Ck+17041€)'
(A
As before, if for any m > 1, E, (am|cm, am-1) = @pmo1 and when m = 1,

Ea, (aq]c1,m) = 7 can be assumed to hold at least approximately, this can be

reduced to

1—
var ([ 7.c) = r(l-m)
n n
n—1
- [Eak (Varak+1 (ak+1|ck’+1v ak)) + Varak (Eak+1 (ak+1|ck+1a ak))]

m(1—m)

+

n
n—1

[Eq,, (o (1 = ag) cpq | e, ap—1) + Varg, (ag | e, ag—1)]

(1l —m n—1
- : n ) + n |:Ck+1E04k (aklek, ar—1) — cp1Eq, (ak|ck,ak_1)2}

n—1

_.I_

—— [Vara, (o | cx, ap—1) = cry1 Vara, (i | cx, ak-1)]

Again, allowing the simplifications for any m > 1, E,,, (aum|¢m, @m-1) = @1 and

when m = 1, E,, (aq]c1, m) = 7 leads to:

T m(l—m) n-—1
Var (ﬁ ’ T, c) = ( )+ - [cpr1m (1 —7) + (1 — cpy1) Varg, (o | ey ax—1)] -

n
(A.10)
Now substituting in (A.9) from the second step quickly gives
x m(1—m)
Var (= | mc) = T [l (0= D{L = (1= ) (L= i) - (1= )},

(A.11)
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which is the same as (A.1) where d = k 4 1. The formula has been shown to be
approximately true for d = 1 and that if it is approximately true for d = k then it
must also be approximately true for d = k+ 1, so by the principle of mathematical

induction it must be approximately true for all d € N completing the proof.

Comparing (A.1), the formula for d periods of drift, with (A.3), for one period of
drift, a formula can be derived that gives a value of ¢ for a single period of drift
that is equivalent, at least in terms of variance, to that for d periods of drift in

series:

c=[1—-1=cg) (1 =cqq) - (1—c1)]. (A.12)

Noting that this implies that

l—c=1—-cg))(1—c4-1) (1 —¢y), (A.13)

it can be seen that this ties in with the discussion on the interpretation of the drift

parameter, ¢, in section 3.3.3.
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Rectified Normal Distributions

Any random variable with a normal distribution can take values in the interval
(—00, 00). This distribution shall be called the “conventional normal distribution”.
However, there are situations in which a normal distribution is a good approxima-
tion to the process being modelled but where only a subset of these values makes
sense for that process. This has led to a number of modified versions of the nor-
mal distribution (figure B.1). One of the better known of these is the truncated
normal distribution. Suppose for a given process only values in the interval [a, b],
where a,b € R:a < b, make sense; the truncated normal distribution uses only the
part of the normal distribution that lies within that interval and renormalises it to
produce a proper probability density function. This is equivalent to drawing from
the conventional normal distribution, checking to see whether the draw lies in the
interval [a, b] and rejecting it and making a new draw if the draw lies outside the

interval.

Another, lesser-known variant deals with the problem in a different way. This
involves starting from the conventional normal distribution and taking all the
probability below a and assigning it all to a probability mass at a. Similarly all
the probability above b is assigned to a probability mass at b. This leads to a hybrid

distribution which has a discrete part with probability masses at ¢ and b and a
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continuous part with probability density in the interval (a,b). Such a distribution
is referred to by Meng et al. (2011) in the special case a = 0 and b = oo. In that
paper the distribution is referred to as a Rectified Normal Distribution. This takes
its name from the result of putting a waveform through a half-rectifier circuit in
electronics. In that case all the input signal that is below 0 leads to an output signal
of 0 Volts but input signals above 0 remain unchanged. Nicholson et al. (2002) use
this type of distribution with a = 0 and b = 1 in their paper. However, they refer
to it as a truncated normal distribution. Such a nomenclature could be potentially
confusing; it could be considered undesirable to have two probability distributions
with quite different properties having the same name. For that reason, in this
thesis this type of distribution will be referred to using Meng et al. (2011)’s name

- the rectified normal distribution.

T T T i T

a p b a n b

a L b

Figure B.1: Conventional Normal Distribution, Trucated Normal Distribution and Rec-
tified Normal Distribution

A conventional Normal Distribution (left), a Truncated Normal Distribution with the same p

and o truncated at a and b (middle) and a Rectified Normal Distribution with the same p and

o? rectified at a and b (right). The thick bars represent point masses at those values. These are
probabilities rather than probability densities.

B.1 Notation for Rectified Normal Distributions

Meng et al. (2011) use the notation N (u,0?) where p is the mean and o? the
variance of the conventional normal distribution from which the rectified normal

distribution is derived. It should be noted that the act of rectification means
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that, in general, u is no longer the mean and o2 no longer the variance of the
rectified normal distribution. However Meng et al. (2011) were only referring
to the distribution for the case where a = 0 and b = oo. For this notation to
be used more generally without ambiguity the range of acceptable values which
the random variable can take must also be specified. The notation used in this
thesis includes the interval by placing it after the R so that NF%1(4, 02) would
refer to the distribution used by Nicholson et al. (2002) and N#%%) (1, 62) would
refer to that used by Meng et al. (2011); in deference to that paper, where the
interval is omitted from the notation, the interval is assumed to be [0, 00) so that
N®(u,0?) = NEO) (1, 0?). This last distribution is a case where rectification
takes place only on the left of the distribution at 0. Such a distribution where
the interval is of the form [a, 00) will be referred to as a left-rectified distribution.
Similarly one where the interval is of the form (—oo,b] will be referred to as a

right-rectified distribution (figure B.2).

T I ! I T

a u b a un b
Right Rectified Normal Left Rectified Normal
Distribution Distribution

Figure B.2: A Nf(=>t(; 52) Right Rectified Normal Distribution and N @) (1, 52)
Left Rectified Normal Distribution
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B.2 First Two Moments of Rectified Normal Dis-
tribution
As has been mentioned, in general, ;1 is not the mean and o2 not the variance of

NEabl (1 52). There is little literature on this distribution, which necessitated the

moments to be found from first principles. These results are reproduced here.

B.2.1 Mean of a N®*(,, %) Distribution
Splitting the distribution into three parts gives

E(X) = /_; af(z)dx + /abxf(x)dx+/oo bf(z)dx, (B.1)

b

where f(z) is the probability density function of the N(u,0?) distribution. Hence

E(X) = ad® (a;'u>—|—/ab\/#exp (—% (QJ;“)Q) dx+b{1—q><b;“)}.

. . . oz
Using the substitution ¢t = N leads to

[Gmon (5 (5) ) oo [ one Vo ma

where o« =

55 and 3 :5%. Performing the integral yields

[ (35 o Gowtern-ooto)

+ Lo (vas)—20 (vaa)]. (B4
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Substituting back a and b for o and § in (B.4) and substituting this back into
(B.2) gives the the mean of the Nl (;, o2) distribution to be:

E(X):(a—u)cb(%) —(b—ﬂ)@<b;“) +b

\/(;_W [exp <—(a2_05) ) — exp <—<b2_0/;> )] : (B.5)

B.2.2 Variance of a N (y, 0?) Distribution

+

Starting from

Var(X) = BE(X?) — E(X)?, (B.6)

E(X) has already been found at (B.5). It remains to find E(X?).

a b 0
E(X?) :/ a’f(z)dx + ng(x)dxjt/b b2 f(z)dx

[e.e] a

:a2q>( ) Wexp( 1(1:;“)2)@
+ 02 (1—¢(b;“>). (B.7)

Again using the substitution ¢ = j% on the second term leads to

_1 i i d
V 27m2 o !
B B B
[ 2/ t? exp (—t2) dt + 2V 202/ texp (—tz) dt + MQ/ exp (—tz) dt} .

(B.8)

ﬁ
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But

[erf (B) —erf (a)] .
(B.9)

I

A 1 1
/ t? exp (—tQ) dt = SO exp (—az) — 56 exp ( 62)
Substituting this back into (B.8) and dealing with the other integrals gives

b g2 1 /x— 2
exp | —= a dx
V2mo? 2 ( o )

{20 (%aexp (~o’) —lﬁexp( @)+\/_[erf( )—erf(a)])}

2

[m/_ (- [exp (—of) —exp ( )D <@ lexf (8) — exf (a)]ﬂ .

(B.10)

S5l

Substituting back a and b for o and 5 in (B.10) and then in turn substituting into

(B.7) leads to

E<X2>:(a2—u2—a2>¢(%)+b2_( .
el 258) (252
E=r <_<a2—05>2> (L) (_@2_05)2)] |

(B.11)

Finally, substituting equations (B.11) and (B.5) into (B.6) gives the variance of
the NF@b(y, o?) distribution:

Var(X) = (a2 e 02) P (u

i 52) n(-222)
™ 20 20
7 |G () - () e (-952))

oo (52 -0 (452 v oo (-0587) oo (1527) )|
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B.2.3 Mean and Variance of a Right-Rectified N(=>%(;, )

Normal Distribution

The mean and variance of right-rectified normal distributions can be found by

following an analogous procedure to that above.

The mean of a right-rectified N(=>*l(;;, 52) normal distribution is

g

B(X)=b—(b—p)® (b_“) — 7 exp (-“’2‘05) ) (B.13)

and its variance is

7 () (45
[b— (b—p)® (b;u> N \/(;_Wexp (_ (bz—ag)2>r. (B14

B.2.4 Mean and Variance of a Left-Rectified N> (;, o?)

Normal Distribution

Finally, the mean of a left-rectified N> (1, 6%) normal distribution is

EX)=(a—p)® (a ; M) + \/(;_Wexp <—%> +p (B.15)
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and its variance is

R R S R
+ ;—; (C\L/;T’:) exp (_(az—ag)2>

Jeonel2) e 52)-]

(B.16)




Appendix C

Results from Applying the
Phylogenetic Tree Model of Chapter
4 to the

HapMap Data

Tables C.1-C.22 contain the results of applying the phylogenetic tree model with
Nicholson—Donnely drift to the HapMap dataset for each of the 22 autosomes.
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Genetic Drift Central 95% Credible Point Estimate
Along Edge Interval Bounds for
Genetic Drift, ¢

low high mean
0 0.0004 0.0026 0.0012
1 0.0030 0.0055 0.0042
2 0.0002 0.0010 0.0005
3 0.0010 0.0027 0.0018
4 0.0161 0.0238 0.0198
5 0.0081 0.0122 0.0101
6 0.0028 0.0054 0.0041
7 0.0079 0.0135 0.0105
8 0.0103 0.0148 0.0125
9 0.0017 0.0042 0.0029
10 0.0098 0.0128 0.0112
11 0.0022 0.0057 0.0038
12 0.0329 0.0401 0.0364
13 0.0169 0.0207 0.0187
14 0.1166 0.1379 0.1271
15 0.0015 0.0068 0.0040
16 0.0064 0.0107 0.0085
17 0.0164 0.0237 0.0199
18 0.0246 0.0423 0.0331
19 0.1081 0.1381 0.1227

Table C.1: Estimated Drift Parameters for Chromosome 1
The estimated value and 95% central credible intervals for ¢ for each of the 20 periods of drift
for the 11 subpopulations in the HapMap dataset estimated by the bifurcating Nicholson-Donnelly
model applied to Chromosome 1.
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Genetic Drift Central 95% Credible Point Estimate
Along Edge Interval Bounds for
Genetic Drift, ¢

low high mean
0 0.0002 0.0015 0.0007
1 0.0048 0.0076 0.0062
2 0.0002 0.0011 0.0006
3 0.0005 0.0021 0.0012
4 0.0187 0.0266 0.0225
5 0.0080 0.0119 0.0099
6 0.0032 0.0059 0.0046
7 0.0107 0.0165 0.0136
8 0.0099 0.0146 0.0122
9 0.0014 0.0038 0.0026
10 0.0098 0.0127 0.0112
11 0.0042 0.0073 0.0057
12 0.0350 0.0428 0.0387
13 0.0127 0.0161 0.0144
14 0.1298 0.1526 0.1406
15 0.0003 0.0023 0.0010
16 0.0151 0.0209 0.0180
17 0.0132 0.0198 0.0164
18 0.0170 0.0306 0.0237
19 0.1101 0.1362 0.1230

Table C.2: Estimated Drift Parameters for Chromosome 2
The estimated value and 95% central credible intervals for ¢ for each of the 20 periods of drift for
the 11 subpopulations in the HapMap dataset estimated by the bifurcating Nicholson—Donnelly
model applied to Chromosome 2.
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Genetic Drift Central 95% Credible Point Estimate
Along Edge Interval Bounds for
Genetic Drift, ¢

low high mean
0 0.0004 0.0029 0.0012
1 0.0032 0.0057 0.0044
2 0.0002 0.0011 0.0006
3 0.0010 0.0029 0.0020
4 0.0152 0.0225 0.0188
5 0.0065 0.0104 0.0083
6 0.0009 0.0036 0.0023
7 0.0111 0.0171 0.0141
8 0.0092 0.0141 0.0116
9 0.0030 0.0058 0.0043
10 0.0105 0.0138 0.0121
11 0.0025 0.0057 0.0040
12 0.0323 0.0406 0.0363
13 0.0166 0.0207 0.0186
14 0.1015 0.1212 0.1110
15 0.0003 0.0036 0.0014
16 0.0100 0.0155 0.0127
17 0.0174 0.0249 0.0209
18 0.0201 0.0374 0.0277
19 0.1120 0.1444 0.1281

Table C.3: Estimated Drift Parameters for Chromosome 3
The estimated value and 95% central credible intervals for ¢ for each of the 20 periods of drift for
the 11 subpopulations in the HapMap dataset estimated by the bifurcating Nicholson—Donnelly
model applied to Chromosome 3.
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Genetic Drift Central 95% Credible Point Estimate
Along Edge Interval Bounds for
Genetic Drift, ¢

low high mean
0 0.0002 0.0017 0.0007
1 0.0023 0.0048 0.0035
2 0.0001 0.0010 0.0004
3 0.0011 0.0030 0.0021
4 0.0195 0.0282 0.0237
5 0.0092 0.0131 0.0112
6 0.0041 0.0067 0.0053
7 0.0172 0.0243 0.0205
8 0.0062 0.0111 0.0084
9 0.0014 0.0039 0.0027
10 0.0084 0.0114 0.0099
11 0.0006 0.0034 0.0018
12 0.0330 0.0419 0.0373
13 0.0100 0.0135 0.0117
14 0.1057 0.1272 0.1160
15 0.0005 0.0064 0.0026
16 0.0152 0.0218 0.0185
17 0.0121 0.0200 0.0158
18 0.0225 0.0420 0.0316
19 0.1186 0.1546 0.1364

Table C.4: Estimated Drift Parameters for Chromosome 4
The estimated value and 95% central credible intervals for ¢ for each of the 20 periods of drift for
the 11 subpopulations in the HapMap dataset estimated by the bifurcating Nicholson—Donnelly
model applied to Chromosome 4.
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Genetic Drift Central 95% Credible Point Estimate
Along Edge Interval Bounds for
Genetic Drift, ¢

low high mean
0 0.0002 0.0017 0.0008
1 0.0026 0.0054 0.0039
2 0.0002 0.0009 0.0004
3 0.0008 0.0027 0.0017
4 0.0138 0.0210 0.0173
5 0.0080 0.0127 0.0101
6 0.0030 0.0057 0.0044
7 0.0153 0.0225 0.0187
8 0.0084 0.0133 0.0107
9 0.0017 0.0045 0.0030
10 0.0086 0.0116 0.0100
11 0.0005 0.0048 0.0029
12 0.0298 0.0373 0.0334
13 0.0118 0.0155 0.0136
14 0.1192 0.1441 0.1313
15 0.0004 0.0047 0.0020
16 0.0115 0.0173 0.0144
17 0.0118 0.0188 0.0151
18 0.0206 0.0389 0.0297
19 0.1037 0.1363 0.1193

Table C.5: Estimated Drift Parameters for Chromosome 5
The estimated value and 95% central credible intervals for ¢ for each of the 20 periods of drift for
the 11 subpopulations in the HapMap dataset estimated by the bifurcating Nicholson—Donnelly
model applied to Chromosome 5.
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Genetic Drift Central 95% Credible Point Estimate
Along Edge Interval Bounds for
Genetic Drift, ¢

low high mean
0 0.0002 0.0017 0.0007
1 0.0027 0.0055 0.0041
2 0.0001 0.0009 0.0004
3 0.0017 0.0037 0.0027
4 0.0195 0.0278 0.0235
5 0.0080 0.0125 0.0101
6 0.0030 0.0058 0.0043
7 0.0133 0.0205 0.0169
8 0.0108 0.0161 0.0134
9 0.0010 0.0038 0.0023
10 0.0093 0.0127 0.0109
11 0.0032 0.0070 0.0051
12 0.0351 0.0442 0.0395
13 0.0142 0.0183 0.0162
14 0.1096 0.1332 0.1209
15 0.0003 0.0038 0.0015
16 0.0067 0.0123 0.0094
17 0.0108 0.0179 0.0142
18 0.0384 0.0605 0.0490
19 0.0780 0.1084 0.0925

Table C.6: Estimated Drift Parameters for Chromosome 6
The estimated value and 95% central credible intervals for ¢ for each of the 20 periods of drift for
the 11 subpopulations in the HapMap dataset estimated by the bifurcating Nicholson—Donnelly
model applied to Chromosome 6.
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Genetic Drift Central 95% Credible Point Estimate
Along Edge Interval Bounds for
Genetic Drift, ¢

low high mean
0 0.0001 0.0012 0.0006
1 0.0019 0.0047 0.0033
2 0.0002 0.0014 0.0006
3 0.0004 0.0019 0.0011
4 0.0181 0.0276 0.0225
5 0.0073 0.0122 0.0097
6 0.0039 0.0069 0.0054
7 0.0078 0.0144 0.0112
8 0.0038 0.0084 0.0061
9 0.0011 0.0038 0.0024
10 0.0094 0.0129 0.0111
11 0.0027 0.0067 0.0046
12 0.0274 0.0352 0.0313
13 0.0103 0.0140 0.0121
14 0.1118 0.1367 0.1239
15 0.0019 0.0087 0.0048
16 0.0171 0.0235 0.0202
17 0.0109 0.0189 0.0147
18 0.0279 0.0493 0.0379
19 0.0894 0.1234 0.1058

Table C.7: Estimated Drift Parameters for Chromosome 7
The estimated value and 95% central credible intervals for ¢ for each of the 20 periods of drift for
the 11 subpopulations in the HapMap dataset estimated by the bifurcating Nicholson—Donnelly
model applied to Chromosome 7.
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Genetic Drift Central 95% Credible Point Estimate
Along Edge Interval Bounds for
Genetic Drift, ¢

low high mean
0 0.0002 0.0016 0.0007
1 0.0042 0.0075 0.0058
2 0.0001 0.0012 0.0006
3 0.0006 0.0025 0.0015
4 0.0207 0.0304 0.0254
5 0.0051 0.0098 0.0072
6 0.0018 0.0046 0.0031
7 0.0130 0.0214 0.0172
8 0.0068 0.0121 0.0093
9 0.0008 0.0038 0.0022
10 0.0105 0.0141 0.0122
11 0.0026 0.0073 0.0049
12 0.0330 0.0426 0.0375
13 0.0135 0.0179 0.0156
14 0.0996 0.1231 0.1108
15 0.0041 0.0121 0.0080
16 0.0110 0.0169 0.0140
17 0.0068 0.0145 0.0104
18 0.0253 0.0489 0.0365
19 0.1035 0.1428 0.1218

Table C.8: Estimated Drift Parameters for Chromosome 8
The estimated value and 95% central credible intervals for ¢ for each of the 20 periods of drift for
the 11 subpopulations in the HapMap dataset estimated by the bifurcating Nicholson—Donnelly
model applied to Chromosome 8.
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Genetic Drift Central 95% Credible Point Estimate
Along Edge Interval Bounds for
Genetic Drift, ¢

low high mean
0 0.0002 0.0023 0.0009
1 0.0022 0.0057 0.0039
2 0.0001 0.0013 0.0006
3 0.0010 0.0034 0.0022
4 0.0110 0.0197 0.0152
5 0.0071 0.0131 0.0099
6 0.0019 0.0053 0.0036
7 0.0124 0.0216 0.0169
8 0.0100 0.0168 0.0133
9 0.0021 0.0057 0.0039
10 0.0106 0.0152 0.0128
11 0.0023 0.0075 0.0049
12 0.0299 0.0399 0.0347
13 0.0146 0.0200 0.0172
14 0.1088 0.1373 0.1226
15 0.0010 0.0118 0.0057
16 0.0050 0.0115 0.0082
17 0.0150 0.0256 0.0202
18 0.0259 0.0510 0.0377
19 0.0914 0.1312 0.1105

Table C.9: Estimated Drift Parameters for Chromosome 9
The estimated value and 95% central credible intervals for ¢ for each of the 20 periods of drift for
the 11 subpopulations in the HapMap dataset estimated by the bifurcating Nicholson—Donnelly
model applied to Chromosome 9.
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Genetic Drift Central 95% Credible Point Estimate
Along Edge Interval Bounds for
Genetic Drift, ¢

low high mean
0 0.0002 0.0014 0.0006
1 0.0028 0.0059 0.0042
2 0.0001 0.0010 0.0005
3 0.0005 0.0021 0.0012
4 0.0149 0.0241 0.0193
5 0.0089 0.0143 0.0115
6 0.0033 0.0067 0.0049
7 0.0068 0.0140 0.0103
8 0.0081 0.0144 0.0111
9 0.0005 0.0034 0.0020
10 0.0081 0.0117 0.0098
11 0.0011 0.0053 0.0029
12 0.0311 0.0406 0.0357
13 0.0118 0.0161 0.0139
14 0.1000 0.1250 0.1120
15 0.0066 0.0155 0.0109
16 0.0106 0.0173 0.0139
17 0.0159 0.0259 0.0206
18 0.0369 0.0644 0.0498
19 0.0695 0.1023 0.0856

Table C.10: Estimated Drift Parameters for Chromosome 10
The estimated value and 95% central credible intervals for ¢ for each of the 20 periods of drift for
the 11 subpopulations in the HapMap dataset estimated by the bifurcating Nicholson—Donnelly
model applied to Chromosome 10.
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Genetic Drift Central 95% Credible Point Estimate
Along Edge Interval Bounds for
Genetic Drift, ¢

low high mean
0 0.0004 0.0031 0.0013
1 0.0031 0.0065 0.0046
2 0.0001 0.0013 0.0006
3 0.0006 0.0027 0.0016
4 0.0201 0.0297 0.0247
5 0.0065 0.0117 0.0090
6 0.0027 0.0061 0.0045
7 0.0150 0.0237 0.0191
8 0.0090 0.0149 0.0118
9 0.0007 0.0045 0.0028
10 0.0096 0.0136 0.0115
11 0.0058 0.0105 0.0080
12 0.0266 0.0356 0.0309
13 0.0124 0.0170 0.0147
14 0.0969 0.1215 0.1088
15 0.0006 0.0059 0.0025
16 0.0078 0.0146 0.0112
17 0.0108 0.0191 0.0148
18 0.0134  0.03389672 0.0237
19 0.1056  0.1434871 0.1233

Table C.11: Estimated Drift Parameters for Chromosome 11
The estimated value and 95% central credible intervals for ¢ for each of the 20 periods of drift for
the 11 subpopulations in the HapMap dataset estimated by the bifurcating Nicholson—Donnelly
model applied to Chromosome 11.
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Genetic Drift Central 95% Credible Point Estimate
Along Edge Interval Bounds for
Genetic Drift, ¢

low high mean
0 0.0002 0.0016 0.0007
1 0.0029 0.0062 0.0044
2 0.0001 0.0009 0.0004
3 0.0004 0.0023 0.0012
4 0.0123 0.0216 0.0170
5 0.0074 0.0127 0.0100
6 0.0018 0.0052 0.0034
7 0.0159 0.0242 0.0199
8 0.0091 0.0148 0.0119
9 0.0025 0.0062 0.0044
10 0.0104 0.0144 0.0123
11 0.0020 0.0063 0.0039
12 0.0305 0.0404 0.0352
13 0.0156 0.0205 0.0180
14 0.1268 0.1583 0.1418
15 0.0002 0.0045 0.0014
16 0.0086 0.0149 0.0117
17 0.0147 0.0237 0.0190
18 0.0168 0.0372 0.0258
19 0.1058 0.1460 0.1252

Table C.12: Estimated Drift Parameters for Chromosome 12
The estimated value and 95% central credible intervals for ¢ for each of the 20 periods of drift for
the 11 subpopulations in the HapMap dataset estimated by the bifurcating Nicholson—Donnelly
model applied to Chromosome 12.
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Genetic Drift Central 95% Credible Point Estimate
Along Edge Interval Bounds for
Genetic Drift, ¢

low high mean
0 0.0002 0.0033 0.0013
1 0.0017 0.0052 0.0034
2 0.0001 0.0014 0.0006
3 0.0019 0.0046 0.0032
4 0.0174 0.0291 0.0229
5 0.0055 0.0116 0.0084
6 0.0024 0.0059 0.0040
7 0.0069 0.0159 0.0113
8 0.0034 0.0099 0.0064
9 0.0022 0.0058 0.0038
10 0.0085 0.0126 0.0105
11 0.0009 0.0071 0.0043
12 0.0322 0.0436 0.0375
13 0.0074 0.0119 0.0096
14 0.1037 0.1349 0.1185
15 0.0005 0.0098 0.0040
16 0.0140 0.0231 0.0184
17 0.0137 0.0251 0.0191
18 0.0306 0.0618 0.0448
19 0.0805 0.1247 0.1015

Table C.13: Estimated Drift Parameters for Chromosome 13
The estimated value and 95% central credible intervals for ¢ for each of the 20 periods of drift for
the 11 subpopulations in the HapMap dataset estimated by the bifurcating Nicholson—Donnelly
model applied to Chromosome 13.
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Genetic Drift Central 95% Credible Point Estimate
Along Edge Interval Bounds for
Genetic Drift, ¢

low high mean
0 0.0002 0.0025 0.0009
1 0.0053 0.0092 0.0071
2 0.0002 0.0015 0.0007
3 0.0004 0.0031 0.0016
4 0.0142 0.0253 0.0195
5 0.0084 0.0151 0.0117
6 0.0020 0.0055 0.0036
7 0.0165 0.0277 0.0218
8 0.0081 0.0159 0.0118
9 0.0002 0.0027 0.0011
10 0.0084 0.0129 0.0105
11 0.0021 0.0075 0.0047
12 0.0354 0.0488 0.0417
13 0.0118 0.0173 0.0145
14 0.1011 0.1323 0.1159
15 0.0004 0.0065 0.0022
16 0.0091 0.0172 0.0131
17 0.0134 0.0243 0.0185
18 0.0191 0.0487 0.0328
19 0.0848 0.1322 0.1076

Table C.14: Estimated Drift Parameters for Chromosome 14
The estimated value and 95% central credible intervals for ¢ for each of the 20 periods of drift for
the 11 subpopulations in the HapMap dataset estimated by the bifurcating Nicholson—Donnelly
model applied to Chromosome 1j.
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Genetic Drift Central 95% Credible Point Estimate
Along Edge Interval Bounds for
Genetic Drift, ¢

low high mean
0 0.0001 0.0015 0.0006
1 0.0053 0.0092 0.0072
2 0.0001 0.0011 0.0004
3 0.0002 0.0023 0.0009
4 0.0172 0.0300 0.0233
5 0.0063 0.0131 0.0096
6 0.0027 0.0074 0.0050
7 0.0162 0.0292 0.0223
8 0.0040 0.0114 0.0074
9 0.0002 0.0025 0.0010
10 0.0103 0.0157 0.0129
11 0.0026 0.0080 0.0051
12 0.0349 0.0492 0.0417
13 0.0105 0.0162 0.0133
14 0.1121 0.1488 0.1292
15 0.0046 0.0166 0.0104
16 0.0149 0.0248 0.0197
17 0.0051 0.0165 0.0107
18 0.0168 0.0469 0.0304
19 0.1077 0.1651 0.1349

Table C.15: Estimated Drift Parameters for Chromosome 15
The estimated value and 95% central credible intervals for ¢ for each of the 20 periods of drift for
the 11 subpopulations in the HapMap dataset estimated by the bifurcating Nicholson—Donnelly
model applied to Chromosome 15.
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Genetic Drift Central 95% Credible Point Estimate
Along Edge Interval Bounds for
Genetic Drift, ¢

low high mean
0 0.0002 0.0025 0.0009
1 0.0032 0.0070 0.0050
2 0.0001 0.0014 0.0006
3 0.0007 0.0036 0.0021
4 0.0151 0.0290 0.0216
5 0.0083 0.0156 0.0118
6 0.0031 0.0080 0.0054
7 0.0134 0.0256 0.0191
8 0.0067 0.0146 0.0105
9 0.0002 0.0029 0.0012
10 0.0095 0.0152 0.0122
11 0.0008 0.0060 0.0030
12 0.0355 0.0508 0.0428
13 0.0151 0.0221 0.0183
14 0.1026 0.1399 0.1200
15 0.0013 0.0096 0.0045
16 0.0120 0.0221 0.0169
17 0.0176 0.0310 0.0239
18 0.0074 0.0282 0.0170
19 0.1278 0.1806 0.1534

Table C.16: Estimated Drift Parameters for Chromosome 16
The estimated value and 95% central credible intervals for ¢ for each of the 20 periods of drift for
the 11 subpopulations in the HapMap dataset estimated by the bifurcating Nicholson—Donnelly
model applied to Chromosome 16.
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Genetic Drift Central 95% Credible Point Estimate
Along Edge Interval Bounds for
Genetic Drift, ¢

low high mean
0 0.0002 0.0036 0.0013
1 0.0024 0.0071 0.0047
2 0.0001 0.0011 0.0005
3 0.0004 0.0025 0.0013
4 0.0070 0.0183 0.0126
5 0.0043 0.0108 0.0074
6 0.0027 0.0068 0.0046
7 0.0071 0.0174 0.0119
8 0.0115 0.0203 0.0156
9 0.0026 0.00737 0.0048
10 0.0072 0.0120 0.0095
11 0.0034 0.0097 0.0064
12 0.0303 0.0438 0.0369
13 0.0171 0.0242 0.0205
14 0.1037 0.1384 0.1202
15 0.0055 0.0188 0.0118
16 0.0014 0.0108 0.0063
17 0.0157 0.0301 0.0224
18 0.0149 0.0423 0.0277
19 0.1186 0.1743 0.1452

Table C.17: Estimated Drift Parameters for Chromosome 17
The estimated value and 95% central credible intervals for ¢ for each of the 20 periods of drift for
the 11 subpopulations in the HapMap dataset estimated by the bifurcating Nicholson—Donnelly
model applied to Chromosome 17.
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Genetic Drift Central 95% Credible Point Estimate
Along Edge Interval Bounds for
Genetic Drift, ¢

low high mean
0 0.0001 0.0023 0.0009
1 0.0013 0.0050 0.0030
2 0.0001 0.0011 0.0005
3 0.0005 0.0033 0.0017
4 0.0110 0.0225 0.0162
5 0.0073 0.0141 0.0105
6 0.0037 0.0080 0.0057
7 0.0072 0.0167 0.0119
8 0.0098 0.0183 0.0137
9 0.0029 0.0072 0.0050
10 0.0070 0.0116 0.0092
11 0.0009 0.0063 0.0034
12 0.0274 0.0388 0.0328
13 0.0105 0.0162 0.0132
14 0.0965 0.1290 0.1118
15 0.0009 0.0085 0.0039
16 0.0066 0.0153 0.0109
17 0.0123 0.0238 0.0179
18 0.0113 0.0347 0.0215
19 0.1026 0.1509 0.1255

Table C.18: Estimated Drift Parameters for Chromosome 18
The estimated value and 95% central credible intervals for ¢ for each of the 20 periods of drift for
the 11 subpopulations in the HapMap dataset estimated by the bifurcating Nicholson—Donnelly
model applied to Chromosome 18.
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Genetic Drift Central 95% Credible Point Estimate
Along Edge Interval Bounds for
Genetic Drift, ¢

low high mean
0 0.0003 0.0038 0.0016
1 0.0016 0.0056 0.0034
2 0.0002 0.0019 0.0008
3 0.0002 0.0024 0.0009
4 0.0175 0.0337 0.0251
5 0.0071 0.0145 0.0106
6 0.0007 0.0051 0.0028
7 0.0102 0.0229 0.0162
8 0.0058 0.0143 0.0098
9 0.0004 0.0048 0.0023
10 0.0065 0.0117 0.0090
11 0.0009 0.0069 0.0037
12 0.0261 0.0408 0.0329
13 0.0106 0.0173 0.0136
14 0.0875 0.1243 0.1047
15 0.0004 0.0064 0.0024
16 0.0065 0.0162 0.0113
17 0.0120 0.0257 0.0184
18 0.0161 0.0463 0.0288
19 0.0771 0.1254 0.1003

Table C.19: Estimated Drift Parameters for Chromosome 19
The estimated value and 95% central credible intervals for ¢ for each of the 20 periods of drift for
the 11 subpopulations in the HapMap dataset estimated by the bifurcating Nicholson—Donnelly
model applied to Chromosome 19.
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Genetic Drift Central 95% Credible Point Estimate
Along Edge Interval Bounds for
Genetic Drift, ¢

low high mean
0 0.0002 0.0025 0.0010
1 0.0028 0.0076 0.0051
2 0.0002 0.0024 0.0010
3 0.0016 0.0052 0.0032
4 0.0192 0.0344 0.0263
5 0.0031 0.0101 0.0064
6 0.0040 0.0089 0.0063
7 0.0124 0.0245 0.0182
8 0.0063 0.0150 0.0103
9 0.0010 0.0053 0.0028
10 0.0095 0.0154 0.0122
11 0.0028 0.0095 0.0059
12 0.0274 0.0410 0.0338
13 0.0089 0.0150 0.0119
14 0.1069 0.1490 0.1261
15 0.0003 0.0088 0.0031
16 0.0135 0.0238 0.0185
17 0.0131 0.0278 0.0199
18 0.0167 0.0557 0.0342
19 0.0951 0.1621 0.1269

Table C.20: Estimated Drift Parameters for Chromosome 20
The estimated value and 95% central credible intervals for ¢ for each of the 20 periods of drift for
the 11 subpopulations in the HapMap dataset estimated by the bifurcating Nicholson—Donnelly
model applied to Chromosome 20.
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Genetic Drift Central 95% Credible Point Estimate
Along Edge Interval Bounds for
Genetic Drift, ¢

low high mean
0 0.0002 0.0059 0.0022
1 0.0017 0.0081 0.0047
2 0.0002 0.0025 0.0010
3 0.0003 0.0036 0.0017
4 0.0126 0.0298 0.0205
5 0.0086 0.0198 0.0140
6 0.0013 0.0080 0.0045
7 0.0196 0.0386 0.0284
8 0.0108 0.0224 0.0165
9 0.0006 0.0061 0.0030
10 0.0093 0.0175 0.0131
11 0.0010 0.0100 0.0047
12 0.0232 0.0411 0.0313
13 0.0126 0.0227 0.0173
14 0.0916 0.1414 0.1146
15 0.0002 0.0097 0.0032
16 0.0005 0.0091 0.0035
17 0.0054 0.0189 0.0118
18 0.0224 0.0743 0.0452
19 0.0632 0.1342 0.0963

Table C.21: Estimated Drift Parameters for Chromosome 21
The estimated value and 95% central credible intervals for ¢ for each of the 20 periods of drift for
the 11 subpopulations in the HapMap dataset estimated by the bifurcating Nicholson—Donnelly
model applied to Chromosome 21.
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Genetic Drift Central 95% Credible Point Estimate
Along Edge Interval Bounds for
Genetic Drift, ¢

low high mean
0 0.0000 0.0019 0.0004
1 0.0027 0.0061 0.0044
2 0.0001 0.0009 0.0003
3 0.0003 0.0023 0.0012
4 0.0130 0.0218 0.0171
5 0.0078 0.0130 0.0103
6 0.0019 0.0051 0.0034
7 0.0159 0.0244 0.0201
8 0.0094 0.0152 0.0122
9 0.0027 0.0062 0.0044
10 0.0103 0.0144 0.0123
11 0.0013 0.0057 0.0035
12 0.0307 0.0405 0.0354
13 0.0157 0.0206 0.0180
14 0.1264 0.1576 0.1413
15 0.0002 0.0044 0.0017
16 0.0084 0.0148 0.0115
17 0.0142 0.0233 0.0186
18 0.0149 0.0363 0.0248
19 0.1064 0.1478 0.1263

Table C.22: Estimated Drift Parameters for Chromosome 22
The estimated value and 95% central credible intervals for ¢ for each of the 20 periods of drift for
the 11 subpopulations in the HapMap dataset estimated by the bifurcating Nicholson—Donnelly
model applied to Chromosome 22.
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Results from Applying the
Admixture Models of Chapter 5 to
the HapMap Data

Tables D.1-D.31 contain the main parameter estimates and post predictive check-

ing tables for the models discussed in chapter 5.
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Table D.1: Parameter Estimates for the Model in Figure 5.6 at 100,000 iterations.

Bounds on 95% Credible Interval

Parameter lower upper Median
Co 0.0002 0.0016 0.0008
c1 0.0047 0.0073 0.0060
Co 0.0002 0.0011 0.0006
3 0.0005 0.0019 0.0012
4 0.0182 0.0257 0.0220
s 0.0081 0.0121 0.0100
Ce 0.0002 0.0012 0.0006
cr 0.0113 0.0168 0.0140
Cs 0.0007 0.0035 0.0020
Co 0.0015 0.0041 0.0028
€10 0.0023 0.0047 0.0035
w1y 0.1891 0.2107 0.1998
C12 0.0003 0.0125 0.0039
C13 0.0002 0.0026 0.0013
C14 0.0038 0.0072 0.0055
C15 0.1298 0.1527 0.1410
C16 0.0137 0.0202 0.0168
c17 0.0021 0.0143 0.0082
C18 0.0223 0.0367 0.0296
C19 0.0002 0.0016 0.0008
20 0.0916 0.1168 0.1039
Co1 0.0110 0.0144 0.0127
Co2 0.0364 0.0434 0.0398
Co3 0.0356 0.0529 0.0441

The table shows the posterior mean and 95% HPD intervals for the drift, ¢, and admizture, w,

parameters.
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Predictive p-values for Pairwise Fgr for Each Pair of Subpopulations Pro-

duced from Post Predictive Checking of the Model in Figure 5.6.

Table D.2
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Table D.3: Parameter Estimates for the Model in Figure 5.7 at 102,000 iterations.

Bounds of 95% Credible Interval

Parameter lower upper Median
Co 0.0002 0.0016 0.0008
c1 0.0051 0.0077 0.0064
Co 0.0001 0.0011 0.0005
3 0.0004 0.0019 0.0012
cy 0.0083 0.0146 0.0113
s 0.0082 0.0123 0.0103
Ce 0.0002 0.0013 0.0006
cr 0.0001 0.0011 0.0005
Cs 0.0006 0.0032 0.0018
Co 0.0012 0.0035 0.0023
€10 0.0023 0.0047 0.0035
c11 0.0035 0.0069 0.0052
C12 0.0418 0.0671 0.0541
W13 0.3374 0.4136 0.3784
Cla 0.1442 0.2743 0.2019
C15 0.0002 0.0014 0.0006
C16 0.0801 0.1117 0.0953
c17 0.0224 0.0317 0.0269
18 0.0052 0.0160 0.0101
Wig 0.1921 0.2148 0.2033
a0 0.0003 0.0121 0.0041
Co1 0.0002 0.0026 0.0013
Co9 0.0048 0.0177 0.0113
Co3 0.0012 0.0106 0.0056
Coy 0.0876 0.1131 0.0998
Cos 0.0111 0.0144 0.0127
Cog 0.0367 0.0436 0.0402
Cor 0.0362 0.0541 0.0448

The table shows the posterior mean and 95% HPD intervals for the drift, ¢, and admizture, w,

parameters.
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Predictive p-values for Pairwise Fgr for Each Pair of Subpopulations Pro-

duced from Post Predictive Checking of the Model in Figure 5.7

Table D.4
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Table D.5: Parameter Estimates for the Model in Figure 5.8 at 87,000 iterations

95% HPD Interval Bounds

Parameter lower upper Median
Co 0.0001 0.0015 0.0007
c1 0.0046 0.0073 0.0059
Co 0.0000 0.0009 0.0004
3 0.0005 0.0020 0.0012
4 0.0081 0.0123 0.0101
s 0.0000 0.0010 0.0004
Ce 0.0001 0.0010 0.0004
cr 0.0007 0.0035 0.0020
cs 0.0015 0.0041 0.0028
Co 0.0023 0.0049 0.0036
Wig 0.3920 0.4843 0.4349
w11 0.1907 0.2144 0.2023
C12 0.0457 0.1166 0.0780
C13 0.0000 0.0013 0.0004
C14 0.0001 0.0122 0.0043
15 0.0000 0.0027 0.0011
C16 0.0034 0.0071 0.0053
c17 0.0635 0.0968 0.0794
18 0.0739 0.1082 0.0904
C19 0.0046 0.0191 0.0118
a0 0.0046 0.0221 0.0125
Co1 0.0085 0.0378 0.0241
Coo 0.0109 0.0145 0.0127
Co3 0.0362 0.0433 0.0398
Coq 0.0366 0.0561 0.0458
Cos 0.0703 0.0970 0.0833

The table shows the posterior mean and 95% HPD intervals for the drift, c, and admizture, w,

parameters.
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Table D.6: Parameter Estimates for the Model in Figure 5.9 at 102,000 iterations

95% HPD Interval Bounds

Parameter lower upper Median
Co 0.0002 0.0016 0.0008
c1 0.0049 0.0075 0.0062
Co 0.0002 0.0011 0.0005
C3 0.0005 0.0019 0.0012
4 0.0153 0.0225 0.0189
s 0.0082 0.0121 0.0101
Ce 0.0002 0.0012 0.0006
cr 0.0001 0.0017 0.0007
cs 0.0004 0.0033 0.0018
Co 0.0014 0.0038 0.0026
€10 0.0023 0.0047 0.0035
c11 0.0038 0.0072 0.0055
C12 0.1353 0.1594 0.1471
C13 0.0122 0.0190 0.0156
Wiy 0.5610 0.6812 0.6237
C15 0.0002 0.0024 0.0009
C16 0.1225 0.2917 0.1938
c17 0.0002 0.0041 0.0016
C18 0.0022 0.0146 0.0086
W1y 0.1894 0.2117 0.2008
€20 0.0003 0.0116 0.0037
Co1 0.0002 0.0026 0.0013
Co9 0.0165 0.0317 0.0241
Co3 0.0002 0.0048 0.0015
Coy 0.0896 0.1154 0.1021
Cos 0.0110 0.0143 0.0127
Co6 0.0367 0.0437 0.0401
Cor 0.0349 0.0531 0.0438

The table shows the posterior mean and 95% HPD intervals for the drift, ¢, and admizture, w,

parameters.
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Predictive p-values for Pairwise Fgp for Each Pair of Subpopulations Pro-

duced from Post Predictive Checking of the Model in Figure 5.9
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Table D.8: Parameter Estimates for the Model in Figure 5.10 after 100,000 iterations

95% HPD Interval Bounds

Parameter lower upper Median
Co 0.0002 0.0016 0.0008
c1 0.0049 0.0074 0.0061
Co 0.0002 0.0011 0.0005
C3 0.0005 0.0019 0.0012
4 0.0198 0.0267 0.0232
s 0.0080 0.0121 0.0101
Ce 0.0002 0.0012 0.0006
cr 0.0002 0.0012 0.0005
cs 0.0005 0.0035 0.0020
Co 0.0014 0.0038 0.0026
€10 0.0023 0.0048 0.0035
w11 0.3621 0.4501 0.4019
C12 0.0960 0.1982 0.1462
C13 0.0001 0.0015 0.0007
Wiy 0.1898 0.2116 0.2007
C15 0.0002 0.0127 0.0039
C16 0.0003 0.0029 0.0014
C17 0.0036 0.0071 0.0053
C18 0.0030 0.0146 0.0083
C19 0.0553 0.0822 0.0682
€20 0.0715 0.1004 0.0856
Co1 0.0017 0.0160 0.0093
Co2 0.0152 0.0270 0.0213
Co3 0.0001 0.0008 0.0004
Co4 0.0110 0.0143 0.0127
Cos 0.0365 0.0435 0.0399
Co6 0.0878 0.1132 0.1003
Cor 0.0360 0.0538 0.0446

The table shows the posterior mean and 95% HPD intervals for the drift, ¢, and admizture, w,

parameters.
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Predictive p-values for Pairwise Fgr for Each Pair of Subpopulations Pro-

duced from Post Predictive Checking of the Model in Figure 5.10

Table D.9
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Table D.10: Parameter Estimates Table of the Model in Figure 5.11 after 72,000 iter-

ations

95% HPD Interval Bounds

Parameter lower upper Median
Co 0.0002 0.0017 0.0008
c1 0.0052 0.0078 0.0065
Co 0.0002 0.0010 0.0005
3 0.0004 0.0019 0.0012
4 0.0080 0.0141 0.0110
Cs 0.0082 0.0122 0.0102
Ce 0.0001 0.0011 0.0005
cr 0.0001 0.0011 0.0005
Cs 0.0060 0.0132 0.0097
Co 0.0002 0.0020 0.0009
€10 0.0022 0.0046 0.0033
w11 0.1939 0.2161 0.2042
C12 0.0002 0.0115 0.0037
C13 0.0002 0.0028 0.0013
Wiy 0.1905 0.2311 0.2109
15 0.0333 0.1083 0.0693
C16 0.0017 0.0129 0.0077
wi7 0.3443 0.4077 0.3772
C18 0.1497 0.2668 0.2038
C19 0.0001 0.0014 0.0006
Co0 0.0036 0.0069 0.0052
Ca1 0.0401 0.0651 0.0524
Co2 0.0819 0.1133 0.0973
Co3 0.0216 0.0310 0.0262
Coy 0.0005 0.0027 0.0015
Co5 0.0040 0.0150 0.0096
Co6 0.0046 0.0163 0.0106
Cor 0.0030 0.0128 0.0074
Cosg 0.1066 0.1412 0.1235
Ca9 0.0110 0.0144 0.0127
€30 0.0037 0.0117 0.0078
C31 0.0717 0.1012 0.0859

The table shows the posterior mean and 95% HPD intervals for the drift, ¢, and admizture, w,

parameters.
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p-values for Pairwise Fgp for Each Pair of Subpopulations Produced from

Post Predictive Checking of the Model in Figure 5.11

Table D.11
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Table D.12: Parameter Estimates Table of the Model in Figure 5.12 after 100,000 iter-

ations
95% HPD Interval Bounds
Parameter lower upper Median
Co 0.0002 0.0013 0.0006
c1 0.0053 0.0079 0.0066
Co 0.0002 0.0011 0.0006
c3 0.0004 0.0019 0.0012
Cy 0.0081 0.0144 0.0111
s 0.0082 0.0123 0.0102
Ce 0.0033 0.0058 0.0046
cr 0.0002 0.0012 0.0005
g 0.0096 0.0142 0.0119
Co 0.0010 0.0034 0.0022
€10 0.0098 0.0126 0.0112
Wiy 0.3365 0.3994 0.3694
C12 0.1593 0.2813 0.2148
C13 0.0002 0.0013 0.0006
C14 0.0035 0.0069 0.0052
C15 0.0396 0.0640 0.0518
C16 0.0829 0.1142 0.0981
c17 0.0216 0.0305 0.0261
C18 0.0172 0.0249 0.0210
C19 0.0026 0.0124 0.0073
€20 0.1062 0.1341 0.1200
Ca1 0.0128 0.0161 0.0144
C99 0.0152 0.0211 0.0182
Ca3 0.0158 0.0308 0.0227

The table shows the posterior mean and 95% HPD intervals for the drift, c, and admizture, w,

parameters.
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p-values for Pairwise Fgr for Each Pair of Subpopulations Produced from

Post Predictive Checking of the Model in Figure 5.12

Table D.13
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Table D.14: Parameter Estimates Table of the Model in Figure 5.13 after 100,000 iter-

ations
95% HPD Interval Bounds
Parameter lower upper Median
Co 0.0002 0.0012 0.0006
c1 0.0051 0.0078 0.0064
Co 0.0002 0.0011 0.0006
3 0.0005 0.0019 0.0012
Cy 0.0239 0.0307 0.0272
s 0.0078 0.0118 0.0098
Ce 0.0034 0.0058 0.0046
cr 0.0003 0.0039 0.0019
g 0.0100 0.0148 0.0123
Co 0.0011 0.0036 0.0023
€10 0.0097 0.0126 0.0112
C11 0.0041 0.0075 0.0058
C12 0.1340 0.1564 0.1449
C13 0.0068 0.0129 0.0098
C14 0.0260 0.0329 0.0293
C15 0.0154 0.0222 0.0187
C16 0.1073 0.1346 0.1205
c17 0.0127 0.0161 0.0143
C18 0.0149 0.0207 0.0177
C19 0.0172 0.0316 0.0241

The table shows the posterior mean and 95% HPD intervals for the drift, c, and admizture, w,

parameters.
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p-values for Pairwise Fgr for Each Pair of Subpopulations Produced from

Post Predictive Checking of the Model in Figure 5.13

Table D.15
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Table D.16: Parameter Estimates Table of the Model in Figure 5.14 after 100,000 iter-

ations
95% HPD Interval Bounds
Parameter lower upper Median
Co 0.0002 0.0013 0.0006
c1 0.0051 0.0077 0.0064
Co 0.0002 0.0011 0.0006
3 0.0005 0.0019 0.0012
Cy 0.0077 0.0178 0.0127
s 0.0081 0.0120 0.0099
Ce 0.0033 0.0058 0.0045
cr 0.0001 0.0016 0.0007
g 0.0100 0.0147 0.0123
Co 0.0011 0.0036 0.0024
€10 0.0098 0.0127 0.0112
Wiy 0.2123 0.2673 0.2394
C12 0.1662 0.4374 0.2940
C13 0.0085 0.0249 0.0168
C14 0.0002 0.0052 0.0014
C15 0.0004 0.0062 0.0041
C16 0.1408 0.1642 0.1523
C17 0.0069 0.0139 0.0104
C18 0.0086 0.0161 0.0123
C19 0.0284 0.0396 0.0338
€20 0.1073 0.1352 0.1207
Ca1 0.0127 0.0161 0.0143
C99 0.0148 0.0206 0.0176
Ca3 0.0172 0.0322 0.0245

The table shows the posterior mean and 95% HPD intervals for the drift, c, and admizture, w,

parameters.
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p-values for Pairwise Fgr for Each Pair of Subpopulations Produced from

Post Predictive Checking of the Model in Figure 5.14

Table D.17
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Table D.18: Parameter Estimates Table of the Model in Figure 5.15 after 100,000 iter-

ations
95% HPD Interval Bounds
Parameter lower upper Median
Co 0.0002 0.0013 0.0006
c1 0.0030 0.0067 0.0050
Co 0.0002 0.0011 0.0006
c3 0.0004 0.0019 0.0011
Cy 0.0079 0.0172 0.0123
s 0.0081 0.0122 0.0101
Ce 0.0034 0.0057 0.0045
cr 0.0002 0.0016 0.0006
Cs 0.0098 0.0145 0.0121
Co 0.0010 0.0034 0.0022
€10 0.0098 0.0127 0.0112
Wiy 0.2048 0.2656 0.2355
C12 0.1048 0.3389 0.2121
C13 0.0090 0.0237 0.0161
Wiy 0.5093 0.5865 0.5474
C15 0.0268 0.0624 0.0439
C16 0.0002 0.0035 0.0011
c17 0.0002 0.0055 0.0015
C18 0.0003 0.0058 0.0036
C19 0.0825 0.1079 0.0951
€20 0.0551 0.0785 0.0666
Ca1 0.0003 0.0038 0.0017
C99 0.0117 0.0221 0.0169
Ca3 0.0435 0.0610 0.0520
Co4 0.0796 0.1044 0.0917
Co5 0.0127 0.0161 0.0143
Co6 0.0149 0.0208 0.0179
Co7 0.0167 0.0307 0.0234

The table shows the posterior mean and 95% HPD intervals for the drift, ¢, and admizture, w,

parameters.
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Post Predictive Checking of the Model in Figure 5.15
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Table D.20: Parameter Estimates Table of the Model in Figure 5.16 after 100,000 iter-

ations

95% HPD Interval Bounds

Parameter lower upper Median
Co 0.0002 0.0016 0.0008
c1 0.0034 0.0068 0.0052
Co 0.0002 0.0011 0.0006
3 0.0005 0.0019 0.0011
4 0.0083 0.0180 0.0129
Cs 0.0082 0.0122 0.0102
Ce 0.0002 0.0012 0.0006
cr 0.0002 0.0016 0.0007
Cs 0.0008 0.0037 0.0021
Co 0.0013 0.0037 0.0025
€10 0.0023 0.0049 0.0036
Wiy 0.2110 0.2725 0.2418
C12 0.1011 0.3383 0.2144
C13 0.0091 0.0244 0.0165
W1y 0.5030 0.5843 0.5449
15 0.0269 0.0674 0.0450
C16 0.0002 0.0033 0.0011
wi7 0.1868 0.2094 0.1976
C18 0.0004 0.0153 0.0047
C19 0.0003 0.0029 0.0014
Co0 0.0002 0.0049 0.0016
Ca1 0.0004 0.0059 0.0035
Co2 0.0803 0.1075 0.0939
Co3 0.0556 0.0808 0.0681
Coy 0.0001 0.0030 0.0012
Co5 0.0002 0.0128 0.0029
Co6 0.0007 0.0177 0.0117
Co7 0.0425 0.0601 0.0511
Cosg 0.0663 0.0889 0.0772
Ca9 0.0109 0.0143 0.0126
€30 0.0362 0.0432 0.0397
C31 0.0348 0.0516 0.0429

The table shows the posterior mean and 95% HPD intervals for the drift, ¢, and admizture, w,

parameters.
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p-values for Pairwise Fgp for Each Pair of Subpopulations Produced from

Post Predictive Checking of the Model in Figure 5.16

Table D.21
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Table D.22: Parameter Estimates Table of the Model in Figure 5.17 after 100,000 iter-

ations

95% HPD Interval Bounds

Parameter lower upper Median
Co 0.0002 0.0017 0.0008
c1 0.0032 0.0069 0.0052
Co 0.0002 0.0011 0.0006
3 0.0004 0.0019 0.0011
4 0.0082 0.0178 0.0131
Cs 0.0082 0.0123 0.0102
Ce 0.0002 0.0012 0.0006
cr 0.0002 0.0017 0.0007
Cs 0.0059 0.0131 0.0096
Co 0.0002 0.0018 0.0008
€10 0.0023 0.0047 0.0034
Wiy 0.2100 0.2759 0.2433
C12 0.0996 0.3323 0.2138
C13 0.0090 0.0247 0.0166
Wiy 0.4998 0.5774 0.5373
15 0.0280 0.0671 0.0467
C16 0.0002 0.0038 0.0013
wi7 0.1890 0.2111 0.1996
C18 0.0002 0.0133 0.0037
C19 0.0003 0.0029 0.0014
Wag 0.1937 0.2315 0.2130
Ca1 0.0344 0.1051 0.0680
Co2 0.0025 0.0136 0.0080
Co3 0.0002 0.0055 0.0023
Coy 0.0002 0.0056 0.0028
Co5 0.0791 0.1054 0.0922
Co6 0.0504 0.0747 0.0625
Cor 0.0002 0.0032 0.0013
Cosg 0.0006 0.0031 0.0019
Ca9 0.0003 0.0116 0.0030
€30 0.0005 0.0177 0.0109
C31 0.0487 0.0690 0.0585
€32 0.0838 0.1143 0.0986
C33 0.0109 0.0142 0.0125
C34 0.0038 0.0114 0.0074
C35 0.0684 0.0961 0.0818

The table shows the posterior mean and 95% HPD intervals for the drift, ¢, and admizture, w,

parameters.
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p-values for Pairwise Fgr for Each Pair of Subpopulations Produced from

Post Predictive Checking of the Model in Figure 5.17

Table D.23
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Table D.24: Parameter Estimates Table of the Model in Figure 5.18 after 100,000 iter-

ations

95% HPD Interval Bounds

Parameter lower upper Median
Co 0.0002 0.0016 0.0009
c1 0.0050 0.0076 0.0063
Co 0.0002 0.0011 0.0006
3 0.0005 0.0019 0.0012
4 0.0086 0.0180 0.0133
s 0.0081 0.0120 0.0100
Ce 0.0002 0.0012 0.0006
cr 0.0002 0.0015 0.0007
Cs 0.0062 0.0132 0.0098
Co 0.0002 0.0017 0.0008
€10 0.0022 0.0046 0.0034
Wiy 0.2216 0.2763 0.2489
C12 0.1686 0.4149 0.2844
C13 0.0100 0.0256 0.0173
W1y 0.1896 0.2108 0.2004
15 0.0003 0.0135 0.0044
C16 0.0003 0.0027 0.0013
w17 0.1942 0.2329 0.2139
C18 0.0345 0.1073 0.0689
C19 0.0025 0.0130 0.0078
Co0 0.0003 0.0059 0.0026
Co1 0.0002 0.0058 0.0028
w22 0.1405 0.1639 0.1520
Co3 0.0033 0.0107 0.0071
Coy 0.0006 0.0031 0.0019
Co5 0.0004 0.0114 0.0066
Co6 0.0002 0.0101 0.0031
Co7 0.0318 0.0448 0.0386
Cosg 0.1105 0.1460 0.1278
Ca9 0.0110 0.0142 0.0126
€30 0.0034 0.0111 0.0072
C31 0.0708 0.1000 0.0850

The table shows the posterior mean and 95% HPD intervals for the drift, ¢, and admizture, w,

parameters.
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p-values for Pairwise Fgr for Each Pair of Subpopulations Produced from

Post Predictive Checking of the Model in Figure 5.18

Table D.25
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Table D.26: Parameter Estimates Table of the Model in Figure 5.19 after 100,000 iter-
ations

95% HPD Interval Bounds

Parameter lower upper Median
Co 0.0002 0.0017 0.0008
c1 0.0031 0.0067 0.0051
Co 0.0002 0.0011 0.0006
3 0.0004 0.0019 0.0012
Cy 0.0110 0.0172 0.0141
Cs 0.0081 0.0122 0.0101
Ce 0.0002 0.0013 0.0006
cr 0.0002 0.0014 0.0006
Cs 0.0061 0.0133 0.0097
Co 0.0002 0.0019 0.0009
€10 0.0023 0.0047 0.0035
Wiy 0.4828 0.5507 0.5165
C12 0.0481 0.0896 0.0669
C13 0.0002 0.0031 0.0011
Wiy 0.1872 0.2065 0.1968
15 0.0003 0.0166 0.0055
C16 0.0003 0.0027 0.0013
wi7 0.1947 0.2330 0.2144
C18 0.0342 0.1045 0.0674
C19 0.0030 0.0133 0.0081
Co0 0.0037 0.0071 0.0053
Co1 0.0695 0.0915 0.0804
Co2 0.0402 0.0597 0.0497
Co3 0.0002 0.0030 0.0012
Coy 0.0007 0.0031 0.0019
Co5 0.0002 0.0031 0.0011
Co6 0.0373 0.0476 0.0424
Co7 0.0264 0.0404 0.0334
Cosg 0.0941 0.1262 0.1100
Ca9 0.0108 0.0141 0.0124
€30 0.0030 0.0112 0.0072
C31 0.0675 0.0951 0.0809

The table shows the posterior mean and 95% HPD intervals for the drift, ¢, and admizture, w,
parameters.
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p-values for Pairwise Fgr for Each Pair of Subpopulations Produced from

Post Predictive Checking of the Model in Figure 5.19

Table D.27
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Table D.28: Parameter Estimates Table of the Model in Figure 5.20 after 100,000 iter-

ations

95% HPD Interval Bounds

Parameter lower upper Median
Co 0.0003 0.0023 0.0011
c1 0.0030 0.0069 0.0052
Co 0.0002 0.0011 0.0006
3 0.0005 0.0019 0.0012
4 0.0081 0.0174 0.0125
Cs 0.0082 0.0122 0.0101
Ce 0.0033 0.0057 0.0045
cr 0.0002 0.0016 0.0006
Cs 0.0099 0.0179 0.0140
Co 0.0002 0.0021 0.0010
€10 0.0098 0.0127 0.0112
Wiy 0.2071 0.2691 0.2373
C12 0.0905 0.3406 0.2130
C13 0.0092 0.0238 0.0161
W1y 0.5051 0.5797 0.5413
15 0.0277 0.0661 0.0459
C16 0.0002 0.0033 0.0010
wi7 0.1165 0.1583 0.1385
C18 0.0088 0.1385 0.0650
C19 0.0053 0.0160 0.0105
Co0 0.0002 0.0058 0.0028
Co1 0.0002 0.0055 0.0023
Co2 0.0809 0.1066 0.0935
Co3 0.0534 0.0775 0.0652
Coy 0.0003 0.0037 0.0014
Co5 0.0004 0.0027 0.0015
Co6 0.0105 0.0215 0.0160
Cor 0.0453 0.0637 0.0543
Cosg 0.0948 0.1249 0.1094
Ca9 0.0114 0.0148 0.0131
€30 0.0002 0.0044 0.0019
C31 0.0249 0.0427 0.0336

The table shows the posterior mean and 95% HPD intervals for the drift, ¢, and admizture, w,

parameters.
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Table D.30: Parameter Estimates Table of the Model in Figure 5.21 after 100,000 iter-

ations
95% HPD Interval Bounds
Parameter lower upper Median
Co 0.0002 0.0016 0.0008
c1 0.0029 0.0064 0.0048
Co 0.0002 0.0011 0.0006
c3 0.0004 0.0019 0.0012
Cy 0.0129 0.0193 0.0160
s 0.0081 0.0121 0.0101
Ce 0.0002 0.0012 0.0006
cr 0.0001 0.0013 0.0006
Cs 0.0008 0.0041 0.0024
Co 0.0015 0.0039 0.0027
€10 0.0024 0.0048 0.0036
Wiy 0.4922 0.5644 0.5290
C12 0.0427 0.0831 0.0615
C13 0.0002 0.0033 0.0010
Wiy 0.1846 0.2043 0.1947
C15 0.0002 0.0131 0.0046
C16 0.0003 0.0027 0.0013
c17 0.0037 0.0071 0.0054
C18 0.0724 0.0948 0.0835
C19 0.0433 0.0631 0.0530
€20 0.0002 0.0031 0.0014
Ca1 0.0002 0.0038 0.0013
C99 0.0347 0.0451 0.0399
Ca3 0.0225 0.0351 0.0288
Co4 0.0757 0.0995 0.0873
Co5 0.0108 0.0141 0.0125
Co6 0.0357 0.0429 0.0392
Co7 0.0357 0.0530 0.0440

The table shows the posterior mean and 95% HPD intervals for the drift, ¢, and admizture, w,

parameters.
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