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Summary

The aim of this thesis is to explore the application of feed forward neural networks, and other
numerical methods, to the prediction and analysis of solar terrestrial time series. The three time
series under scrutiny are the sunspot number, the 10.7cm solar flux and the geomagnetic K, index.
Each time series will be predicted and examined on time scales of days, months and years. As the
work of the thesis unfolds, new perspectives on the time series of interest will be afforded, fueling the
prediction intiatives of the later Chapters. New techniques for analysing time series are proposed
and applied, as well as some new methods of using neural networks to make predictions.

Chapter 1 reviews the three main fields of interest. The first field is that of the statistical theory
of time series modelling. The basic concepts and terminology are introduced, followed by a review
of various time series models and prediction schemes. The more recent topic of neural networks
is the second reviewed field. Again the basic ideas are introduced, and the defining equations of
feed forward neural networks are stated along with a complete description of the training algorithm
known as back propagation. To link these first two fields I suggest how the neural network can be
viewed as a statistical time series model. Next, the current understanding of the solar terrestrial
environment is reviewed, starting with an overview of solar activity, with particular attention paid
to the phenomena associated with the solar cycle. The terrestrial environment is then discussed,
focussing on how the Sun and its activity affects the Earth’s magnetic field. Finally, a selection of
past attempts at predicting solar terrestrial time series are described and discussed.

Chapter 2 is where the analysis of the three time series is documented. The work of this chapter
is concerned with providing an impression of matters such as: the accumulation and formatting of
the data; the search for periodicities; the nature of any periodicities; the non-stationarity of sunspot
number; the stationary aspects of sunspot number; the auto-correlation of the time series; the cross-
correlation of the time series, especially in relation to the Sun’s influence on the Earth; and the

use of wavelet transform in analysing time series. Apart from being of intrinsic interest in itself,



this work provides a familiarity with the data that will directly and indirectly fuel the prediction
initiatives of the following chapters.

Chapter 3 is an exploration of feed forward neural networks and back propagation. In this chapter
some simple FFNNs performing some simple problems are investigated, as well as the (not simple)
training algorithm, back propagation. For several cases it is shown what networks can, and cannot,
be expected to do because of limitations of numbers of neurons or the activation function used. It
is also shown that back-propagation is not always reliable as a training algorithm, as it sometimes
completely fails in training networks to perform tasks that they should be able to perform in theory.
An important new method, that of analytic training, is also introduced. This method shows how to
“train” a neural network to perform any analytic function, by way of constructing and solving a set
of linear equations.

Chapter 4 further bridges the gap between neural network methods and the statistical models of
time series. In this chapter, various artificial time series are predicted using neural networks, and in
a few cases, analytic training is used to prescribe what the minimum requirements are for a network
to be able to predict a given class and order of statistical time series model. The ability to compare
theory and practice makes the results of this chapter very interesting. At the end of the Chapter,
the problem of delayed prediction is highlighted. Delayed predictions are predictions in which events
in the time series (such as peaks or troughs) are predicted late.

Chapter 5 documents the results of using networks to predict the solar-terrestrial time series.
First of all, a search of network architectures is performed for each of the fifteen time series: sunspot
number, solar flux and K, index, each in five formats: daily, smoothed daily, monthly, smoothed
monthly and yearly. Then the most successful networks from this search are trained further to see
if any improvement is possible. After this the possibilities of probing deeper into the future are
investigated by iterating networks on their own predictions and by training networks to predict 6
steps ahead. For all the best predictions, uncertainties of prediction and levels of bias are estimated
from residual histograms and tabulated in Tables 5.20, 5.21 and 5.22. Finally some attention is paid
to the choice of training set. ‘

Chapter 6 explores three new ways of using feed forward to predict time series. The first is the
wavelet filtered prediction method, in which a FFNN is trained to predict wavelet filtered time series,
given inputs from the original time series. The idea underlying this approach is that, by separating
the various time scales of the time series, it is easier for the network to identify the scales on which

its behaviour is predictable. The second new method involves using a genetic algorithm to train



networks to avoid the problem of delayed prediction. Finally the prospect of using networks that
take inputs from two time series simultaneously is investigated.

Chapter 7 draws together the results of the preceeding chapters to provide a more general, and
digestible, summary of what has been achieved by the work of this thesis. It also proposes new
avenues of research and makes suggestions of how the various methods used in this thesis could be
improved upon. To end the thesis a prediction of the maximum of cycle 23 (and 24!) is made.

Appendix A deals with various results which do not belong anywhere else in the thesis. In
particular a more general description of analytic training is given, showing how to train I- H-O feed
forward neural networks.

Appendix B lists and discusses the C computer program used to train the networks.



Pre-Amble

Finally, I wish to give the reader some understanding of the thoughts that have determined the style
in which I present this thesis.

I have chosen to write the bulk of this thesis in the first person for two reasons: to highlight
ideas and work that are my own; and to remind the reader that, sometimes at least, what is being
stated is subjective. The latter is not a “get-out clause” for any mistakes on my part, but has arisen
from my frustation in distinguishing fact from opinion in the many scientific documents that I have
read to date. ‘

In writing this thesis, I have tried to repeat the most important ideas as often as possible, so
that the reader is not required to perform great feats of memory. For similar reasons, I have tried to
include references and cross-references where-ever possible. On the odd occassion, I might introduce
ideas or concepts before fully defining a'. the terms involved. This is primarily to put things in
context, without the burden of excessive detail. As with many texts, this might require a “two pass”
reading of some sections: one pass to obtain a feeling for the work and another to gather the details.

The quotes at the head of each Chapter all have relevance to the material within. In some cases

the link may be apparent only to me, but I assure the reader that a link does exist.



Commonly Used Abbreviations

NN
FFNN
BP

GA
WFP
AR
MA
ARMA

Neural Network

Feed Forward Neural Network
Back Propagation

Genetic Algorithm

Wavelet Filtered Prediction
Auto Regressive

Moving Average

Auto Regressive-Moving Average
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Chapter 1

Introduction

“Nasty” Jack Regan

The aim of this thesis is to investigate the prediction of solar-terrestrial time series. Examples
displayed in Fig. 1.1 are Sunspot number, 10.7 Solar Flux and K, index of Geomagnetic Acti\}ity. In
each case the complexity of the underlying physical system prohibits prediction‘s of the time series by
constructing a physical model. Instead predictions of the future of one of these time series must rely
solely on the history of that time series and perhaps the histories of other related time series. This
approach has been the subject of a whole branch of statistics which first emerged in the 1920s, with
the bulk of the ground-breaking work occurring in the 1960s and 1970s e.g. Box and Jenkins (1970).
Until the mid 1980s most studies were confined to linear models of stationary time series (these
terms are defined in Section 1.2). This was justified to some extent because many apparently non-
stationary time series could be transformed in some way so that they became stationary. However the
time series mentioned above are manifestly non-stationary and are not easily reduced to stationarity
(see 1.2.3) so most of the “classic” work on time series is not applicable. In the last ten years these
statistical ideas have been extended to analyzing non-stationary time series directly, e.g. Priestley
(1988), though much of this research is still in progress and so is scattered throughout various
journals and proceedings. I hope that this thesis will provide an accessible interpretation of at least
some of these ideas, demonstrating their application.

The explosion of interest in Neural Nelworks in the last decade following the invention of the
Back Propagation training algorithm by Rumelhart et al. (1986) has provided another method for

predicting time series. That is, a Neural Network maybe trained on a history of data to make
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Figure 1.1: Three important solar-terrestrial time series in monthly format over the latter half of
the twentieth century: a) Sunspot Number b) Solar Flux ¢) K, Geomagnetic Index.
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predictions of the future. This method is initially very appealing, not just because of the romantic
notion that you are dealing with an electronic brain, but also because it appears so much simpler than
the theory behind statistical time series modelling. However, these early illusions quickly dissolve
when one realizes that a NN can be soberly called generalized non-linear regression and that the
supposedly magical action of a network learning is little more than a least squares minimization
using gradient descent. The simplicity of the method too is an illusion because there are so many
free parameters to be determined, e.g. the number of units or neurons in the network and how they
should be connected. If one then accepts a popular class of NNs such as a two-layer feed forward
NN trained by standard back-propagation using a momentum term, then there are still equally
perplexing decisions to be made: e.g. how many units should be in each layer, how should the
data be presented during training and what values of learning rate and momentum parameter are
best? Even once a NN has been trained to predict a given time series with some accuracy nagging
questions remain unanswered: how is it making its predictions and what do the values of weight
connections mean in relation to the time series? In this study I hope to answer these questions,
though in the main the answers will be of numerical derivation. I also wish to investigate new
ways of making time series predictions with NNs, several new methods are discussed in Chapter 6
which uses a NN to predict components of a time series on different time scales, the components
being obtained from a wavelet transformation of the time series. In Chapter 6 I describe a genetic
algorithm training scheme and how its flexible nature allows it to cure a problem whick can occur
when using back-propagation to train NNs to predict time series.

Below I present the list of questions that I shall address in this thesis:

Which designs of Neural Network make the best prediction of the following time series: Sunspot

Number, 10.7cm Solar Flux, K, Geomagnetic Index?

On what time scales is it feasible to make predictions of these series and can cross-correlation

between them and other time series prove beneficial?
e How should prediction accuracy be judged? What is the criteria for success?

e For multi-layer feed forward NNs, how many layers are needed and how many units are needed

in each layer for best prediction accuracy?

e If using back propagation, what are the best values for the learning rate ¢ and the momentum

a? Is an adaptive parameter scheme useful?
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o What is the best method of data presentation e.g. sequential or non-sequential presentation

of patterns? Should the time series be pre-processed in any way, e.g. log or exp transforms?

o Is Back Propagation the best training algorithm or could some other method, e.g. a genetic

algorithm, be advantageous?

e How is the NN making the predictions? More specifically, can anything be learned from the

state of the weight connections after training is finished?

o How do NNs compare with other methods in terms of prediction accuracy, e.g. nearest neigh-

bour, linear prediction filters, other non-neural, non-linear methods?
e How do NNs relate to the classes of statistical methods in existence?

Whilst I have stated above that the initial buzz of Neural Networks may quickly wear off, over
time I have come to realise that the subject is both stimulating and interesting, especially when
fused with challenges of time series prediction. Unlike others, I have decided to dispense with
the terminology that is intended to separate the mathematical networks from the biological. For
example, I will use the term neuron, not unit, and I shall not prefix the words “neural network™
with “artificial”. I do this for two reasons. Firstly because there is no fear of confusion in this thesis,
[ shall be exclusively dealing with the mathematical variety of network. Secondly because, in some

small way at least, terminology can serve to enthuse and even inspire.

1.1 General Considerations

A time series is defined to be a sequence of values representing the state of some system at a number
of different times. In this thesis I shall only consider time series that are recorded at equal time
intervals.

Let r, represent the time series in question and let it extend from z;, the first observation,
to rr, the most recent observation. By causality z; can only depend on the values at previous
times, z; ...x;—) and of course previous unobserved values; such a series is sometimes called non-
anticipative. It 1s therefore natural to make a prediction of z;, represented by z;, by forming a

function of some of the series’ history z,_;...z;_ l.e.

.i‘t = P(:L't_l,....l.‘t_l.t)
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The time parameter is included explicitly so that, for example, a deterministic mean can be ex-

pressed. The residuals, r;, are then
Ty =2 — P(.’Ifg_],. . .x,_l,t)

Suppose that P(z;—y,...z;-1,t) is a bad predictor of z¢, then the residuals will retain the unex-

plained structure of z;. This means the r;’s cannot be independent, so by this reasoning the ideal

predictor function, Py is such that
a; =z, — Po(zy-y, ... 241, 1) (1.1)

where {a;} is an unpredictable time series with zero mean and with all the a,’s independently distrib-
uted (see Section 1.2). Note that this says that the time series has an “explainable” deterministic
component, described by Py and an “unpredictable” stochastic component represented by a;. A
further and more aesthetic requirement for Py is that in accordance with Occam’s Razor it should
be as simple as possible which amongst other things implies that it should use as small a number of
inputs, I, as possible.

The predictor function as defined above assumes that r; may be written as a function of the

previous values of the time series. A more general definition would be
Po(re—yg, ... e ai-g,...a4,t) =0 (1.2)

where the development of z is influenced by the input of the history of another time series a. So
that even if the form of Py is discovered, extracting a prediction from it is not a trivial task because
the values of this other time series might not be readily available. To simplify matters, almost all
proposed time series models consider a to be white noise with constant mean and variance.

From here on the predictor function is abbreviated to P(I,1).

The problem is now to find P(7,t) and to determine if it satisfies Eqn. (1.1) (or more generally
Eqn. 1.2) on all sequences of the observed data z;...zp. The larger T' — I, the easier it becomes
to verify that the residuals are independent. Naively one might assume some parametrisation of
the predictor function i.e. P(I,t,ay,...,an) and treat the problem as the solution of the set of

nonlinear equations:
P(I, I4+1 ,o1,...,an) =zr+1

P(I, T+2 ,a1,...,an) =z5+2

P(I, T ,Qi,...,aN) =ZIT
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Figure 1.2: A 10th order polynomial in time is fitted to a time series from1 = 0...9. Its predictions
are of course meaningless but this simple example illustrates the point that using a predictor function
with too many free parameters can fit the observed data perfectly without having any generalization
to newly acquired data.

which is a set of T' — I equations in N unknowns. By having N > T — [ the implicit function
theorem says that it may be possible to solve (1.3) and thus make perfect predictions inside the
realm of the known data. This of course will almost certainly fail as a predictor when applied to
new data. A simple example using only explicit time dependence illustrates this in Figure 1.2. This
is a fundamental problem when using Neural Networks and is referred to as Generalization, see
Section 1.4.1.

To re-emphasize the most important point:

when searching for Po(I,t) given the observed data, one must bear in mind that the predictor

function is not required 1o predict the time series z; but to predict only the deterministic component.
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1.2 The Statistical Description of Time Series

In this section I wish to review the established statistical concepts and methods involved in the
analysis of Time Series. Since I lacked any real knowledge of statistics at the outset of my Ph.D.

study [ will start my discussion with a brief review of some basic statistical concepts.

1.2.1 Basic Statistical Concepts

Let a random variable, X, represent some measure of a stochastic process, and let r denote a
realization of X or measurement of that process! X has a distribution described by its probability

density function or p.d.f., p(z), which is defined so that

Pr. of X in (2,2 + dz) = p(z) dz

The expectation of a function of the random variable X, E[f(X)] is then defined as
B = [ f@)pta) do

also the mean of .X', ux is defined as

px = E[X]
and the variance of X, 0% is defined as
0% = VarlE] = E[(X — E[X])}] = E[X?] - E[X]?

Quantities involving higher order terms in X, referred to as higher order moments of the distribution,
can also be defined but usually a partial description of a stochastic process in terms of its mean
and variance is sufficient. If a process is a Gaussian or normal process then all the moments can be
expressed in terms of the mean and variance and therefore the mean and variance are a complete
description of the process.

If dealing with two random variables X and Y then further concepts are needed to describe their
inter-dependence. The joint distribution of X, Y is then given by the joint p.d.f. p(x,y) so that:

Pr. of X in (z,z+dz) and Y in (y,y + dy) = p(z,y)dx dy

!n this thesis I shall use upper case letters to denote a random variable, and lower cases letters to denote a
realization of a random variable. The (unfortunate) exception to this rule is the a: which is a random variable
representing a white noise time series value at time ¢.
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The covariance of X and Y, Cov[X, Y] is defined as
Cov[X,Y] = E[(X - E[X](Y - E[Y])] = E[XY] - E[X]E[Y]

and the correlation of X and Y, Corr[X,Y] is defined as

Cov[X,Y]
Var[X] Var[Y]

Corr[X,Y] =

Note that Cov[X,+X] = £Var[X] so that Corr[X,Y] is between —1 and 1.
Generalizing to N random variables, one can talk about the joint distribution of X1, Xz,..., Xn
and its joint p.d.f. p(z1,zs,...,2n). Each of these variables has its own mean and variance and the

notion of covariance can be extended to describe the inter-dependence of several variables at once.

1.2.2 Time Series

Statistically speaking, an observed sequence of a time series, z;,...,z7, is viewed as as being the
realization of T random variables, Xi,..., Xr. I shall refer to the random variables, X, as being the
time series and the observed values, zy, as being a realization of the time series. The auto-covariance
function of the time series is defined to be Cov[.X;, X4} and likewise the auto-correlation function
is defined as Corr[X,, Xi1x]. Each member of the time series is a random variable X, which has
a mean and variance and these together with the inter-dependences of a sequence of N time series
values are completely described by the joint distribution of X, ..., Xn4¢—1. If the joint distributions
of Xi,..., Xn4i—1 for all possible t’s are the same and if this is true for any choice of N then the
time series is said to be strictly staticnary. A natural consequence of this is that the means and

variances of all the elements of the time series are the same, i.e.

ELY) = p
Var[X,] =o?

where g and o are independent of time. Also a strictly stationary time series must have
Cov[Xy, Xiyr] = Cov[Xs, X4k
because X;,..., Xy and X, ..., X 4% have the same joint distribution. So that
Cov[ Xy, Xivk]) = 7k (1.5)

that is the auto-covariance only depends on the lag k. Notice that v = 02, the covariance at zero

lag, 1s just the variance of the time series.
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A less stringent and more practical definition of stationarity is that of weak stationarity, where
only equations (1.4) and (1.5) are satisfied. In terms of moments of the joint distributions, this can
be viewed as stationarity of order 2. If the joint distributions of sequences of a weakly stationary

time series are Gaussian then the time series is actually strictly stationary. In general, though,
Strict Stationarity = Weak Stationarity

In what follows, unless stated otherwise, I use the term stationarity to refer to weak stationarity.
A very important but simple time series is the independent white noise time series that I shall

denote by a;. It is defined so that each a, is independently distributed which means that
Covla;, a14k] =0

for all non-zero k. If Efa;] and Var[a,] are independent of time then a, is a stationary white noise
time series. It is important to realize that zero covariance does not imply independence because
independence is concerned with more than just the second order properties of a joint distribution.
Unless otherwise stated I shall use a; to denote a zero mean, stationary and independent white noise

time series.

1.2.3 Practical Implications of Stationarity

The use of the preceding ideas is somewhat limited in the real world because in many cases only one
realization of the time series is available. For example, measuring the mean value of the monthly
Sunspot number for July 1995 would require the inconvenience of travelling to many parallel universes
to obtain a statistical sample. Instead all we have is one “realization” of the Sunspot number time
series that extends back to the 18th Century. However, if a time series is assumed to be stationary
then one realization of it becomes more akin to a repeated experiment, where the conditions of the
experiment remain the same but past outcomes of the experiment may affect future outcomes (this
idea re-appears in mathematical form in Section 1.2.6). In this sense, the assumption of stationarity
is a great convenience because it means that many statistical quantities relating to a time series,

e.g. the mean and variance, can be estimated by time averaging.



CHAPTER 1. INTRODUCTION 10

Consider three examples of time series:

Xy = sin(wt+ ¢)

M
Y; = sin(wt+ @)+ Za,_m

m=1

Zt = sin(wt + ¢) + Zt—l + a;

Clearly none of these time series is stationary because their means depend on time. The question is:
can we deduce whether they are stationary or not if given only one realized sequence? X is completely
deterministic and when enough observations become available it can be readily identified as being
periodic, indicating that a Fourier transform would reveal its precise form. With this complete
understanding X can be trivially reduced to a zero and therefore stationary signal. Likewise Y can
be reduced to a stationary signal once the deterministic mean component is identified, however if
Var[a;] > 1, then it may require many more observations over time to identify the form of the
deterministic component. Z is random walk with drift and as such is non-stationary even if the
deterministic mean is identified and removed. However the time series Z; — Z;_; is similar in form
to Y and so in the same way it can be reduced to a stationary time series.

The above demonstrates the assumptions underpinning the application of what are called “Box-
Jenkins” models for time series, which are described in the Section 1.2.4. A Box-Jenkins model
1s applicable if the given time series is reducible to a stationary time series and if this stationary
time series can be described by a linear model. All three of the above time series were contrived so
that they could be easily described by a Box-Jenkins type model. However in general there is no
reason to suspect that nature will produce time series that conform to such models. In the context
of making predictions assuming a Box-Jenkins model can prove to be a serious handicap. To quote

an example from Priestley (1988), consider the time series U,:
U =ay+aa_1a4-9 A (1.6)
This time series has zero mean:
E[Ui] = Ela:] + aE[a;-1]E[a;-2] = 0
also

COU[(J[, ([g.\\.k] = E[L"t[/t+k]
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= FElaaipr + 0@ Gryp_1Qryk-2+ @i_1a1-2 04k +
2
a a1 Q-2 Qg pk-1Qttk-2]

= Elajaipi] + QQE[at—l Q2 Qryk—1 Qogk—2]
which for k£ = 0 gives the variance:
Var[U,] = ¢*(1 4+ a%c?)

with zero auto-covariance for all non-zero k. So this time series is not only stationary but indistin-
guishable from white noise as far as its second order properties are concerned and as such the best
prediction that can be made is E[a;], which is just zero. However, it is clear from the definition of U/
that the time series has more structure than white noise and therefore a better prediction must be
possible. So in this case the Box-Jenkins procedure would be inadequate because firstly it would be
easy to mistake U for white noise and more significantly, even if it were realized that some structure
did exist, U/ cannot be described by a linear model. If linear models are unable to describe some
stationary time series, such as U, it is clear that more sophisticated non-linear models are needed,
especially when dealing with non-stationary time series.

At the beginning of this section I noted a conceptual and practical problem when dealing with
non-stationary time series in that only one realization of the time series is available for building a
model. It is interesting to phrase this problem as a question in the context of Neural Networks.
Consider a network that takes the last 12 months of monthly sunspot number as inputs and is
required to predict the sunspot number for the next month. Also imagine that two training sets are
available, one containing a complete monthly record from 1850 to 1900 and the other containing a
complete monthly record from 1940 to 1990. The question is then, will a NN trained on the more
recent data set provide significantly more accurate predictions of monthly sunspot number in 19957
If the answer is yes, then this says that the statistical properties of sunspot number have chaﬁged
in some way over the last hundred years. Does this mean that the sun has undergone some global
physical change in the last hundred years? Dynamo models applied to the sun certainly indicate that
this is a physical possibility, as does the (rather uncertain) observational evidence for the Maunder

minimum. In Chapter 2 I investigate this question in more detail.

1.2.4 Classical Models for Time Series

Without making some assumptions about the form of the predictor function in Eqn. (1.1) lttle

progress can be made in trying to model or predict time series. In this section I wish to discuss well
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understood “classical” statistical models that assume that the predictor function is linear and that
the time series being modelled is stationary. Due to the second assumption the predictor function
must be exactly the same for all sequences of the time series, which means that the form of the
predictor function must be independent of time:

00

P(oo,t) = ZaiXt-i

i=1
where the a;’s are constants. Notice that for convenience here and in what follows I have allowed
the predictor function to use the infinite history of the time series, i.e. P(I,t) — P(c0,1).

The time series that this predictor function is to predict is assumed to be of the form
Xt = P(oo,t)+at

that is, the noise is just added onto the deterministic component.

By introducing the back-shift operator defined so that
B Xt = 4Yt_1
the time series can be written as

a; = Za,Bi X: = H(B) X,
1=0

where H(z) is a power series defined as

If H(z) has no zeroes in or on the unit circle in the complex plane then the inverse of H(z) can also
be expressed as a convergent power series in z. Assuming that H(z) is invertible, X; can now be

represented in terms of a white noise time series
o0
"Yt = Z ﬁz‘Bz a; = G(B) a;
i=1

where G(z) is the inverse of H(z).

To summarize, there are two equivalent linear representations of a time series .X;, one in terms
of the past values of the time series itself and another in terms of a white noise time series where the
white noise time series may be thought of as the residuals from using the linear predictor function

to predict previous values of the time series i.e.

¢33 =Xt—P(I«t)
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So it is natural to create two classes of practical time series models to accommodate these
representations. Firstly, if it is believed that the future values of a time series are heavily dependent
on values in the recent past an Auto Regressive (AR) model of order p might be appropriate. An

AR(p) model is of the form
P
‘\'t = Zai1Y¢_i + a;
i=1

Otherwise it is possible that a Moving Average (MA) model of order ¢ might be suitable. An MA(q)
is of the form ]
Xy = Zﬂiat-i
i=0
These correspond to the truncation of the power series of H(z) and G(z) respectively, which may
be acceptable approximations in some cases.
A third class of model, called the mized Auto Regressive Moving Average model, is also widely

used, where the ARMA(p,g) model is defined as

P q
E a; Xy = E Bia;_;
i=1 1=0

The ARMA(p,q) model can be thought of as being equivalent to finding a linear predictor function
which is required not to produce a residual time series which is white noise, as above, but to produce
a residual time series which is an MA(p) time series.

In the limit of infinite order these three models become three equivalent representations of the
same time series (assuming H(z) has a well-behaved inverse). The difference between the three
models in practice, where tlie orders must obviously be finite, is that one model may provide a
better approximation to its power series when truncated than the other models. To illustrate this
consider a time series of the form

Yi=oYioi + a
where ¢ < 1. Y, can obviously be described exactly by an AR(1) model. By successive substitution

the equivalent MA representation of ¥ can be shown to be

[ee]

Y= dla

i=1
which is of infinite order.

The so-called “Box-Jenkins” method of modelling time series can now be broken down into three

stages

1. Reducing the time series to stationarity
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2. Deciding the most appropriate model and order
3. Finding the parameters of the model

Stage 1 involves transforming the time series using techniques like the ones described in Section 1.2.3
and can justifiably be called the most difficult stage. Stage 2 usually involves some amount of trial
and error in determining the best model and as such it can be quite tedious. The final stage
1s comparatively easy and usually relies on techniques such as least squares fitting or maximum .
likelthood estimates.

Although these methods rely on a body of solid theoretical results built up by many eminent
statisticians throughout this century, the model building process is far from ideal in the sense that
it requires guess work, Intuition and experience to yield good models. And even then, the two

assumptions of stationarity and linearity greatly restrict its applicability.

1.2.5 Non-linear Statistical Models

An obvious way to improve upon these classical models is to use a non-linear predictor function. The
need for non-linear models has already been highlighted by the time series defined in Eqn. 1.6, which
although (weakly) stationary requires a non-linear model. In this section I briefly review three types
of non-linear model, a more complete discussion of each model can be found in Priestley (1988).
The Bilinear model is of the form
P r m ok
Xe + Z a; XN~ = Z Bia;—; + Z Z Yij Xi—iGy_j
i=1 i=0 i=1j=1
and is basically an ARMA(p,q) model with cross-talk terms between the history of X" and the
history of a. Although the bilinear model might appear to be only a slight generalization of an
ARMA model, because no powers of X; or a; are explicitly included, the work of Brockett (1976)
reveals that the bilinear model can actually represent a wide range of non-linear predictor functions.
However there are some characteristically non-linear phenomena that it cannot explain, such as limit
cycle behaviour.
The Threshold Autoregressive model escapes from linearity in quite a different way. It uses
the past behaviour of a time series to decide which of a set of linear AR models is most relevant to

the time series at the present time. A typical first order model would be

Xoe= a Xi 1+ a; , X1 <0

1\'1 = 01+Xt_1 + at+ w\'t—l >0



CHAPTER 1. INTRODUCTION 15

where 6 is the threshold of the model. In this case the predictor function is actually discontinuous
le.

P(l,l) =a” N;{- — (a_ — a+)X,_1H(X,_1 - 9)
where H(z) is the Heaviside step function. The general form of the threshold model may be written

as
Fitll

X = Z agj]Xz_i + ay]
i=1

where the index j is determined by the recent behaviour of X. Unlike bilinear models, threshold
autoregressive models can represent limit cycle behaviour and therefore might be of particular rel-
evance to predicting time series which exhibit cyclic trends. A thorough investigation of these type
of models can be found in Tong (1983).

An Exponential Autoregressive model is an AR model where the regression coefficients are
exponential functions of a previous value of the time series. A typical example of a first order model
of this kind would be

Xi=(a+ ﬁe_A'X'z“)Xt—l + a;
so that the magnitude of the last value determines the strength of the autoregression in a more

continuous manner than was the case for the threshold AR models.

1.2.6 State Dependent Models

The idea of the State Dependent Model or SDM was introduced by Priestley (1980) and provides a
generalization which contains all three of ihe non-linear models in the last section. A key motivation
behind the invention of the SDM is that it should not assume an explicit parametrisation from the
outset, as was the case with all previous models. An important assumption underlying the SDM is

that the predictor function can be written in the form
‘\—t = P(Xrt_[, .. .4Y¢_1, ai—J, .- .at._]_) + a;

which is the same as Eqn. (1.2) except that the explicit time dependence has been removed and
now it is assumed that X; can be written as a sum of the predictor function and a white noise time
series. This latter assumption is not trivial but it is a tremendous simplification when attempting to
make predictions. It is then further assumed that the predictor function is analytic so that a Taylor

expansion may be used to first order about time t:

Xy = P(Xe_g.. ... Ny 1,Qt—J,...01—1) + ay
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oP A
. aXt_'(f\t‘—i Xei)
i=1
J
oP
+jz:; dar_; (ay-j —as;-j)

by collecting terms of the same time index the above expression can be more concisely written as

I J
Xe+ Y ai(xe-1)Xemi = p(xemt) + 3 Bi(xem1)ar—j

i=1 j=1
where
Xt = (Xt—1+l: X At—J41, - - )
is called the state vector as it determines how a time series governed by an SDM will evolve from
time ¢. Its form is identical to that of an ARMA(I,J) model but with the coefficients depending
on the current “state” of the time series, hence its name. It is important to realize that the time
dependence arises only via the state vector and not explicitly, so that an SDM can be regarded as

a stationary model.

1.3 Other Time Series Models

My partitioning between statistical mode's and other models is rather arbitrary and is only decided
by the fact that the former models were invented by statisticians and so have naturally been built
around a statistical frame-work. The other models, described in this section, can all be phrased in
statistical terms but have arisen from different backgrounds and motivations. They are all designed

to predict time series and as such tend to assume a predictor function of the form
P(Iv t) = l“l(t) + f(l\'t—[) ] ‘X't—-l)

where f can be non-linear. Notice the difference between this and Eqn. (1.1) in that the explicit

time dependence is contained solely within the function p(?).

1.3.1 Linear Prediction

Linear prediction is really just prediction using a statistical AR model but I include it here because
the following description shows how one might calculate the coefficients of such a model. It also des-
cends on the problem of time series prediction from a slightly different direction than the statistical

models. and so is also interesting in that respect.
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Given a set of values, {zy,..., 27}, sampled evenly in time, how can some future value z, be

predicted as a linear combination of these values ? Denoting this prediction by z,, it is given by

I
Ty = Xt = E Qi Ty
i=1

where X, is the state vector defined previously and I shall refer to a as being the prediction vector.

The error of this prediction scheme on the available data can be expressed as

T
E = Y (i—z)°
t=I+1
T

Z (a.x;—z;)°

t=I+1

To find the minimum error the derivative of this must be set to zero for all the «;’s i.e.

T I
% = 2 Z (Zaixt_,-—x,) Lty

t=1+1 \i=1
I T T
= 'ZZ Z Ty iTy_j — Z TiTi_j
i=1t=I+1 t=I+1
=0 (L.7)

At this point it is useful to assume that the time series r; is stationary and that it has had its (con-
stant) mean subtracted beforehand. Armed with this knowledge, the autocovariance, R;; becomes

a function of “lag” k = |j — i| only:

T
1
Rk = m Z Ly _ ) (18)
t=k+1
so that (1.7) becomes

I
Y iRy = Ry (1.9)
i=1

which is a set of I linear equations for I unknowns. The R’s can be estimated from (1.8) and then
(1.9) can be solved for the a’s. However, there is a serious problem to be addressed because the
R’s are merely sample estimates of the auto-covariance function. For an AR(I) time series to be

stationary the (possibly complex) roots of

I
1- Zaizi =0
i=1

must all exceed unity in modulus. If for a given AR time series one of these roots lies close to, but

outside, the unit circle then it is conceivable that the estimation of the a’s might erroneously place
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this root inside the unit circle which will then cause the prediction method to be unstable. To solve
this problem there are many suggested methods of “massaging” the a’s, for example see Press et al.

(1994).

1.3.2 The McNish-Lincoln Algorithm

The McNish-Lincoln algorithm is based on the assumption that the time series in question is cyclic
with additional superimposed variations that are governed only by the recent behaviour of the cycle.
Formally such a time series is not stationary, but can be thought of as stationary in the sense that it
is becomes stationary once the cyclic trend is removed. Given a stretch of data containing N cycles

of I points per cycle the algorithm proceeds as follows:
1. Define the start point of all the cycles e.g. the minima
2. Average over all of these cycles to form a mean cycle
3. Subtract the mean cycle from each of the actual cycles, leaving the “residuals” for each cycle

4. The prediction of a point in the cycle n is then constructed using the value of the mean cycle
for that point, corrected by a linear combination of the residuals from the last few points in

the present cycle, n—1,n—-2,n-3,...

To clarify this last step, the prediction of the i** value of the n** cycle is given by
M
Pi,n:ﬂiJf'kari—m,n i=1,...,1
m=1

where the p;’s are the I values that define the mean cycle and r; ,’s are the residuals for the nth
cycle. The k’s are determined in a least square fashion, in much the same way as the a’s were
obtained for the linear prediction method. In fact the McNish-Lincoln algorithm is just a form of
AR model that performs its regression on the residuals.

The McNish-Lincoln algorithm appears to be restrictive in several ways. Firstly the value of the
mean cycle does not enter into the prediction of the residuals directly. This means that the longer
time scale variations of the time series, represented by the mean cycle, seem to be de-coupled from
the shorter time scales accounted for by the residuals. This might be thought of as a severe prbblem
when dealing with sunspot number because the residuals are noticeably larger near the peak of the
cycle. This also means that the residuals for SSN are not stationary. Another problem encountered

when using this technique is that the cycles must be of the same length. The solar cycle has an
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average period of about 11 years but the actual length of a cycle can be 10, 11 or 12 years. So to
apply the McNish-Lincoln technique some kind of “fix” is required, which may be done, for example,
by stretching and shrinking cycles so that they are all of the same length. This method, though,
results in further complications when attempting to make predictions. Also, it is difficult to identify
the length of a cycle from its rising phase, which would be a necessary pre-requisite for prediction
in practice.

Predictions of yearly and three monthly sunspot number made with this algorithm were first
documented by McNish and Lincoln (1949) in which estimates of the method’s accuracy were given
together with a comparison against the earlier prediction method of Yule (1926)2. Much more
recently Kerridge et al. (1989) used the method to predict various solar-terrestrial data on time
scales of months. Also a comparison of this longstanding scheme with NNs has been performed
by *Macpherson (1993) with further details in Macpherson (1994). This study found that neural

networks could provide a slightly better prediction accuracy that the McNish-Lincoln method.

1.3.3 Nearest Neighbour Techniques

The nearest neighbour method is closely related to the State Dependent Models reviewed earlier.
Here the notion of state space is re-employed representing the recent history or state of the time
series by its state vector,

X = (Ne—rgr, .- Xt)
The prediction algorithm then searches the entire history of the time series, in the form of state
vectors, to construct its prediction of X'y beyond the present state x,. Once the k(> I) states
closest to x, have been selected they are then used to form the prediction vector b. Let the closest

states be represented by x;,,...,x;, then the prediction vector is
b = (by,b2,...,br)

such that

b.X:I = 4Yz'+T

to as good as an approximation as possible. Notice that this stage can be approached as a linear
prediction problem. The prediction vector b may then be used to to predict X,47. This technique
was suggested and demonstrated by Farmer and Sidorowich (1987) with particular attention paid

to the prediction of chaotic time series.

2Yule provided much of the early work upon which the classic time series models were based
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In the stéps outlined above, several issues were swept underneath the carpet. Firstly what
determines the “nearest” vector? This is decided by imposing a metric on the state space, naturally
providing the concept of distance between vectors required to judge “nearness”. But what should
this metric be? After all, knowledge of the metric would require intimate knowledge of the state
space, which is clearly not available. However, since the vectors of interest are all near each other
and, assuming the metric of the state space is locally flat, the use of a Euclidean metric would
seem to be an acceptable approximation.® Also ignored above was the choice of the number of
nearest neighbours, k. There is no easy way to decide this a priori but (drawing some guidance from
Takens (1981)) k must be greater than I to obtain the prediction vector and I > D where D is the
dimension of the strange attractor in state space. Also, why use a linear function to provide the
prediction? This issue was addressed by Farmer and Sidorowich (1987) where they considered higher
order polynomials for the task and found that this added complexity was of no great advantage,
which again may be a reflection of the local flatness of the state space. Finally, what if the time
series wanders into some uncharted region of state space? In this case no prediction can be made
and perhaps this is more honest than other models which might rashly make a prediction based on
the established predictor function. However, this should not be too great a problem for chaotic time

series as they will tend to remain near their attractor.

1.4 Neural Networks

A Neural Network is a very general concept embracing a plethora of algorithms and functions, some
continuous, some discrete and some binary. For predicting time series I shall only be concerned with
NNs that use continuous functions. Rather than attempt to describe Neural Networks in general
terms, I describe only one class of NN in detail in this section, the Feed-Forward Neural Network,
which I use for the work in this thesis. Recurrent Networks and Radial Basis Function (RBF)
Networks are two other popular classes of NN which, although not used in the work to come, shall
be described for the sake of completeness. In this section I concentrate on NN properties alone,

addressing the issue of predicting time series with NNs in Section 1.5.

31 find it strange that Farmer and Sidorowich (1987) do not specify their choice of metric
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Hidden
Neurons

Figure 1.3: A schematic picture of a one hidden layer feed forward neural network.

1.4.1 Feed-Forward Networks

Figure 1.3 illustrates a feed-forward neural network with one hidden layer. The inputs or input
neurons, are values {A;} given to the NN from the outside world. The values of the hidden neurons.

B, } are then set according to the equation
J g

I
Bj:g(zwj,,q,) j=1,... H (1.10)

i=1
where w;; are parameters called the input weight connections and g(z) is called the input activation

function. The outputs or output neurons have their values, {Cy}, set in much the same way:
H
Ce=G | ) Wi;B; k=1,...,0 (1.11)
j=1

where G(x) is the output activation function and Wjy; are the output weight connections. The
input activation function is usually taken to be sigmoidal (so-called because it looks like a deformed
S shape e.g. [), saturating to finite values as + — +oo. This avoids hidden neurons taking on
large values which can make training (described later) more difficult. A commonly used activation

function is

1
1+ exp(—20z)

where § is a constant, which saturatesito 0 as £ — —o0 and 1 as £ — co. Another common choice

g9(z) (1.12)

is the hyperbolic tangent function:
g(z) = tanh 23z



CHAPTER 1. INTRODUCTION 22

which saturates to —1 and 1. As a matter of convention I will exclusively use the former activation
function and for convenience I will take 8 = % The output activation function can be a sigmoidal

activation function as well but sometimes it is convenient to use a linear output activation function
Glz)=1z

For all the work in this thesis I shall use a linear output activation function. Note that if both
input and output activation functions are linear then each output will be a linear combination of the
inputs. One reason that NNs are so useful arises from the fact that they are composed of non-linear
functions which allows them to be separated into layers*. In fact, it can be shown that a one hidden
layer feed-forward network can represent any continuous function to an arbitrary accuracy given
enough hidden neurons. Further, a feed-forward network with two hidden layers can represent any
function with finite discontinuities, again to an arbitrary accuracy if given enough hidden neurons.
These last two dramatic statements need some further qualification which can be found in the paper
that first proposed them, namely Cybenko (1989). As already indicated, all of the above description
can be extended to NNs with an arbitrary number of hidden layers by using updating rules like
(1.10) and (1.11) for the extra hidden layers. However, for the reasons given above the use of more
than 2 hidden layers seems unwarranted.

The next problem is to set the network’s weight parameters so that it performs a certain task, _
this process is called fraining. To illustrate the training of a network, consider a simple NN designed
to learn to add two numbers together. Firstly, a training set is built up, consisting of input-output
patterns. Such a pattern is just a pair of numbers (the inputs) and their sum (the desired output).
To begin with the NN’s weights are set to be small and random, providing a neutral starting point
for training. Then a pattern is chosen from the training set and the network’s inputs are set to
the pair of numbers in that pattern. The difference between the output and the desired output for
that pattern is then used to slightly alter all of the NN’s weights, by a scheme to be discussed later.
This process is then repeated for all the patterns in the training set. I shall refer to one complete
presentation of the training set as being one training iteration. To complete the training of this
summing network typically several hundred or even thousand iterations may be necessary. Training
would be stopped once a sufficiently low error is achieved on all patterns in the training set. In
general though, for reasons discussed later, this is not a good stopping criterion to use, espécially

when training NNs to predict time series.

*With linear activation functions, an N layer network effectively applies N successive linear transforms to the
inputs. N linear transforms are of course equivalent to single linear transform, hence the use of multiple layers serves

no purpose.
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I have left blank the precise method by which the weights are adjusted in the above illustration
because there a number of methods available. I shall describe the most famous method, that of
Back Propagation of Errors, in some depth and then comment how it can be altered and perhaps
improved.

For a general [ — H — O feed-forward network® each training pattern consists of I inputs and O
desired outputs, which I denote by an input vector £# and a desired output vector {#, where p is a
label for a particular training pattern. Next an error measure must be constructed that quantifies
the accuracy of the NN’s outputs with respect to the desired outputs. The simplest such measure

is just the square error summed over all the outputs on training pattern g,
1
E¥ = 5(c*‘ — C(w, €&"))? (1.13)

where C(w, £*) is the vector composed of the NN’s outputs when presented with input vector .
The object of training is to try and minimize E* for all . In order to accomplish this it is necessary
to calculate the gradient of E# with respect to each weight parameter. Differentiating (1.13) with

respect to an output weight connection yields

OE H
= (Cy =) G Wi.B; | B
oW ( k (,Ic) JZ_:I kjDj 1
= Ay B
where
H
Ap=(Ce—G)G | Y Wiy B (1.14)
J=1

and similarly for the input weight connections

OF o H T
= Z(Ck - Ck ) Gl Z L’ij BJ' I/Vkm gl (Z wmif,-) fn
i=1

Owmn 1 i=1

k
= dmén

where , o
bm =g (Z wmifz‘) > Ak Wi (1.15)
i=1 k=1 -

Note that, in the above expressions for the derivatives of E#, the p superscript has been dropped

for the sake of clarity. back propagation then uses gradient descent to minimize the errors E*. If

5] — H — O means that the NN has I inputs, H hidden inputs and O outputs
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Aw#

% and AW/, represent the alterations to the corresponding weights after pattern u has been

presented, then they are given by the learning rules
AW} = —e AY B} (1.16)

and

Awp,, = —€b, &4 (L.17)

where ¢ is called the learning rate and in effect determines the step-size of each iteration. The back
propagation algorithm is basically the calculation of the delta’s using (1.14) and (1.15) followed by
the application of the learning rules (1.16) and (1.17). It is the fact that the §’s can be computed
in terms of the A’s that gives rise to the name of the algorithm. The extension of back propagation
to a feed forward NN with many hidden layers is easy, as it only involves calculating the delta’s for
each extra layer in terms of the delta’s obtained for the layer above.

There are many possible refinements to the back propagation algorithm and almost all of them
aim to replace or improve the gradient descent minimization. These refinements are intended either
to improve the stability of the algorithm (i.e. ensure that it does actually reduce the error) or speed
up its progress to save on valuable computer time. A useful concept in discussing the minimization
involved in training NNs is that of the error surface in weight space. This can be imagined as the
error plotted as a function of the NNs weights (since there are usuall;” many weight connections it
is in fact a hypersurface). In reality training has to deal with many error surfaces simultaneously
because each training pattern has its own error surface given by E#(w). It is implicitly assumed in
the back propagation algorithm that it is possible to converge to a minimum on most, if not all, of
these surfaces simultaneously. Since a minimization on all these surfaces leads to a minimum of the
summed error, Zl‘ E,, a single summed error surface can be defined. At this point I would like to
point out that in much of the neural network literature the distinction between an error surface and
the summed error surface becomes quite blurred. When discussing training it is quite common for
authors to talk about minimization on a single ér'ror surface, which presumably means what I have
called the summed error surface. However, this is not really correct because all training methods
6 perform minimization on the individual error surfaces. This distinction may seem subtle but to
ignore it will overlook the fact that a particular task may be beyond the reach of a NN because its
patterns are so arranged that minimization is impossible on all error surfaces at once.

The most common improvement on raw back propagation is the inclusion of a momentum term

8 With the possible exception of a genetic algorithm scheme
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in the learning rules (1.16) and (1.17). They then become
AW = —e A} Bl + aAW/i[old]

and

Awh, = —e bk €4 + aAwk [old]

where « is called the momentum parameter and the [old] label indicates that the weight change is
from the last iteration. Momentum effectively smooths the weight adjustments, helping to quash
any large fluctuations. Also if the weight changes due to a specific pattern stay roughly constant
from one iteration to the next, perhaps because of a constant slope or plateau on the cost surface,
then the momentum term leads to a higher effective learning rate. For any weight connection, w,

the learning rule takes the general form

oF
Aw = —¢ S + a Aw|old]

By assuming that —g% remains approximately constant from one training iteration to the next,

recursive substitution using the learning rule yields

E 9
Aw = —66——(a+a‘+03+a4+...)
Jw

)
1—a dw

so that the effective learning rate will be large if @ < 1. Of course the real reason momentum is
used is not because of these back-of-the-envelope arguments, rather it is used because it is found
pragmatically to work, in that it does seem to stabilize training and make it more efficient. I
demonstrate this in the next chapter, in Section 3.2.

Gradient descent is a reliable minimization method, in the sense that it does eventually converge
on a minimum, but it can be painfully slow, especially if the learning rate is too small. Also, as
training progresses, the learning rate may need to be reduced to allow for more delicate weight
adjustment. So, to speed up training on even ground and to slow it down on rough terrain, an
adaptlive parameter scheme can be used to make the learning rate a dynamic variable - that is it is
determined by the current state of training. A typical example of an adaptive parameter scheme

might be as follows.

e If the summed error is only gradually decreasing over n iterations then increase € by a factor

of k.
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o If the summed error increases after any iteration then reduce ¢ by a factor k£ and repeat the

iteration

The obvious problem with this scheme is the selection of n and k and the definition of “gradually”.
An implementation of such a scheme is given in the next chapter in Section 3.2. A rather involved
scheme for determining ¢ and o dynamically is given in Yu et al. (1995), where the authors claim
that training times can be reduced by a factor of 10 to 50 over fixed parameter back propagation.

Rather than just tweak gradient descent, more radical improvements have been proposed that

" replace gradient descent with more advanced minimization algorithms. A concise review of many

such schemes is given in Hertz et al. (1991). One which has recently gained popularity is Conjugate
Gradient descent mainly because it is faster than standard gradient descent. Conjugate gradient
descent is based upon a steepest descent line search method, which for a particular pattern changes

the weight vector w according to
winew] = wlold] — Ad[new]

where

d[new]:vE:<aE OF )

Ouwy’ dwy’
where A is effectively determined by taking many steps in the steepest gradient direction until the
error (on that particular cost surface) can no longer be decreased in that direction. Conjugate

gradient descent improves on this line search by compromising the new search direction, with the

old direction:

d[new] = =V E + 3d[old]

where 3 can be specifically chosen so as to prevent the new direction “spoiling” the effect of the last
iteration using the old direction.

Conjugate gradient descent replaces standard gradient descent but still requires the first order
gradient information that the back propagation algorithm computes so efficiently. For this reason
the term back propagation sometimes only refers to the part of the algorithm that calculates the
derivatives, so that training algorithms are often described with phrases such as “Back propagation
using gradient descent with a momentum term” or “Back propagation using conjugate gradient
descent”. There are also some minimization methods that use second derivative informatioﬁ but
they can be very expensive in computer time and so I do not discuss them here.

Another problem with training that can affect all of the above methods is the possible presence

of other local minima on the cost surfaces. This means that the training algorithm could converge
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on a minimum which does not correspond to the task it is required to perform. However, any survey
of the literature on NN applications, and indeed the results that I present in this thesis, indicate
that local minima are rarely encountered. In fact some researchers have voiced the opinion that for
some (as yet unexplained) reason local minima just don’t exist in the majority of NN applications.
It can even be envisaged that the task the NN is expected to perform does not correspond to the
global minimum at all, but instead to a local minimum. Such a bizarre situation can be caused by
an unfortunate choice of error measure’. One other training method which provides a more global
search of the error surface uses a genetic algorithm, which is of interest for several reasons, if not
only for the fact that it does not rely on the derivatives for minimization. I will discuss the genetic
algorithm in general terms in Section 1.6 and again in Section 6.2 when I use it to construct a
training scheme.

The whole problem of optimizing the training algorithm is over-shadowed, and ironically partially
removed, by the need for generalization in NN learning. In short, it is no longer so crucial to hunt for
the exact minima of the training patterns’ cost surfaces (if that was at all possible anyway) because
the stopping criterion demanded by generalization forbids training from approaching these minima
too closely.

In order to elucidate the last rather surprising statement, consider a NN that is designed to
perform the rather mundane task of determining the gradient of a line, where the components of the
input vector £ contain the y values of the line at £ = 0 to £ = 1. This NN will need one output and
only two inputs to perform this task and in effect needs vo learn the function f(&),£2) = & — &;.
Once the NN is trained it wiit successfully reply with the difference of its inputs. However, it will
only do this inside the range of inputs represented by the training set, e.g. it cannot be expected to
return the gradient of the pattern £ = (0, 100) if it was only trained on a range of inputs that went
as far as £ = (0, 10) (this is because of the NN being non-linear and the problem being linear). This
1s a trivial example of generalization in that the NN cannot be expected to generalize itself to input
patterns that were not represented in the training set.

If, instead, the NN is required to determine the gradient of data composed of y values from a
line with added noise, i.e. perform a linear regression, then many new problems arise. Firstly two

inputs are inadequate. Let’s say that the NN is given many inputs and that the input vector now

7 An example of precisely this problem has become part of the lore of NNs. It is said that were was once a U.S.
military project that used neural networks to identify Russian and U.S. tanks from photographs. A network was
trained, and its success rate was extremely high. Then a fresh set of photos were introduced, and the network'’s
performance on these was terrible. It turned out that the network had merely learned to distinguish between light
and dark - because in the original set of photos, the U.S. tanks were photographed in higher light levels than the
Russian tanks.



CHAPTER 1. INTRODUCTION 28

contains the y values of the line at evenly spaced points from £ = 0 to £ = 1. Now imagine training
this NN for a fixed number of iterations V, ensuring the error on the training set, Evaining, actually
decreases with each step. Now if some new examples not contained within the training set (but
within the range represented in the training set) are presented to the NN and an error, Erest, is

calculated using this “test” set then it will almost certainly be found that

ETest > E’I‘raining

and that after some N = Ny the gulf between the two errors will increase gradually as NV is increased.
At first sight this seems bizarre: the NN is becoming better at the task required of it by one criterion,
the training set error, while at the same time its performance is deteriorating according to another,
the test set error. This is a classic example of the problems of attaining good generalization. After
some point in training the NN starts to learn the noise of the training set, crippl‘ing its ability to
generalize to examples outside the training set. A simple analogy can be drawn with a child learning
French at school. If the child only learns “parrot fashion” certain phrases that the teacher has taught
as part of the course, he or she may well achieve a good score on tests but will not fare well if taken
to France on a school trip. One way of avoiding this problem is to use a larger training set but often
the amount of data is quite limited as is computer time. A more practical alternative is to halt
training before the error on the test set begins to increase at N = Ny in the above example. This
is why exact convergence on the minima is not needed and is in fact wholly undesirable. In cases
involving “noisy” patterns arrival at the exact minima of the cost surfaces corresponds to a precise
fit of the training patterns including the noise. This is sometimes referred to as overfitting and is
a factor that influences the optimum choice for the number of hidden neurons. Methods such as
this are sometimes called internal validation or cross validation An alternative method, preferable
if training data is in short supply and the luxury of a test set is unaffordable is that which I shall
call incestuous validation. In this case all the data is to be used as the training set, but training
proceeds for one or a few iterations at a time with a subset of the training set removed. This provides
a temporary test set on which the generalization ability of the NN can be judged. Then this subset
it returned and another subset is chosen and the whole process is repeated until the errors on these
test sets begin to rise. In this way training can be “validated” with least sacrifice for a test set. A

more abstract description of generalization is given in Hertz et al. (1991) and references therein.
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1.5 Predicting Time Series with Feed-Forward NNs

Given a time series of data, x;, NN prediction proceeds by presenting I time series values as inputs
to the NN and expecting the NN to reply with prediction of future values at its outputs. Therefore

to construct the training set requires assembling the vectors
E = (Tus1,Tutay - Tptr) p=0,12,...
and their corresponding outputs

" = (Tutrtps Tutlapar - Tutltpo)  #=0,1,2,...

where p; is the predict ahead time of the i*" output, where i = 1,2,...,0. So, given the input vector
&* the NN is required to respond with the output vector {#. Of course a sizeable number of such
input-output patterns are also needed to form a test set. The NN can then be trained as described
before with the training and test set error both being monitored to ensure that training is stable

and that overfitting is not occurring.

1.5.1 Choices

Before training can commence the parameters of the training algorithm need to be chosen. If back
propagation using gradient descent with a momentum term is employed then the learning rate ¢
and the momentum o need to be chosen. Also one has to decide whether the patterns should be
presented sequentially or randomly. These choices are not easy to make, and really have to be made
using experience and trial and error. As indicated above the choice of learning rate can be avoided
by introducing an adaptive scheme but this can introduce even more parameters that also need to
be chosen. If such adaptive schemes are to be pursued justification must sought in that the scheme
is fairly insensitive to the choice of these new parameters. In any case training is a means to an end
and as long as this end is reached within a reasonable amount of time it is not too important that
the training algorithm was not optimal®.

In addition to all the choices that need to be made concerning the the training algorithm, there
are many more important questions that need to be answered with relevance to the actual prediction

of the time series,

1. How many inputs are required to make a prediction of p time steps into the future?

8 This is not a valid excuse when the NN needs to be trained “on-line” using new data as it becomes available.
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2. Should a NN be devoted to predicting with only one output?

3. If predicting several time steps ahead, is it better to do so with a NN performing that prediction
directly or is it better to do so in an iterative manner using a NN with an output predicting at

one time step ahead? In the second case, the NN’s predictions are used as subsequent inputs.

4. Is there a sampling or smoothing of the data that would favour the predict ahead time required?
After all the daily variations of sunspot number might be more of a hindrance when predicting

a year ahead.

5. Is there some other transform of the data, e.g. logarithmic or exponential, that might help in

predicting the time series?

The answers to the above questions obviously depend on the nature of the time series under scrutiny.
The answers are also dependent on one another, so that for example the answer to question 1 depends
on how questions 4 and 5 were answered. This means that it is very hard to come to definitive answers
on any of these questions by numerical experimentation, even more so because each “experiment”
might require the training of many networks, which is very costly in computer time. However, the
reward for exploring these possibilities is two-fold: firstly it will show how to improve prediction
accuracy and secondly it can shed some light on the nature of the time series. For example, in
attempting to find the best way to predict sunspot number one year ahead, it may be discovered
after many trials that a NN taking 18 inputs of monthly sunspot number with one output predicting
12 months ahead is best for the task. In doing these trials the prediction method has been improved
and it is seen that only time scales greater than a month are relevant to predicting the solar cycle
on the time scale of one year.

Much of the effort behind this thesis has therefore been devoted to just this kind of work -
optimizing and exploring the NN algorithm. In this context, I remain sober in the sense that I do
not view the NN as being a magical device that is superior to all others in predicting time series.
Rather, I view a neural network as a very flexible tool with which I can explore the predictability

and nature of solar-terrestrial and other time series.

1.5.2 Neural Networks as Time Series Models

NNs can be classified along with the time series models that I have reviewed at the start of this

chapter. The predictor function for the k'™ output of a single hidden layer feed forward neural
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network can be written as

H I
Cy =G ZVijg_(Z wjiAi> k=1,...,0
Jj=1

i=1

by combining (1.10) and (1.11). Obviously this is a non-linear function parameterized by constants
which do not depend explicitly on time. In this sense a feed forward NN is a non-linear but stationary
auto-regressive time series model. Note that this does not mean that NNs cannot represent non-
stationary time series, in fact even an AR(1) model can represent some very specific non-stationary
time series. Stationarity with reference to a model only requires that its form has no explicit time
dependence. However, there are undoubtedly many types of non-stationary time series that certain

classes of NN cannot hope to describe, another issue which I explore in this thesis.

1.5.3 Other Classes of Networks

The feed-forward neural network is probably the most commonly used network in current applica-
tions. However there are several other designs of network gaining popularity at present which may
have some advantages in certain applications. An extension of the feed-forward network is the recur-
rent network which allows weight connections to connect any fwo neurons together. The training of
these NNs can be performed by an amended form of back propagation given in Hertz et al. (1991).
One reason why this might be an advantage in predicting time series was suggested by Connor et al.
(1994). Allowing connections from the output layer to the input layer can allow the errors on the
outputs or some function of the errors on the outputs to be effectively fed back into the network as
inputs. This is analogous to extending the AR model to the ARMA model, in that the feed forward
network has a predictor function of the form P(z,_s,...z;—1) which is the same as in (1.1) while
the recurrent network has a predictor function of the form P(z;_y,...2¢_1,a4—y,...a;-1) which is
closer to the more general form in (1.2).

Another quite different class of NN is the Radial Basis Function network which uses a different
style of learning. Until now I have only been referring to one kind of learning, that is supervised
learning where the NN learns by attempting examples and being corrected for its mistakes. Unsuper-
vised learning only involves a NN learning differences in its inputs without any external judgement
of what is right or wrong. In this sense a NN becomes a kind of non-linear statistical discriminator.
The Kohohen Map, described in Hertz et al. (1991) is one such example of an unsupervised NN.
The radial basis function NN has one hidden layer and feed forward connections but differs from a

conventional feed forward NN in two respects. Firstly the input activation functions are Gaussians
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Figure 1.4: A simple radial basis function NN. The graph shows how the output C i1s a summation
of Gaussian functions of A, where the four Gaussians correspond to the hidden neurons B;.
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and secondly the input weight connections are trained using an unsupervised method. Figure 1.4
shows a radial basis function network with only one input and one output. The hidden neuron values
are given by
Bj = g(—aj (A - B;))
where the a’s and 3’s are effectively the input weight connections and the activation function g(x)
is a Gaussian i.e.
9(z) = exp(~a?)
By using an unsupervised learning scheme it is possible to arrange the widths and positions of the
Gaussians so that they do not overlap appreciably. Once this is the case an input will tend to only
“activate” one of the hidden neurons. The hidden neurons can then be connected to the output
neuron as follows o
C=3 B
j=1
where (; is the desired output for input 4 = B;. This will obviously produce correct outputs for
certain input values corresponding to the peaks of the Gaussians but to produce correct outputs
in the overlapping regions between the Gaussians requires both unsupervised training on the o’s
and 3’s and supervised training on the output weight connections. This description can easily be
extended to apply to a radial basis function network with several inputs and outputs. Since the radial
basis function use Gaussian input activation functions, with only one hidden layer they can actually
represent functions with discontinuities to an arbitrary accuracy given enough hidden neurons. As
stated before a feed-forward NN needs 2 hidden layers to achieve this, so that in this respect radial

basis functions offer significant reductions in complexity.

1.6 The Genetic Algorithm

The genetic algorithm is a general technique inspired by the survival of the fittest philosophy sug-
gested by Darwin. Again I will illustrate its use with a simple example and then describe it in
more general terms. Imagine a safe that can only be opened by typing in a four digit number. Also
imagine that you have a thief’s tool that allows you to rate how close a particular number is to the
correct number by giving you an integer number from 0 (completely wrong) to 10 (the safe opens).

A genetic algorithm will open the safe for you as follows:

1. Try 20 random four digit numbers
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2. Record the rating for each one
3. Keep the five best numbers and discard the rest - these are the parents

4. Create fifteen new numbers from the parents by taking the first two digits from one parent
and the last digits from another e.g. parents 2157 and 8923 will produce 2123. These new

numbers are the children.
5. Randomly change some of the children’s digits
6. Try these 20 numbers and return to 2 until safe is opened

Of course the thief would need to be quite patient and brave as there is no guarantee of how fast the
algorithm will converge on the answer or even if it will converge on the answer. In fact by performing
tests on the safe-cracking scheme above, I found that, on one occasion the thief had to wait for 3,300
generations before he could plunder the contents. On another occasion he had to wait for only 29
generations.

The more general approach to the genetic algorithm introduces the notion of a string represented
by S and a problem whose solution can be coded as a string, Sg. The purpose of the genetic
algorithm is to seek this solution string. For the algorithm to be effective there must be some rating
of a particular string R[S] so that one string can be “nearer” to Sg than another string. Once this

is done the genetic algorithm can be generally described as follows
1. Create a population of N strings
2. Rate each one
3. Sort the strings and keep P parent strings. discarding the rest
4. Create N — P child strings by breeding the parents
5. Mutate the child strings
6. Return to 2

In this more general phrasing of a genetic algorithm higher rated strings are only more likely to
become parents. Also the process of breeding is generalized allowing for other ways of combining
parents to produce children or even allowing for the mating of more than two parents. The process
of mutation can take on many forms but it is usually a random operation included in order to

maintain diversity in the population. Although there is no definite proof of convergence for the
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genetic algorithm, it has shown itself to be remarkably robust and successful both in applications
and nature. Through experience in using genetic algorithms in many problems I have found that its
success is not too sensitive to the choice of N, P and the other details of the algorithm. This fact
combined with the freedom in choosing the rating of the strings makes the genetic algorithm both

easy to implement and very flexible as I shall demonstrate later when I use it to train NNs.

1.7 The Sun and its Influence on the Earth

It was established by Heinrich Schwabe in 1826 that the number of spots on the Sun varied with a
cycle of about 10 years. In 1848 Rudolf Wolf realized the importance of Schwabe’s discovery and
set about reconstructing sunspot number records back to 1700. Daily numbers could only be found
back to 1818, monthly means to 1749 and only annual means existed as far back as 1700. For this
reason Sunspot number records before 1850 are viewed as being somewhat unreliable. Wolf also
began a program of observation at Zurich which developed into a world wide effort which is still
maintained to this day. Wolf’s system for expressing sunspot number, R, sometimes called Wolf's

Sunspol Number or the Zurich Sunspot Number is as follows:
R=Fk(10g+ f)

where g counts the number of Sunspot groups and f is the count of the number of individual
sunspots. The factor & was introduced to allow a standardization of R for the different opinions on
what constitutes a group or even a spot. The Zurich Sunspot Number (SSN) is a daily index and is
often expressed as a (calender) monthly mean or as a yearly mean. Figure 1.5 shows unsmoothed

and smoothed SSN, where the form of smoothing that I have used is the 13 month running mean

defined as: 5
1
Rmmmh § R.
i - 1_3 . t

j=-6

Note that sometimes the 13 month running mean is defined as

5
1 1
Rgmooth — o Z Ri_j+ §(R—G + Re)

j=-5
because in this way annual variations in the data are properly accounted for. Since the Earth’s
orbital period has little impact on the number of sunspots it is the former formula that should be
used to smooth SSN, whereas if A, index (see below) is to be smoothed the latter formula should

be employed. Prediction of Sunspot Number in any of its forms has been a “Sword in the Stone”
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Figure 1.5: a) Unsmoothed Monthly Sunspot Number b) Smoothed Monthly Sunspot Number.
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problem for many years now, often being used as a test-bed for new prediction schemes®.

At the time of writing this thesis the Sun is entering its 23 cycle. By definition a cycle is defined
to begin at Sunspot minimum, with cycle 1 commencing in 1761. Observations in the last two
hundred years show that the cycle period varies between 8 and 14 years. It also has a variable
amplitude, with a maximum recorded SSN of 217 occurring during the solar maximum of 1959.

Towards the end of the 19'" century geomagnetic observations, initiated by Gauss, indicated that
the magnetic field of the Earth also showed a variation with a similar period but a slightly different
phase to that of the SSN cycle. It was an inescapable conclusion that the sunspots were related to
some influence over the Earth’s magnetic field; but quite how the number of dark patches on the sun
related to Earth-bound phenomena was a mystery. The result of this was the birth of many myths
which used the “magical” influence of sunspots as explanations for all manner of things Earthly,
from the crop yields to the physical and mental well-being of individuals. Even today scientific links
are made between solar activity and many terrestrial phenomena. The most famous example is of
course the aurorae providing beautiful displays at Northern Latitudes as the Earth’s magnetic field
interacts with streams in the solar wind. More tenuous links have also been made with the climate
in Friis-Christensen and Lassen (1991), with fish populations in Davydov (1986) and even with the
sexual behaviour of Crangon Crangon (shrimps).

At present there are almost 200 magnetic ohservatories around the world, each one equipped with
a magnetometer that measures the Horizontal field strength, H, the Vertical Field Strength, V and
the direction of compass North with respect to true North, D. H and V are normally quoted in units
of uT (micro Tesla) and D is usually quoted in degrees. During periods of little geomagnetic activity
the values of H, V and D measure the Earth’s dipole field, which is generated by electric currents in
the Earth’s fluid core. But the Earth’s dipole field cannot account for the rapid changes in magnetic
field that are observed during more active periods. These must be due to electric currents in the
ionosphere and magnetosphere. One such current that results in a gentle, regular diurnal variation
is induced by the atmospheric tides which are caused by solar heating and to a lesser extent by
the gravitational affect of the moon. These are called the solar quiet (S;) and lunar quiet (L,)
variations. There are also 27-day periods which are connected to the solar rotation period, which
are attributed to the presence of streams in the solar wind that form from material leaving certain
regions of the Sun. There is also an unexplained 6 month oscillation which reaches its maximum at

the two equinoxes.

9 which is surprising in some ways as the physical mechanism which governs the solar cycle is still poorly understood
in quantitative terms.
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In order to summarize the magnetic variations at a particular observatory over a three hour
period, the geomagnetic i’ index i1s used. This takes the greatest disturbance in H or V' over
the last three hours and rates it on a quasi-logarithmic scale from 0 (no disturbance) to 9 (very
disturbed). This scale is also sub-divided into 3 bands per number by suffixation with a + or —.
The planetary index, Kj, is obtained by averaging the A" values from each station where each station
will receive some sort of weighting, like the & parameter for SSN. The shortest time scale of interest
in this thesis is one day, so from here on, unless otherwise stated, the &, index should be understood
to mean the daily sum of the eight three-hourly values. Note that the monthly and yearly K, indices
are formed by averaging the daily K, values for each month and year. Figure 1.6 shows a sequence
of K, index together with the smoothed and unsmoothed monthly means back to when records
began in 1932. A variation of the K, index, is the A, which is measured in the same fashion but
scaled linearly rather than logarithmically. Notice the presence of a strong 27 day period in the
daily data, corresponding to the solar rotation period. There is also another geomagnetic activity
index called the antipodal or aa index. This is a combination of values from only two observatories,
one in England and one in Australia. The aa index has the advantage that it has been continuously
measured since the 1880s.

Highly correlated with SSN but only available since 1947 is the 10.7 Solar Fluz (SF). The

correlation can be well described by a linear equation:
SF =0915%«SSN + 59.916

The SF is plotted in Figure 1.7, in smoothed and unsmoothed monthly form. It is noticeably
“smoother” than SSN and is regarded as being a superior measure of solar activity in that it can be

objectively measured.

1.7.1 Solar Activity

This section is only intended to give a brief description of the various phenomena that are collectively
known as solar activity. They are all associated with the release or transport of energy in the
photosphere, chromosphere and corona. In some regions convective energy flow in the photosphere
is suppressed, causing cool regions, which are seen as sunspots. In other regions intense brightening is
observed at many wavelengths indicating the release of large quantities of energy, these are termed
flares. Further out in the corona bright convex arcs of expanding material are seen, these being
symptomatic of a Coronal Mass Ejection (CME), where the bright leading arc is interpreted as a

shock front formed by the fast moving ejected material. These are just three of the most striking
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and immediate manifestations of the exchanges of energy, whether it be kinematic or magnetic, that
take place on the sun.

Sunspots usually appear in groups or pairs and are not evenly distributed over the solar globe.
At any given time certain regions of the Sun are more likely to develop sunspots that others. In
Liggett and Zirin (1985) it is found that sunspots are 10 times more likely to appear in a region
of given area near an active region than in an equal sized area of little activity. Also sunspots are
always found in a band near the solar equator, the size of this band depending on the phase of
the cycle (this is called Sporer’s Law). The band is as wide as +40° just after SSN minimum, at
the start of the cycle, and as narrow as +10° at the end of the cycle. The transition from wide to
narrow is gradual throughout the cycle but the return from narrow to wide is sudden, producing
the famous butterflies on the Maunder Sunspot diagram, which can be found in many books about
the Sun. e.g. Zirin (1987). The farting pencil dithered on the spot for a moment until it gradually
began to realize that it was actually safe to proceed. Spots often form in pairs, with the two spots
being referred to as the leading spot, because it leads in the sense of the solar rotation, and the
following spot. The leading spot appears first, with the following spot almost always forming closer
to the equator. As the spots evolve they separate in distance, both moving away from the equator.
As this proceeds, the leading spot catches up in latitude so that the pair gradually align themselves
with the parallels of latitude as they grow older. During the separation smaller spots can appear
in between the pair so that a spot group is formed. The leading spot can usually be identified in
the group because apart from leading, it is usually quite circular in shape, whereas the other spots
including the following spot can be quite irregular. These spot groups evolve in a matter of days
and persist for up to a month, with the leading spot being the last to disappear. Having said this, a
spot does not usually disappear immediately. Rather it disintegrates, breaking up into many smaller
spots that gradually fade away.

The amount of spots on the sun can also be quantified by the area of the Sun that is covered with
spots. At any one time no more than 1% of the disk is covered with spots. As might be expected

there is a correlation with SSN:
Spot Area (Millionths of the Solar Disk) ~ 16.7 R

However, the correlation is not very good especially in view of the fact that Sunspot Area maximum
occurs about 2 or 3 years after Sunspot Number maximum. Since flare activity peaks at about the
same time as Sunspot Area, it can be argued that sunspot area is a better indicator of solar activity.

Sunspots are not just black disks, but are often quite irregular in shape and are not uniformly
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dark. The darkest region is called the umbra and is at the centre of the spot with a less dark region
surrounding the umbra called the penumbra. There is finer structure than this, especially when the
spot is viewed in Ha, where bright flecks, radial filaments and flows can be seen in and around the
penumbra. Sunspots also have strong magnetic fields, first reported in Hale (1912). In Hale et al.
(1919) it was found that the following and leading spots had opposite polarities. Also if the leading
spots had positive polarity in the northern hemisphere of the sun then the leading spots of the
southern hemisphere would have negative polarity (the Hale-Nicholson Law). It was subsequently
established that the situation would be reversed for spots born at the start of the next solar cycle.
The spot’s magnetic field is strongest in the middle of the umbra and is also normal to the surface
of the Sun there. Further out from the centre, the field becomes weaker and is more inclined to the
vertical.

Of course the above description is very general and often exceptions to the rules are observed.
sometimes there is no following spot or sometimes groups evolve without any clear leading or fol-
lowing spots.

Active regions are comprised of a whole cast of phenomena, sunspots being just one player.
Any region that shows any combination of flares, sunspots, plages (bright patches), filaments or loops
is referred to as an active region. All of these features can be ascribed to magnetic field formations.
either suppressing or encouraging the transfer of energy in some way. For example a suggested
explanation of sunspots is that strong vertical magnetic fields below them in the photosphere suppress
the convection of heat from the bottom of photosphere to the surface. This is because convection
requires a horizontal flow at the base of the photosphere which, in the case of sunspots, is difficult
because the plasma would have to flow at right angles to the vertical magnetic field. Flares are
attributed to releases of energy due to sudden changes in the magnetic field, e.g. in magnetic
reconnection. The strong magnetic fields which are present during reconnection can accelerate
electrons and ions, which can go on to produce enhanced thermal emission in Soft X-Rays and
impulsive, non-thermal emission in the form of Hard X-Rays and Gamma Rays, resulting in the
release of energy into light and particle kinetic energy that is known as a flare. Flares are associated
with active regions and are therefore most common and also most violent just after SSN maximum.

In the Corona many phenomena are observed that can be linked with activity at the Earth.
This is not surprising because the corona is really the start of the solar wind, so that any material
disturbance there will propagate out with the wind. The most dramatic of these is the Coronal

Mass Ejection (CME) where large “bubbles” of plasma are thrown out of the corona, expanding as



CHAPTER 1. INTRODUCTION 43

they do so. At the leading edge of CMEs is a shock front caused by compression of the overlying
and relatively slowly moving coronal plasma. So photographs and movies show a very bright arc,
indicating the outer edge of the CME. Time sequence photographs (or coronagraphs) can be found
in Zirin (1987) from the ill-fated P78-1 spacecraft that was shot down by the U.S. Air Force shortly
after making the observations included in Zirin’s book. The material in a CME will take two days to
reach the Earth’s orbit and if it actually hits the Earth it can be blamed for heightened geomagnetic
activity. The frequency of CMEs is quite surprising as they can occur as often as once every 24
hours expelling as much as 103 kg of solar material each time. This means that they can carry away
as much mass per unit time as the solar wind, on average.

In Soft X-Ray images of the corona there are dark regions where coronal material appears to be
absent. It has been inferred that in these regions the magnetic field lines open out, allowing plasma
to leave the sun. Coronal holes, as they are called, are often observed at the solar poles hinting
at a poloidal field that may have existed at some point in the cycle (see below). Bartels suggested
in Chapman and Bartels (1940) that there existed “M-regions” on the Sun that caused the cyclic
27-day disturbances apparent in stretches of geomagnetic activity. After Soft X-Ray images were
obtained by Skylab in the 1970s these mysterious M-regions were identified as being coronal holes.
Their effect on the Earth is attributed to streams of material flowing along the open field lines which
are “anchored” to the surface of the Sun, causing the streams to sweep by the Earth with a roughly
27 day period.

The Sun does not have an obvious Global Magnetic Field throughout its cycle. Though the
polar coronal holes provide tantalizing evidence of a dipole field, the magnetic structure between
the poles is usually extremely complicated and not dipole-like at all. T say “usually” because at
Sunspot minimum there are suggestions of a global poloidal field in the inner corona, evidenced
by the presence of streams of material following along poloidal paths. However, there is certainly
suggestion of global structure in the field throughout the entire cycle, evidenced for example in the
Hale-Nicholson law concerning sunspot polarities. Also at the end of each cycle (at the minimum)
the polarity of the Sun’s magnetic field suddenly flips so that polarity of the open magnetic field lines
at the poles reverse. This behaviour appears to be consistent with a Solar Dynamo model, where
the flows of the plasma due to solar rotation and local effects both contribute to a.complicated
re-generation of the solar magnetic field. This picture starts with a poloidal field just below the
photosphere at the beginning of the cycle. Since the conductivity there is so high, the field lines

are frozen into the plasma and carried around with the solar rotation. Differential rotation causes
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a twisting of the field, with field lines near the equator being pulled further ahead, until an almost
toroidal field is formed (i.e. the field lines are parallel to lines of constant latitude). The vertical and
horizontal convective motions cause large pockets of plasma to undergo twisting due to the Coriolis
force. This sets up toroidal currents which re-generate the global poloidal field but with opposite
polarity to that of the previous cycle. In this way the 22 year magnetic cycle is explained. Also
explanations for active regions are offered, in that, during the twisting of the toroidal field (which
occurs at solar maximum), bundles of twisted magnetic “flux rope” become buoyant and float to the
surface of the photosphere causing the phenomena associated with active regions. Other effects such
as the Hale-Nicholson law, Sporer’s Law and sunspot polarity reversal have all found explanations
stemming from the basic dynamo picture. However the picture is rather qualitative in that an MHD
theory has not yet been developed that can convincingly describe the re-generation of the global
magnetic field and the complicated local phenomena simultaneously. I

The Solar Wind which begins at the corona has a dramatic effect upon the Earth’s magnetic
field and can be detected as far out as 40 AU. The Sun emits the wind in geometrically the same
way a rotating garden sprinkler emits water, with the material travelling radially once it has left
the sun. However, if expelled material is traced from one region of the Sun it will be found to be
moving outward in a spiral fashion. Since the plasma leaving the Sun is highly conductive the field
is frozen into the expanding wind and consequently the field is wound into a spiral too. There are of
course variations in the speed, density and mugnetic field due to activity on the Sun. For example
the supersonic speeds of CMEs will cause shock waves to form, compressing the wind ahead and
causing rarefied cavities behind as shown in Figure 1.8. Because of these compressions/rarefactions
the magnetic field will be strengthened/weakened accordingly.

Spacecraft measurements show that the magnetic field of the solar wind is subject to sudden
reversals of direction, dividing the interplanetary medium into sectors in the plane of the ecliptic
where the magnetic field is pointing either towards or away from the Sun. This is explained as the
spacecraft regularly passing through a surface which divides the Northern and Southern heliomag-
netic hemispheres, the shape of the surface being like that of a ballerina’s skirt. This interpretation
is fortified by the disappearance of the sector effect when spacecraft are placed well above or below
the ecliptic plane. There are also sudden changes in field polarity due to the presence of streams of
material that have emerged from coronal holes; the magnetic field of the stream will have the same

polarity as that of the hole.
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1.7.2 The Earth’s Magnetic Field

The atmospheric gases of the Earth start to become ionized at about 40 km above the surface,
the region from this level up to about 500 km is referred to as the ionosphere. The region above
the ionosphere, where the geomagnetic field of the Earth almost entirely determines the motions of
charged particles, is termed the magnetosphere and it extends to about 10 Earth radii towards the
Sun and to over 100 Earth radii on the night side of the Earth. Figure 1.9 illustrates the basic shape
of the Earth’s field. The inner field is dipolar with the North pole at a geographic latitude of 77°
North. On the sunward side the field is compressed by the incident solar wind with some field lines
being “peeled off” and swept into what are termed the tail lobes of the field. At the polar cusps,
which divide the closed sunward field lines from the open tail lobe field lines, particles are able to
enter the magneto-sphere either being trapped along the closed field lines or being released to flow
in the tail lobes. Apart from this the solar wind plasma is segregated from the magnetospheric
plasma because of the “freezing out” of the wind’s field, causing the wind to be diverted around the
magnetosphere. Over 40 radii behind the Earth there is a magnetically neutral current sheet, where

the oppositely directed open field lines can meet and reconnect during substorms (see below).
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1.7.3 Solar Activity and the Earth

Geomagnetic activity is almost entirely due to concentrations of material in the solar wind. The
variations due to the internal electric currents of the Earth are almost negligible in comparison.
The presence of streams or speed, density and magnetic field enhancements in the stellar wind can
sometimes be traced back to the Sun indirectly and directly. The most obvious indirect method is the
recognition of a 27 day cycle in geomagnetic activity, as in Figure 1.6. A direct association between
individual solar and geomagnetic events is difficult because the solar material takes several days to
reach 1 AU and in doing so travels along a curved path which may or may not coincide with the
Earth. Even when it does, its effect can be quite complicated depending on the orientations of the
magnetic field of the Earth and the wind material. Until the 1970s, it was thought that geomagnetic
storms were induced by streams of material from Bartel's mysterious M-regions and by the release
of material in solar flares. Since M-regions turned out to be coronal holes and material has been
observed to be ejected from the Sun in the form of CMEs it is now believed that these coronal
phenomena are responsible for much of the geomagnetic activity. It has been argued by Gibson
(1993) that all geomagnetic effects can be linked to CMEs and that in comparison solar flares
are unimportant. However there is mounting evidence (e.g. Bravo (1994)) that CMEs, erupting
prominences, flares and active regions are all connected, occurring in or near coronal holes. So to
say that material and energy released in a flare has an inconsequential effect on the solar wind may
Le true but to say that solar flares are unrelated to disturbances in the wind, and therefore at the
Earth, is false.

The monitoring of geomagnetic activity in terms of the disturbance of magnetic fields at various
stations across the Earth shows three basic kinds of behaviour: Crochets, Storms and Substorms.

The regular S; and L, variations that are due to electric currents in the lower ionosphere can
be enhanced by heating and ionization from increased levels of soft X-Rays and Extreme Ultra-
Violet (EUV), which can result from a solar flare. These enhancements are called crochets and are
quite small (about 0.1% of the Earth’s normal field) and for obvious reasons occur only during the
day. Magnetic storms are more violent and spread world wide often commencing with a rapid rise
in magnetic field strength over few hours followed by strong fluctuations that last for a couple of
days. If measured at low latitudes a marked drop in overall field strength is also observed. The
initial rise is due to the compression of the day side magnetic field by the incident wind disturbance.
The following drop is caused by a ring current of charged particles around the equator effectively

generating a magnetic field that opposes that of the Earth. A substorm lasts only for half an hour
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and can occur during storms or in quiet periods. The size and frequency of the storms depend
on the orientation of the solar wind’s magnetic field, which can switch suddenly due to sector
effects and high speed wind streams. If the component of the wind magnetic field parallel to the
Earth’s magnetic axis is opposite to the direction of the Earth’s field then reconnection can occur,
resulting in more open field lines being swept behind the Earth into the tail lobes. This then causes
reconnection on the nightside of the Earth which has been observed to send plasma moving towards
and away from the Earth. For these reasons such a configuration of wind-Earth magnetic field make
substorms strong and frequent, whereas substorms become infrequent and less severe if the magnetic
field components match. Associated with these substorms are the aurore whose stunning visual
manifestations are caused by the excitation of neutral atmospheric atoms by energetic electrons in
the polar regions of the magnetic field. Aurorz are most common in an oval band which encircles

the magnetic poles and which can be seen very clearly from images recorded by satellites.

1.8 Predictions of Solar-Terrestrial Activity

This section reviews the application of the prediction schemes outlined at the start of this chapter
to the problem of forecasting the Sunspot Number time series. A serious problem in comparing
predictions is that different authors have used different measures of prediction accuracy. Most
authors provide a root mean square type error but as seen earlier the errors should be distributed as
white noise for the predictions to be “completely predicted”. This requires further information on
the authors’ work which is simply not available in most cases. A further problem is that the errors
are of course based on each author’s test set, so that comparison of like with like is not possible
unless I repeat the entire methods of each author exactly. Despite this, comparison of errors must
have some meaning and so, where appropriate and possible, [ include RMS errors either quoted from

the papers directly or inferred from the authors’ results.

McNish and Lincoln (1949)
Data: SSN - 12 month smoothed and 3 month smoothed: 1834-1943
Method: McNish-Lincoln
RMS:
1 year ahead: using only the previous year 7.1
2 years ahead: using only the previous year 10.6, using the last two years 11.1 This paper provides

one of the most longstanding prediction mechanisms, which is still used today to provide SSN and
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SF forecasts in the monthly Solar-Geophysical Data reports published by the World Data Centers.
The predictions above are made from the start of the cycle so I use P to mean the predict ahead time
from the start of the cycle. The prediction errors increase until P > 6 when the errors appear to
decrease. This is explained by the fact that the SSN residuals a larger “variance” at SSN maximum
and therefore the prediction errors there will be higher too. It is also worth noting that using the
mean cycle alone results in an error of 7.4. It is not stated in the paper whether the authors believe
that the use of the previous year is actually a statistically significant improvement over the mean
cycle used by itself. Using 3 monthly smoothed SSN, based on the SSN from eight months into the
past the prediction accuracies are as follows: 8 months ahead: 4.7

16 months ahead : 9.0

24 months ahead : 10.6

Using only the mean in this case is significantly worse giving 8,16 and 24 month prediction errors of

5.7,11.5,17.7

DeMeyer (1981)

Data: SSN annual means 1749-1979
Method: Empirical Mathematical
RMS:

No prediction errors quoted, see text.

The prediction methods investigated in this paper are really geared to the mathematical model-
ling of SSN, in doing so 3 such models are addressed. Model A recursively identifies and subtracts
the strongest frequency components from the data until no significant peaks remain in the spectrum.
The author then finds that the resulting residual time series is white noise. Model B proceeds in a
similar fashion but multiplies every second maximum by —1 so as to reflect the 22-year magnetic
cycle. Model C abandons any attempt to work with periodicities as the author feels that the sunspot

cycle is not formed by the superposition of many periodic processes. Instead functions of the form

N 2

witt) = 4; (54) exp [— (52) ] 4> (1.18)

=0 <t (1.19)

are used to represent cycle j, with A;, t; and 7; being fitted numerically for each cycle. W is

in fact a Maxwellian function and is used because it characterizes the tendency for cycles to have

shorter attack than decay phases. However, it can be seen from any plot of SSN that the smaller
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amplitude cycles are generally more symmetric than large amplitude cycles, something which cannot
be accounted for in this mathematical model. By the author’s own admission these models are
neither useful nor reliable for prediction. This is because these models are fitted with no regard to
the problem of generalization, discussed earlier. This might have been overcome in models A or B
by using the periodicity removal algorithm on two separate sets from the data and comparing the
results. Model C cannot really make a good prediction unless some use is made of the correlation

properties of A;, t; and 7; for successive j’s.

Kapoor and Wu (1982)

Data: SSN annual means, monthly means and daily values
Method: ARMA

RMS:

Yearly, ARMA(5,4), 16.3 (1 year ahead)

Monthly, ARMA(8,7), N/A (1 month ahead)

Daily, ARMA(2,1), N/A (1 day ahead)

This paper suggests that an n'" order continuous stochastic time series when discretised produces
not an AR(n) model but an ARMA(n,n — 1) time series. For this reason the authors assume that
SSN is well described by an ARMA(n,n — 1) model (though they do not state why they believe the
Sun conforms to a continuous nt" order stochastic process). The paper does not clearly state errors
for each timescale of prediction, but from the quoted variance of the white noise terms for yearly
numbers I inferred that the one year ahead prediction error would be 16.3. Since this error is derived
from the data used to fit the model I expect that prediction error on an independent test set would
be larger than 16.3. However, the results they proceed to quote using only data prior to 1958 have

an absolute error that is always less than 15. This discrepancy is not accounted for in the paper.

Holland and Vaughan (1984)
Data: smoothed monthly solar flux
Method: Adapted McNish-Lincoln
RMS: Prediction errors N/A see text.

This paper’s method is really just the McNish-Lincoln method with the interpolation step (re-
quired to stretch each cycle to the fixed number of points in the mean cycle) performed by a
Lagrangian least squares algorithm. It is therefore somewhat surprising that the predictions turned

out to be more accurate. Much of this paper is devoted to assessing the statistical meaning of the
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predictions, i.e. establishing confidence intervals on the predictions and using the y? statistic to
make comparisons with the standard McNish-Lincoln method. In so doing an RMS error is not

quoted so I cannot include an error value for this method.

Schatten and Sofia (1987)
Data: Annual mean values of SSN and SF for cycle 22 max.
Method: empirical-physical dynamo model

This paper predicts the maximum SSN for a given cycle using measures of the Sun’s polar field
strength at solar minimum. According to the dynamo picture of the Sun (see end of Section 1.7.1) the
Sun has poloidal field at solar minimum, which, through differential rotation, develops into a toroidal
field and from there into a complex web at solar maximum, which emerges through the surface of
the photosphere giving rise to active regions with sunspots etc. The motivation of this paper relies
on the assumption that a strong poloidal field at solar minimum is indicative of heightened activity
at solar maximum. Since solar dynamo models cannot provide any more quantitative rigour to the

last statement the authors’ turn to empirical linear relationships of the form
Rn=kB

where R, is the maximum annual mean Sunspot number, B is some (direct or indirect) measure
of the solar polar field strength and & is ar empirically derived constant. The three methods
of estimating the poloidal field strength of the sun were as follows: direct measurement of field
strengths at the poles, flattening of the current sheet dividing the heliomagnetic hemispheres in the
Solar System and the bending angle of the polar magnetic field inferred from streamers. In this
way the authors predicted that the maximum would occur in 1990 £ 1 year and be of the value
170 & 25. Using the correlation with SSN the SF value was inferred to be 210 + 25. According
to SSN solar maximum occurred in 1989 peaking at 158, below the prediction but well within the
authors’ uncertainty limits. The solar flux also peaked in 1989 at a value of 213.6, with a secondary
maximum in 1991 of 208. Despite this seemingly accurate prediction it must be remembered that
the predicted value of 210 came indirectly via prediction of SSN, which was not nearly as accurate.
and through a good but not perfect correlation with SSN. This is suggestive that in this case two

wrongs made a right.

(Gonzalez and Schatten (1987)

Data: Annual mean values of SSN and SF for cycle 22 max.
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Method: empirical-physical dynamo model

This method operates on the same principles as Schatten and Sofia (1987) above, this time using the
minimum of the monthly smoothed aa and A, geomagnetic indices to provide the connection with
the solar poloidal field that can be exploited to predict the SSN maximum. In this case 10 cycles
of aa index and 5 cycles of A, are used to build up a roughly linear correlation between maximum
sunspot number and minimum aa value. Using this method they predicted that smoothed monthly
SSN maximum would occur in October 1990+ 9 months with a value of 166 & 35. The smoothed
monthly sunspot number maximum (as calculated in this thesis) actually occurred in November

1989, reaching a value of 156.

Zhang (1988)
Data: Annual mean SSN
Method: Threshold Autoregressive Model
RMS:
1 Year Ahead: 16.3

This paper makes a straightforward application of a Threshold Autoregressive model described
in Section 1.2.5. The author uses data from 1700 to 1956 to fit the model and then checks it on
a test set from the years 1957-1985. From the values quoted in the paper I have inferred that the
1 year ahead RMS prediction accuracy of the model is 16.3, this can appreciated in Figure 1.10
where the RMS errors calculated over successive nine year intervals are plotted. The maximum of
cycle 22 is predicted to occur in 1990-91 and have SSN reaching 81.2 4+ 16.2. This prediction is an
extreme underestimate with the (rather optimistic) error quoted by the author failing to cover the
actual value. In fact judging by the predictions of the years 1986-94, where the RMS error is 51.47
(the last point in Figure 1.10), it seems that this model’s predictions of the future are significantly
worse than those on the author’s test set. Figure 1.10 shows this as a sudden change in RMS error
in 1985, the end of the test set. Either the author was extremely unfortunate or else the test set
was incorrectly used to gauge the success of this method. If the latter is the case then the use of a

Threshold Autoregressive model seems inappropriate for describing SSN.

Wilson (1990)
Data: Smoothed SSN for cycle maximum prediction
Method: Empirical-statistical

In this paper the rate of growth of SSN between minimum and maximum is correlated to the
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Figure 1.10: This is a plot of the RMS error of yearly SSN predictions evaluated on successive nine
year intervals from 1956 to 1994. The years 1956-1985 were the test set and the last nine years
1986-1994 are the years for which the author made predictions into the future.

height of the maximum. The rate of growth is measured in a straightforward fashion taking the
difference in SSN between minimum and ¢ months after minimum and dividing by ¢. It is found
that larger values of ¢ provide a better correlation with maximum SSN, and so therefore provide
better prediction accuracy. The author also points out that using the maximum measured rate of
growth correlates best with maximum sunspot number, although it can occur only 1-2 years before
the maximum allowing only relatively short term predictions. Using data up until the beginning of
1989 the author predicts that the height of cycle 22, according to smoothed SSN,' will exceed 164.0
within a 97.5% confidence limit. The SSN peaked in 1989 at a value of 159.

Kurths and Ruzmaikin (1990)
Data: Annual mean SSN
Method: Nearest-neighbour method.
RMS:
1 Year Ahead: 30.5
This paper applies the method proposed by Farmer and Sidorowich (1987) (see Section 1.3.3)
to the prediction of yearly SSN with the solar magnetic polarity included by multiplying every odd

cycle by —1. The years 1749 to 1923 were used to fit the model, with data thereafter reserved for
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Table 1.1: Prediction RMS errors for various statistical models. Note that the number of parameters
includes the constant mean which is subtracted from the data before fitting.

Model AR(9) Subset AR(9) TAR Subset Bilinear
RMS 13.8 14.6 12.2  11.13

No. of

Parameters 10 4 19 11

use as a test set. Only a plot of the predictions on their test set is provided in the paper and so by
method of using a ruler to measure the gaps between actual and predicted SSN I have found the
RMS error of their method to be 30.5, evaluated over the range 1926 to 1979. The majority of the
errors were incurred at the largest maximum in history, that of cycle 19 and the maximum of cycle

18. They also predict the maximum of cycle 22 to occur in 1990-91 with a peak value of about 162.

SubbaRao and Gabr (1984)
Data: Annual mean SSN 1700-1955
Method: Bi-linear, AR, Threshold Autoregressive
RMS: See Table 1.1.

These results can be found in Chapter 6 of the book, where the three types of model are compared.
Also used are subset AR and bi-linear models. When fitting a time series model such as an AR(N) »
model all N previous values of the time series’ history are used. If some of the coefficients are found
to be small, it might be worthwhile refitting the model missing out those terms; this is what is meant
by subset. For example in the study in this book, the AR(9) model uses X;_1, X;_2, X;—3,..., Xi—q
but the subset AR model uses only .X;_;, X;_2 and X;_9. The models were fitted using data from
1700 to 1921 and the prediction accuracy tested on 3 cycles of data from 1922 to 1955!°, the RMS
errors inferred from the authors’ 1 year ahead prediction variances for each model are listed in
Table 1.1. Although these prediction errors are quite impressive it must be remembered the huge
maximum of 1957 is not included in the test set, though it was included in the test sets of previous
authors. As shall been seen with NNs later in the thesis the 1957 maximum is a surprise to almost
every prediction scheme.

Since the authors are approaching the subject from a statistical background they also examine
the properties of the residuals, concluding that the residuals are both independent and normally

distributed for each model. Despite these statistical results the independence of the residuals appears

104 repeated mis-print in the authors’ text states that the range is 1922 to 1935.
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Figure 1.11: The residuals of the bi-linear model.

to be rather frail, judging by Figure 1.11, which plots the residuals of the Bi-linear model with
Sunspot Number. It is immediately obvious that prediction error is larger during the rise and fall

of each cycle.



Chapter 2

The Data and its Analysis

“Tell us what we want to know or we’ll give you a kickin’ and fit ya up good an’ propa”

Jack Regan

2.1 The Gallery

Many introductory texts on time series analysis, e.g. Cryer (1986), start by stating that the most
important means of analyzing a time series is just the visual inspection of a plot, i.e. just look at it.
So the first step I take in this chapter is to provide a gallery of graphs that show the entire available
and reliable history of the three important time series in their various formats: yearly, monthly,
smoothed monthly and also extracts from the raw daily series.

As a note to these plots remember that the technology, personnel and method of observing has
changed throughout the years so there are certainly subjective effects of some kind present. This is
especially true for the sunspot number where the subjectivity is of such a level that two observers
who are working with the same image can actually arrive at two different, albeit similar, values.
This problem is partially removed by averaging over the opinions of many observers at many sites.

The K, index does not suffer so greatly from this problem but still the methods for measuring the
magnetic field disturbances could have changed, even just subtly, since regular records began in 1932.
Again subjectivity of a single instrument isin part allowed for by averaging over the measurements at
13 stations located between the latitudes 63°S and 46°N: Lerwick (UK), Eskdalemuir (UK), Hartland
(UK), Ottawa (Canada), Fredericksburg (USA), Meannook (Canada), Sitka (USA), Eyrewell (New
Zealand), Canberra (Australia), Lovo (Sweden), Rude Skov (Denmark), Wingst (Germany), and

56
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Figure 2.1: The first half of the reliable history of the Zurich (calendar) monthly average sunspot
number.
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Figure 2.2: The second half of the entire reliable history of the Zurich (caléndar) monthly average
sunspot number. N.B. the scale is not the same as in Figure 2.1.
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Figure 2.3: The entire history of the 10.7cm (calendar) monthly average solar flux.
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Figure 2.4: The entire history of the (calendar) monthly average .
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Witteveen (The Netherlands). Unlike sunspot number the geomagnetic disturbances are of course
intrinsically dependent on the location of the observatory.

The 10.7 cm solar fluz has the shortest range of the three covering only four complete cycles to
date. Unfortunately the data is not actually available for every day since its regular measurement
began in February, 1947. Many daily values for many weekends and festive periods are missing
from the data in years before 1963. Thereafter only 7 days are missing due to malfunctions and
maintenance. For months that have days missing [ have reduced the number of days in the month
accordingly in the calculation of the monthly average. Unfortunately another version of the daily
solar flux time series is available that seems to have these missing days “filled in” using linear
interpolation. While this probably has little impact when working with monthly averages I feel it is

important to treat the available data with respect and be wary of such “fixes”.

2.2 Power Spectra

Figures 2.11,2.12 and 2.13 show the Power Spectra of the three monthly time series: sunspot number.
solar flux and K, index respectively. For each time series a stretch of M = 2V months, where
1s an integer, was selected and mean-subtracted so as to remove the zero frequency power from the

spectrum. This data was then “windowed” using the Bartlett Window:

where i labels the month from the start of the stretch of A months used. The Bartlett window
serves to reduce the leakage of data from neighbouring bins in the Fourier transform, improving on

the usual situation where the window function is effectively just a square function of unit height.

The discrete Fourier transform, z; of the time series z,za,..., s is then:
M-1
- 2rjm /M .
i = E Won Ly € 2T/ j=0,....M -1
m=0

From the Fourier transform the power p; in each frequency bin j can be calculated by the following

formulae
1.,
po = WIIM'
1, ., . . Al
pj = W(Il‘f|'+|f.\1—j|2) §=0 5l
| SRS
Py = leal

3
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Figure 2.5: The entire history of the Zurich yearly average sunspot number.
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Figure 2.7: The entire history of the yearly average A, index.



CHAPTER 2. THE DATA AND ITS ANALYSIS 65

o
)
T T T T )
(q\]
-
_Q_{
{/} o
- ]
(0)]
-~
(@)
L 4 ©
—~— (0)]
{/_’_’_/_ﬂ/,)‘_
[//,‘_> o
= d <
(0)]
L gl
p S
Q3
F "‘o)>-
—
o
| O
B (o))
-~
o
4 @
B (o 0]
~—
(@)
4 ©
B (00
-~
! 1 1 1
o (@] o - o
(®) L0 o [p]
(a\] -~ ~—

Figure 2.8: The entire reliable history of the 13 month smoothed Zurich (calender) monthly average
sunspot number.
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Figure 2.9: The entire history of the 13 month smoothed 10.7cm (calender) monthly average solar
flux.
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Figure 2.10: The entire history of the 13 month smoothed (calender) monthly average /', index. -
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Figure 2.11: The power spectrum of {calender) monthly average sunspot number. The arrow marks
the frequency corresponding to the 11 years.
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Figure 2.12: The power spectrum of (calender) monthly average solar flux. The dotted curve shows
power spectrum of the adjusted solar flux time series and the solid curve shows the power spectrum
of the observed solar flux time series. The arrows indicate the frequencies corresponding to periods

of 11 years, 12 months and 6 months.
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Figure 2.13: The power spectrum of (calender) monthly average R}, index. The arrows indicate the
frequencies corresponding to periods of 11 years. 12 months and 6 months.
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where the constant W is given by
M-1

- 2
W=3 w
7=0
and frequencies in cycles per month, f;, corresponding to the index of the Power Spectrum are given

by

The convention used above means that f; for j > % are really negative frequencies, i.e. far_; for
1< % is equivalent to —f;. Since the data being used is a sample of a (supposed) stochastic process
the p;’s should be regarded as estimates of the actual power spectrum. It can be shown (e.g. Jenkins
and Watts (1968)) that the p;’s will be asymptotically unbiased estimates' as M — oo but that

these estimates have a variance of 100%, i.e.

Var[P}] = (E[P;])°

where P; is the random variable of which p; is a realization. To improve on this I have smoothed the
spectrums in a straightforward manner by re-binning the data in each plot. If the data is re-binned

as

b—1

qk =) pjbk

i=0
where b is the number of points in each bin, then the variance of the smoothed power spectrum
estimates is given by

N2
(E[Qs])

Var(Q;] = 0y

(The effect of re-binning on bin leakage is addressed in Appendix Section A.2, for here suffice it
to state that it effectively reduces leakage). Of course the price to be paid is a loss of frequency
resolution, so a balance between variance and resolution has to be made. For the plots in Figures
2.11, 2.12 and 2.13 I have only used bins of size b = 2 because larger bins result in the 11 year peak
becoming unresolved.

The sunspot number power spectrum in Figure 2.11 only shows one clear peak, that of the 11
year solar cycle indicated by the arrow. By clear I mean outwith the limits dictated by the variance
i.e. the variance of each p; is equal to %P._;’—]. Since the cycle is so variable in length and height this
peak is very wide, spread over the period range of about 7 to 16 years. The solar flux spectrum

in Figure 2.12 again only shows one definite peak. In this plot there are two very similar spectra.

! Though the leakage between frequency bins complicates this statement.
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The solid line is the spectrum obtained from the adjusted solar flux, which is actually the data that
has been used so far in this thesis. The dashed curve is the power spectrum of the observed solar
flux. The adjusted series corrects for the eccentricity of the Earth’s orbit and in so doing removes
some power from the 12 month, and to a lesser extent from the 6 month periods. This highlights
two things: firstly that the variance of the spectrum is high enough to render the 12 year variation
almost invisible and secondly that the difference between the adjusted and observed series is slight
and confined to a very narrow frequency band corresponding to 11-13 months in period. The first
point begs the further question which cannot really be answered; what other “real periodicities”
lie buried in the noise of the spectrum? The K Index in Figure 2.13 has a somewhat weakened
and broadened 11 year peak because the K, time series shows the cycle to a much lesser extent
than either solar flux or sunspot number. Also clear in this plot is the 6 month period peak (see
Section 1.7), note that there is no trace of a peak at 12 months confirming that the 6 month peak
is not a harmonic of some annual effect. By looking at the phase of this peak it can be determined
that the two maxima that occur each year tend to occur at the equinoxes; this can also be confirmed
from careful inspection of the data itself. This result has been previously reported in Fraser-Smith
(1972).

Figures 2.14, 2.15 and 2.16 show the power spectra for the daily series. Since there is so much
more daily data, large smoothing bins could be used to reduce the variance by a much larger factor
than was possible for the monthly series. The daily sunspot number spectrum in Figure 2.14
shows two distinct peaks at periods of 27 and 13.5 days, the latter almost certainly being a harmonic.
The daily solar flux spectrum in Figure 2.15 again shows the 27 day solar rotation period, but
now a complete set of harmonics can be clearly identified. The K, Index in Figure 2.16 is even
more striking with the height of the 27 day harmonics dying off very slowly indeed. To explain these
prominent harmonics I present an idealized model of a time series exhibiting a strong periodicity in
the form of a series of impulses.

Imagine a time series is represented by a continuous function T'(¢) of the form

T(t) = gs <t—‘aﬂ’-> +e(t)

where 5(x) is a function localized around z = 0 such that

Sx) > 0 lz| < (2.1)

(2.2)

DO = N —

~ 0 lz| >
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Figure 2.14: The power spectrum of daily sunspot number. The arrows mark the frequency cor-
responding to the 27 day solar rotation period and its first harmonic. The spectrum was smoothed

using b = 256.
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Figure 2.15: The power spectrum of daily solar flux. The arrows indicate the 27 day solar rotation
period and its harmonics. The spectrum was smoothed using b = 128.
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Figure 2.16: The power spectrum of daily average K, index. The arrows indicate the 27 day solar
rotation period and its harmonics. The spectrum was smoothed using b = 256.
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and €(t) is a zero-mean white noise process which is continuous in time; a continuous white noise
process may seem counter intuitive but the concept can be made mathematically precise in terms

of its auto-covariance function,

ve(u) = /m e(t)e(t + u)dt (2.3)

oo

which will be a delta function, y.(u) = §(u)o? where, by definition?, Var[e(t)] = o®. The function
T'(2) is therefore a mathematical representation of a time series of regularly spaced identical pulses
with superimposed white noise. To find the power spectrum of T'(¢), its Fourier Transform must

first be calculated.

J-1 .
Froiwm = 7| s(50) [ w+Flom
7=0

Fs(k) + Fn(k)

where Fs(k) is the Fourier transform of the signal and Fy is the Fourier transform of the noise.
The power spectrum P(k) can now be calculated as

(Fs(k) + Fn (k)" (Fs(k)+ Fn(k)) (2.4)
[Fs(b)* + 1Fv (k) + F5(k)Fn (k) + Fs(k)Fx (k) (2.5)

P(k)

where * denotes complex conjugation. Since P(k) is actually a continuous random variable its
expectation must now be taken. Fs(k) is the Fourler transform of the deterministic signal so
E{Fs(k)] = Fs(k); with the same property holding for its complex conjugate and modulus squared.
The expectation of the Fourier transform of the noise is given by

E[Fn(k)] = E[/w e(t)e””dt]

— 20

= /N Ele(t)] e'*" dt

-0

= 0

because E[e(t)] = 0 since ¢(t) has zero mean. Since the same result holds for F3 (k) the last two

terms of (2.5) disappear in the expectation. The expectation of the remaining term, l.7—',\/(k)|2 can
be found as follows

E[\Fx(k))Y] = E[/Cc e(x)e ™ dr /oo qy)eikydy]

-0

2Strictly speaking, the variance of a continuous time white noise series is infinite. However, if the variance is
defined in terms of the power spectrum. that is in terms of the Fourier transform of ~¢(x). then the variance can be

defined as a finite value.
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-l
~1

20 o0 .
= F [/ / e(z)e(z + u)e'® dmdu] Jy=z+u
-0 - 00

= F l:/ﬁb o’ 5(u)e”“‘du}

2
= o
using the mathematical definition of the white noise process (2.3). So the expected power spectrum
1s just
E[P(k)] = |Fs(b)* +
that is the noise component simply adds its variance onto the power spectrum of the signal. Turning

now to the the signal and using the linear, shifting and scaling properties of the Fourier transform

Fs(k) = JZ;:J—' [s (‘;ablﬂ (k)
J-1

= aS(ka) Z etk

7=0
. 1— eika

= aS(ka) summation of a geometric series

1 — gikb
where S({) = F[S(t)](k). Finally taking the squared modulus yields

o 1 —coskbJ

[Fs(k)|” = a”|S(ka)|” T———~-

So that the expectation of the power spectrum is given by

. o 1 —coskbJ 9
E[P(k)] = a® P 4ot
(P(k)) = a*|S(ka)f} = + 0
Using the defining properties of the pulse function in (2.2) it can be shown, e.g. Brigham (1988).
that the power spectrum of S(%), that is |S(ka)|?, is a decreasing, though not necessarily monotonic.

function in & over the range (0,oc). It is then clear that the smaller the pulse width a becomes,

the slower its power spectrum decays. The cosine term reaches maximum when k£ = ﬂ%l, n being
a non-negative integer, so that E[P(k)] will show a global maximum at k = Q_bm with subsequent

smaller peaks decreasing in size due to the modulation of |S(ka)|?.

To summarize then, this ideal time series T(¢), consisting of J pulses each of width a, spaced
at a regular interval of b with superimposed zero-mean white noise, has a typical power spectrum
as shown in Figure 2.19. The spectrum is shifted up the power axis by the noise to o>. There is

a fundamental frequency peak at k = 2% with harmonics at multiples of this frequency, decaying
q yp 5
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Figure 2.17: The power spectrum of daily sunspot number plotted with the theoretical spectrum
with pulse width a=25.
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Figure 2.18: The power spectrum of daily solar flux plotted with the theoretical spectrum with pulse
width a=10.
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Figure 2.19: The power spectrum of daily average A, index plotted with the theoretical spectrum
with pulse width a=6. The spectrum was smoothed using 6 = 256.
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In size at a rate according to the pulse width a; narrow pulses resulting in a slower decay of the
harmonic peaks.

To relate this to the observed daily data and its power spectrum constder first the strong harmonic
peaks for the K spectrum in Figure 2.16. The first peak is at 27 days, the solar rotation period,
so b = 27. However, the size of the harmonic peaks indicate that the width of the pulses ¢ must be
relatively small compared to b. In an attempt to quantify the size of a, albeit rather roughly, I shall

assume that the pulses are Gaussian i.e.
S(z) = e_J:2

so that

2 _z2

= e 2

‘S(zc)

Setting b = 27, Figure 2.19 shows that the plot of F[P(k)] with a = 6 is consistent with the data.
Figure 2.18 shows this for the solar flux, where now a = 10. For sunspot number in Figure 2.17,
@ = 25. The plots are not in close agreement for several reasons: the data spectrum is smoothed,
the assumption of white noise may not be valid and the assumption of a Gaussian pulse may not be
accurate. Also in reality the pulses are neither of constant height nor equally spaced. However these
results are sufficient to establish the relative lengths of pulses and are consistent with the nature of

the three time series for the following reasons:

e K, Index The presence of 27 day fluctuations in geomagnetic activity has been well-known
for many years. As stated in Section 1.7 there are good reasons to believe that they correspond
to streams in the Solar Wind that emanate from coronal holes. These wogld sweep past the
Earth every 27 days, on average, but would presumably cause relatively short lived activity
because the stream has emerged from a localised region on the Sun. Figure 2.22 shows the
mean subtracted data over a year in 1994-1995. It is clear that the negative excursions are

longer than the positive.

e Solar flux This time, the 27 day rotation period enters directly because the solar flux time
series betrays the presence of localised and enhanced radio emission on the visible side of the
Sun. These localised regions are of course linked to active regions which survive for many
solar rotation periods. However, it is not quite an on-off effect because the contribution from a
localised radio source will diminish smoothly as it moves onto the limb and increase smoothly

as it moves from the limb to the centre. Thus the positive excursions will be slightly shorter
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than the negative excursions, on average. This again is (perhaps only suggestively) visible in

Figure 2.21.

e sunspot number Again like the solar flux there is an on-off type effect, only with sunspot
number it is more pronounced because sunspot groups can just “appear” near the limb - either
a spot 1s visible or it is not visible. This means that the sunspot number will, on average,
have a larger pulse width than the other two series as evidenced above in the rapid decay of
the harmonic peaks. This means that perhaps square rather than Gaussian pulses should have
be used in the above comparisons for sunspot number. Since sunspots have lifetimes which
are comparable with the solar rotation period the situation is more complicated and the “on
average” qualification needs to be borne in mind when looking at data. However, Figure 2.20

does show that the sunspot number variation is more “square” than either K, or solar flux.

The use of the power spectrum in analysing the 27 day fluctuations for the above time series
certainly does show features that are consistent with the nature of the time series as discussed above.
What has been achieved that is beyond the ability of, say, the human eye on a daily time series
plot, is the provision of some kind of average information about the cyclic variation, specifically in

suggesting the average shape of the cyclic variations.

2.3 Stationarity and the Solar Cycle

As indicated in Section 1.2.3 the sunspot number time series is generally regarded as being a Non-
Stationary time series. However, there is no explicit justification of this in the literature that I have
surveyed. This is presumably because there is no conclusive way of showing thlat a time series is
non-stationary. I also find it surprising that I have been unable to find documented attempts at
reducing sunspot number to stationarity. This is presumably because no researcher has had much
success in the attempt and has consequently thought the results were unpublishable. There is a
fairly general non-stationarity test described in Priestley (1988), though no reference is made to
the use of this test on the sunspot number. Instead of applying such a test I wish to present some
empirical and intuitively persuasive arguments as to why sunspot number is a non-stationary time
series. Remember that (weak) stationarity requires three things: constant expectation, constant
variance and an auto-covariance function that depends only on lag. I shall defer consideration of
the auto-covariance until the next section and concentrate for the moment on whether or not the

expectation of sunspot numberis in any way constant.
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2.3.1 Why sunspot number is a non-stationary time series

The issue of non-stationarity is really two-fold. First it has to be established that the sunspot number
1s really non-stationary and secondly it is necessary to investigate the feasibility of reducing it to
stationarity. There is no guarantee that the latter is possible, which was one of the main problems
with the Box-Jenkin’s “classical” approach to fitting linear time series models (see Section 1.2.4).
In many ways, even down to the mathematics of it, the prospect of reducing an arbitrary non-
stationary time series to stationarity is about as realistic as believing that an arbitrary set of non-
linear equations can be reduced to linearity. So in the following arguments I stress not only what
makes the sunspot number non-stationary but also what is stationary about it.

Let S, denote yearly sunspot number. If sunspot number was stationary then E[S,] would be a

constant, independent of n. That is

E[Sn] - E[Sn+m] (26)

for any value of m. However, if n is the year of a cycle minimum and m = 4, say, then it is intuitively
obvious that (2.6) is not true. Perhaps then a statement concerning the shape of the cycle is possible;

such a statement might be

E[Sn] = E[511+T] (27)

where 7 is the mean length of the solar cycle. There are two reasons to suspect that this statement
is not true. The first one is that (2.7) seems untrue for cycie maxima, different cycles have different
sized maximum. Looking at a cycle with a large maximum, e.g. cycle 18 or cycle 19, it is clear that it
1s not just the maximum value which is “above average” but almost all the values of the cycle. This
could be interpreted as each cycle reflecting some underlying physical state of the sun and its global
magnetic field, in which case F[S,] # E[Sn+-] and therefore the series is non-stationary. However,
it could be argued instead that we do not see the expectation value, we see the expectation value
plus (supposed) stochastic fluctuations. Explaining this effect as a stochastic variation would require
the concept of a mean cycle, given by E[S,] for n = 1,..., 7 plus some time series which his highly
autocorrelated, to ensure that if one point departs greatly from its expectation its neighbours will
also. This idea is the basis for the McNish-Lincoln time series model (see Section 1.3.2). The second
reason why (2.7) seems unreasonable is the very fact that cycles vary in length. Just how much the
length of the solar cycle has varied over its measured history is not certain in my opinion. If the
pre-1850 sunspot numbers (reconstructed by Wolf) are to be accepted then the variation in cycle
length is very large: from 8 years to 15 years, which correspond respectively to the first and second

cycles on record at the start of the 17" Century. Excluding the pre-1850 data, the minimum cycle
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Figure 2.23: A plot of Sunspot Cycle lengths against the start time for each cycle. The horizontal
line indicates the mean period, the vertical line divides the modern data from Wolf’s reconstructions
of older data.

length is 10 years (cycle 15) and the maximum is 12 (cy~cle 13). So if the pre-1850 reconstructions
are to be trusted then the evidence for long-term non-stationarity is strong. However, the transition
from large variations in cycle length to small variations in cycle length is actually around or before
1850, making the assertion of the previous sentence somewhat suspect. Figure 2.23 plots the cycle
length against cycle start date.

In order to quantify the statistical significance of pre- and post-1850 cycle length variations the
F-statistic may be used with the null hypothesis that the pre- and post- data sets both come from
distributions with the same variance. Let o be the sample variance of pre-1850 cycle lengths and

let 0% be the sample variance of post-1850 cycle lengths, the F-statistic is defined as

SARN

F=

(Note that the pre- and post-1850 sets are of unequal sizes, namely 22 and 12 respectively.) Since
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the distribution of the F-statistic is well-known, the significance of F' can be estimated (accounting
for the unequally sized data sets) and used to quantify the meaning of the differing variances. The

means and variances for the two sets are:

p_ =11.15 o =3.38
py =10.90 o3 =058

The F-statistic obtained was 5.871 with a significance level of 0.004. This significance level can be
interpreted as the probability of obtaining an F-statistic larger than 5.871 under the assumption of
the null hypothesis that both pre- and post-1850 sets actually have the same underlying variance.
The next question is: did the variance really abruptly change at 18507 Figure 2.23 seems to give
the human eye this impression, but there is also another way to check this. By sliding the vertical
line dividing the pre- and post- data sets in Figure 2.23 back and forth by a number of cycles and
recalculating the F-statistic, it is possible to see which dividing date, if any, gives the most significant
difference between variances. Figure 2.24 plots the F-statistic against cycle offset. Given that the
total number of cycles in the sample is only 34 [ have not used offsets which would reduce the
number of cycles in either set below 8, hence the range -14 to 4. The minimum value on this plot
corresponds to the divide which causes the most significant difference in variances between pre- and
post- sets. In fact there are two minima, one at an offset of -14 (the year 1700), with significance
level 0.0034, and the other at offset 0 (the year 1850), with significance level 0.0042. The one at -14
might correspond to the fact that Wolf’s reconstruction of yearly data only extended back to about
1700 but it is quite possible that at this large offset, with only 9 points in the pre-1700 group, that
the F-Statistic is becoming unreliable. The other minimum occurs at 1850 but there are many small
values of significance down to offset -4, so the change in variance is not necessarily abrupt at [850.

The conclusion is that a change in behaviour of cycle length is certainly present in the data and
that it occurred sometime between 1800 and 1_850. It is therefore entirely possible that this is due
to the unreliability in Wolf’s sunspot number reconstruction, though it cannot be ruled out on the
basis of the above results that the Sunspot cycle went through a period of intrinsic change. Such
a change would be consistent with a chaotic dynamo picture (see Section 1.7.1) and the conjecture
that there might have been no cycle at all before the Maunder minimum, 1.e. that a stable cycle has
only been in existence since some time in the 1600s.

It is indisputable that the cycle length does vary to some degree, but is this unquestionably a

symptom of non-stationarity? Not necessarily, for precisely the same reasons as the varying size
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of maxima cannot be viewed as proof of Sunspot Number being non-stationary. Imagine for the
moment that the sunspot number has a mean cycle of length 7, so that E[S,] = E[Sn4-], then the
highly correlated fluctuations proposed above that give rise to the variable cycle size could quite
concelvably also cause a minimum to apparently arrive early or late. So the crucial issue that needs
to be resolved if sunspot number is to be predicted on the timescale of years is whether or not the
existence of a mean cycle is justifiable. If not, then there are non-stationary effects at work, in effect
“moving the goal posts” of prediction. The predictability of such non-stationary effects would then
become the main issue and it is quite conceivable that some consideration of the global magnetic

field structure of the Sun and possibly a dynamo model may be required.

2.3.2 Evidence for a mean cycle

It has already been shown that there was a statistically significant change in the recorded length of
the solar cycle in the years surrounding 1850. Since it cannot be established whether this change
is intrinsic to the solar cycle or due to distorted reconstruction of data, I shall only use data from
1850 onwards. This means that only 12 complete cycles are available for use in the following test.
The hypothesis that I wish to investigate is:

The sunspol number can be regarded as a time series S, with a mean cycle of constant length 7,
such that E[Si] = E[St+r]

However with only 12 cycles of data it is impossible to verify this with any certainty. Instead a
weaker, but more testable, hypothesis seems more appropriate:

If Sp ) is the sunspot number for the k" point of the n*M cycle and there are N cycles then
. P y

N/2 N
E|Y Sux|=E| D Saw
i=1 j=N/2

fork=0...1—1 and forn; € {1,2,..., N} such that n; # n; fori# j. Basically this says that if
the 12 cycles are split into any two groups, the two mean values of each group for each phase point
should be the same. The second hypothesis is an implied consequence of the first hypothesis but

not the other way around. Therefore the test that is described below can only effectively disprove

the first hypothesis:

o Let T; represent the time between the minimaof cycle i—1 and i, i = 1,...,12. (I subjectively

decide the date of each minimum from the monthly sunspot number time series).
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Table 2.1: Probabilities averaged over all possible groups at each of the 10 cycle phase points
0.501579
0.503997
0.500690
0.503060
0.504791
0.506950
0.509000
0.506109
0.503458
0.505551
v. | 0.504518

B 00 DS W —

o The estimated length of the mean cycle is then

1 12
+:EZI:T,»

and was found to be 130.6 months.
o A start date for the first mean cycle is chosen (I subjectively decide this).

e The minima of the mean cycles now defines where each cycle is supposed to begin. From

the above reasoning the apparent minima may not occur at the same time as the mean cycle
minima.

¢ The monthly time series is used to form a new time series such that the new time series gives
the average sunspot number at 10 phase points per cycle i.e. each point of the new time series

is the average over 13.06 months.
o The 12 cycles are split into two groups of 6. group X and group Y

e The two mean values, one from group X and the other from group Y, for each phase point &
are calculated and compared using Student’s t-distribution. This yields the probability pi of

obtaining a difference in means greater than the one observed.

e Another different pair of groups are chosen and the last two steps are repeated until there are

no groups left.

The probabilities averaged over all possible group pairings, of which there are

1 12!
—{ —— | =462
'2((6!)2> 1
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are given in Table 2.1. A value near one indicates that the means of that phase point are significantly
similar in most of the groups. In each case the value is very close to 0.5, and in each case it was found
that the spread of values that went to form each average was from 0.01 to 0.99. The conclusion
is therefore that the data contains no evidence to verify the second hypothesis above. It is also
reasonable to further conclude that the assumption of a mean cycle, as defined above, is not justified.
However, as with all statistical methods this result could be the product of an “unlikely” set of data.
Also the test that I have made is not objective because it depends on some very subjective decisions,
i.e. the definition of the cycle minima and the starting point for the first mean cycle. The latter was
checked to some extent by repeating the test for different starting points, but the results of the test
were unchanged in each case. Even if the hypothesis is rejected there are many more that could rise
in its place, for example a mean cycle that actually varied in length but was constant in shape or
vice-versa. Tests like the above could be constructed for these hypotheses but restrictions of time
and the fact that there are only 12 “reliable” cycles do not permit me to investigate these further

possibilities.

2.3.3 What is stationary about the solar cycle?

There are several qualitative statements that can be made about features of the solar cycle that
appear to stay the same, or at least nearly the same, over time. The obvious statement being that
“there is a cycle and that it has a period of 10-12 years” (ignoring pre-1850 data). A statement such
as “the cycle attack time is always less than the cycle decay time” would also appear to borne out by
the data, for example see Table 2.2 which shows that the average attack time for a cycle is 4.8 but the
average decay time is 6.2 years. Also for all the post-1850 data the attack time is always shorter than
the decay time. Note that in the pre-1850 data there are many exceptions to this rule. Once again
this statistically significant change is consistent with either the solar cycle undergoing an intrinsic
period of change or distortion due to unreliable reconstruction. I now proceed to quantify some
of these properties and examine the significance of them using the Sbearman Rank-Order Linear
Correlation Coefficient described in Press et al. (1994).

The Cycle Shape may be described by the attack time T, decay time T and the height of the
maximum Sp,.x. Each one of these quantities varies considerably from cycle to cycle but the question
is: is there some aspect of the cycle shape that is preserved? First of all I turn to the relationship
between Ty and Ty, where the rule T, < T holds without exception for the post-1850 data. From

the results of the linear correlation it appears that there is a significant though not necessarily linear
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Table 2.2: Miscellaneous information about sunspot cycles as published by N.O.A.A. The headings

refer to the data below them and reflect the conclusions made in Eddy (1977)

Sunspot  Year Smallest Year Largest Rise Fall Cycle
Cycle of Smoothed of Smoothed to Max to Min Length
Number Min!  Monthly Mean® Max! Monthly Mean®  (Yrs) (Yrs) (Yrs)
RECONSTRUCTED DATA - UNRELIABLE
- 1610.8 - 1615.5 - 4.7 3.5 8.2
- 1619.0 - 1626.0 - 7.0 8.0 15.0
- 1634.0 - 1639.5 - 5.5 5.5 11.0
- 1645.0 - 1649.0 - 4.0 6.0 10.0
- 1655.0 - 1660.0 - 5.0 6.0 11.0
- 1666.0 - 1675.0 - 9.0 4.5 13.5
- 1679.5 - 1685.0 — 5.5 4.5 10.0
- 1689.5 - 1693.0 - 3.5 5.0 8.5
- 1698.0 - 1705.5 - 7.5 6.5 14.0
RECONSTRUCTED DATA - QUESTIONABLE
- 1712.0 - 1718.2 - 6.2 5.3 11.5
- 1723.5 - 1727.5 - 4.0 6.5 10.5
- 1734.0 - 1738.7 - 4.7 6.3 11.0
- 1745.0 - 1750.3 92.6 5.3 4.9 10.2
1 1755.2 8.4 1761.5 86.5 6.3 5.0 11.3
2 1766.5 11.2 1769.7 115.8 3.2 5.8 9.0
3 1775.5 7.2 1778.4 158.5 29 6.3 9.2
4 1784.7 9.5 1788.1 141.2 3.4 10.2 13.6
) 1798.3 3.2 1805.2 49.2 6.9 5.4 12.3
6 1810.6 0.0 1816.4 48.7 5.8 6.9 12.7
RECONSTRUCTED DATA - RLLIABLE
7 1823.3 0.1 1829.9 71.7 6.6 4.0 10.6
8 1833.9 7.3 1837.2 146.9 3.3 6.3 9.6
9 1843.5 10.5 1848.1 131.6 4.6 7.9 12.5
FIRST HAND DATA - RELIABLE
10 1856.0 3.2 1860.1 97.9 4.1 71 11.2
11 1867.2 5.2 1870.6 140.5 3.4 8.3 11.7
12 1878.9 2.2 1883.9 74.6 5.0 5.7 10.7
13 1889.6 5.0 1894.1 87.9 4.5 7.6 12.1
14 1901.7 2.6 1907.0 64.2 5.3 6.6 11.9
15 1913.6 1.5 1917.6 105.4 4.0 6.0 10.0
16 1923.6 5.6 1928.4 78.1 4.8 5.4 10.2
17 1933.8 3.4 1937.4 119.2 3.6 6.8 10.4
18 1944.2 7.7 1947.5 151.8 3.3 6.8 10.1
19 1954.3 9.6 1968.9 110.6 4.0 7.6 11.6
21 1976.5 12.2 1979.9 164.5 3.4 6.9 10.3
22 1986.8 12.3 1989.6 158.5 2.8
Mean 6.0 ’ 112.9 4.8 6.2 11.1

1 When observations permit, a date selected as either a cycle minimum or maximum is based in
part on an average of the times extremes are reached in the monthly mean sunspot number. in the

smoothed monthly mean sunspot number. and in the monthly mean number of spot groups alone.
Two more measures are used at time of sunspot minimum: the number of spotless days and the

frequency of occurrence of "old” and "new” cycle spot groups.

2 The smoothed monthly mean sunspot number is defined as 13-month running means of monthly
mean numbers.
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Table 2.3: Results of a Rank-Order Linear correlation test and linear regression on T, vs Ty. The
table lists the range of years used for the test, the number of cycles in that range, the Spearman
Rank-order Correlation Coefficient and its significance, and the parameters of a least squares fit to
a straight line: Ty = aT, + b, as well as the errors on a and b.

Range  No. Corr. Sig. a(o) b(o)
Cycs Coeff. Level
t>1850 12 -0.42 0.180 9.34(1.38) -0.62(0.33)
t>1712 25 -0.49 0.012 9.31(0.85) -0.62(0.19)
t>1610 34 -0.40 0.018 8.00(0.76) -0.37(0.15)

anti-correlation between T, and Ty; the correlation coefficient being about —0.4 with significance
levels of 82% for post-1850 data and better than 98% for the older data. The value of the fitted
gradient b is also negative within error bounds, again indicating a significant anti-correlation. The
reason for the anti-correlation is connected to the fact that the sum of attack and decay times is by
definition the cycle length. Figure 2.26 shows a plot of T, against Spax Where a very strong linear
correlation can be seen by eye, especially in the post-1850 data. Notice that the straight line fits
for the data, especially for the post-1850 data, are influenced by the outlier corresponding to the
colossal maximum of cycle 19 in 1957. This plot suggests the result encountered later in this thesis
that this huge maximum occurred with little or no warning and thus was essentially unpredictable.
In Figure 2.27 the values of the Sunspot maxima are plotte I with decay times. The Spearman linear
correlation coefficient gives a value of about 0.5, but with significance levels of 97% for all available
data and 85% for post-1850 data. The correlation is therefore significant but given the amount of
data it is hard to determine whether it is actually linear.

The relationship between attack time and the height of the maximum is especially relevant to
the prediction of the maximum, though of course the attack time cannot be used for prediction itself
for obvious reasons.

Returning to the question of non-stationarity, what can be said about the change in the rela-
tionships between these quantities? A glance at Figure 2.25 shows that the pre-1712 data points
are scattered far more than the post-1712 data points. However this earlier data is quite unreliable
and should really be ignored. If so then the admittedly rather weak correlation appears to be well
maintained before and after 1850. The relationship between T, and Sy.x in Figure 2.26 shows the
strongest anti-correlation, with the post-1850 points clearly forming a line (N.B. the fitted line is

steepened by the cycle 19 outlier). The pre-1850 data is more scattered and correspondingly results
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Figure 2.25: A plot of attack times against decay times for Sunspot Cycles. The points represent
a plot of the data in the year ranges given in the key. The straight lines show the least square fits
from Table 2.3 on all available data since 1610, on data since 1712 and on data since 1850.

Table 2.4: Results of a Rank-Order Linear correlation test and linear regression on T, vs Spax. The
table lists the range of years used for the test, the number of cycles in that range, the Spearman
Rank-order Correlation Coefficient and its significance, and the parameters of a least squares fit to
a straight line: Spax = aT, + b, as well as the errors on a and b.

Range No.  Corr. Sig. a(o) b(o)
Cycs  Coeff. Level

t>1850 13 —0.91 1.8107> 308 (36.0) —47.2(8.84)

t>1750 23 —0.86 < 107% 233 (18.8) —27.6(4.17)




CHAPTER 2. THE DATA AND ITS ANALYSIS

96

200 - 1750<t<1850 o
>1750 ------
i 1850<t<1995 + |
180 >1850 -
. . +
160 “\fo . 7
T
E a0} R -
£ . o
x AN
o]
= 120 7
o o RN
O * .
> + ~
O 100 + ‘~ 7
0
o e o
80 + + L 7
+ : o
60 e -
o ) N
40 : : : —
2 3 4 5 6 7
Attack Time

Figure 2.26: A plot of attack times against sunspot maximum for Sunspot Cycles.

The points

represent a plot of the data in the year ranges given in the key. The straight lines show the least
square fits from Table 2.4 on all available data since 1750 and on data since 1850.

Table 2.5: Results of a Rank-Order Linear correlation test and linear regression on Ty vs Smax. The
table lists the range of years used for the test, the number of cycles in that range, the Spearman
Rank-order Correlation Coeflicient and its significance, and the parameters of a least squares fit to
a straight line: Spax = aTy + b, as well as the errors on a and b.

Range No. _.Corr. Sig. a(o) b(o)
Cycs Coeff. Level

t> 1850 12 -0.44  0.15 -14.1(100) 1915)

t> 1750 22 -0.46  0.03 24 (41) 13(6)
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Figure 2.27: A plot of decay times against sunspot maximum for Sunspot Cycles. The points
represent a plot of the data in the year ranges given in the key. The straight lines show the least
square fits from Table 2.5 on all available data since 1750 and on data since 1850.
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in a slightly weaker correlation coefficient when included in the correlation test. The fitted line
1s also markedly different when the pre-1850 data is included, with the two estimates of gradient
(and intercept) failing to fall within the error bounds. There is also some evidence from the plot for
believing that the linear relationship is weaker for cycles with large maxima. Finally the relationship
between Ty and Smax is the weakest, with only a slight suggestion of a linear relationship. Being
so weak, no statement can be made as to whether the relationship between these quantities has
changed or stayed the same. So, of the three relationships only one shows a definite change, that of
T, vs. Smax, probably because this is the also the strongest. As far as prediction is concerned this
result bears good and bad news. It is good news in that it provides hope of predicting the maximum
from the attack part of the cycle but is bad news because there seems to be a marked change in this
relationship, which means that the earlier data is not really relevant in the construction of prediction
schemes.

In conclusion, the following statements relate to features of the solar cycle which can be regarded
as being approximately stationary during the period between 1850 and the present day, 1995. It

should also be remembered that these results are drawn from Table 2.2 which is based on 13 month

running mean smoothed sunspot number.

There is a cycle that is variable in length and size. The mean length is 10.9 years, with the
longest and shortest cycles being 10.0 and 12.1 years respectively. The mean height is 119.7

with the smallest and largest maxima being 64.2 and 201.3 respectively.

T. < Ty, the attack time is less than the decay time, giving the sunspot cycle its asymmetric

appearance.

T, is highly anti-correlated with Spax. that is large maxima have short attack times.

Ty is relatively independent of Spyax. meaning that small cycles are likely to be more symmetric.

2.4 Shorter Timescales: Months and Days

The last section was concerned with the solar cycle and features which varied on the timescale of
years. I did not consider the solar flux or the &, index because they are only available over about
five or six cycles. Also, it was not of great interest to investigate the cross-correlations of these time

series on the timescale of years since the dynamical and physical effects that may bring about such
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cross-correlations operate on the timescale of months or days. In this section I shall comment on

such effects with a mind to exploit them for prediction purposes later.

2.4.1 Auto-Correlation

The sample auto-correlation of a time series z;, t = 0, ..., N is defined as
1 N
pr = e :Z;(xt — E) (To—k — Fi_p) k=1,2,3,... K

0. . .
where s° is the sample variance given by

1 N
s* = ﬁ tzzg(l'z - ft)2

This definition really only applies to stationary time series where the mean and variance are constant
over time and the auto-covariance and thus auto-correlation depend only on the lag & and not on the
particular stretch of data used. However, to demonstrate the non-stationarity of sunspot number the
auto-correlation of monthly Sunspot Number is calculated for three stretches of data: 1856-1995.
1856-1923.3 and 1923.3-1995. The dates 1856 and 1923.5 are chosen because they correspond to
minima at the beginning and in the middle of the reliable portion of the Sunspot data. Figure 2.28
shows the results, the variances of the three data sets being 2240, 1177 and 2860. Immediately it is
apparent from the variances that the data is non-stationary, but also that the auto-correlation for
the pre- and post- 1923 data sets is very different indicating that the cycle length is perhaps shorter
for the post-1923 data set. Bearing in mind that the auto-correlation depends on t]ie data-set used,
Figure 2.28 plots the auto-correlations for monthly sunspot number, solar flux and K, index using
the same range, 1947 to 1995, for each. The plot for the i, index shows the 6 month oscillation very
clearly but the presence of the 11 year solar cycle period is slight, with only a small dip at about 65
months and a gentle rise to 130 months. The reason that sunspot number and solar flux have such
similar auto-correlation plots is because they are so highly cross-correlated; a subject addressed in

the next section.

2.4.2 Cross-Correlations

The sample cross-correlation of two time series z; and y;, t = 0,..., N is defined as
| N
pr = —Z(“ —2) (Yiek — Ji—r) k=-K, ..,-2,-1,0.1,2.....
(N —k)\ /5387 1=k
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Figure 2.28: Auto-correlations of a) sunspot number over three date ranges and b) Sunspot I\umber
solar flux and R, index over the range 1947 to 1995.
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Figure 2.29: Cross-correlations of a) sunspot number with solar flux b) Sunspot Number with i,
index c) solar flux with A, Geomagnetic Index. The peaks a* negative lags in b) and c) mean that
features in SSN/SF appear a number of months before they appear in K, index.

”
where s;

lags are now distinct from the positive lags. Like the auto-correlation, the definition of cross-

and 55 are the sample variances. Notice that unlike the auto-correlation above the negative

correlation is really only relevant to the comparison of stationary time series, but again there is no
reason why it cannot be computed as long as it is remembered that the plots in Figure 2.29 are for
one particular stretch of data. i.e. from 1947 to the present day. Looking at the cross-correlation of
sunspot number and solar flux it i1s immediately apparent that there is a strong correlation between
these two series, with the strongest correlation occurring at zero lag. This result means that there
is little prospect for predicting solar flux using the the recent history of sunspot number (or indeed
vice versa) because neither contains any obvious forewarning of how the other is about to behave.
This is confirmed later on in Section 6.3. where the two series are used in combination as inputs

to a neural network predicting sunspot number. The Spearman Linear Correlation coefficient is
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0.986 with a very high significance level. I have also performed a linear regression on the sunspot

number/solar flux relationship finding it to be:
SF =0.907(£0.008) « SSN + 60.065(£0.73)

which contains the quoted relationship in Section 1.7 within its error bounds.

The cross-correlations of either solar flux or sunspot number with K, index show a much weaker
correlation peaking at lags of between 5 and 25 months. Looking at the monthly plots (e.g. Fig-
ures 2.2 and 2.4) of the time series the reason for this lag can be attributed to the K, index peaking
months to years after the Solar cycle. The Spearman Linear Correlation coefficient is only 0.350
(but with a very high significance) at a lag of 15 months for sunspot number with K, index, so the
correlation is not a strong (linear) one. Also when interpreting the cross-correlations it is important
to realise that the peaks at non-zero lags in the sunspot number or solar flux/A), cross-correlations
do not mean that the Sun’s influence takes many months to “reach” the Earth. i.e. the association
is not necessarily a direct causal one. In this case the conclusion must be that the solar activity just

after the solar maximum is responsible for maximum geomagnetic disturbance at the Earth.

2.4.3 Daily Data and the Wavelet Transform

There is a new problem to be faced when looking at daily data: the sheer amount of it. One
method that can be used to summarize the data is the Fourier transform, which was used earlier
to look at the most prominent feature of the daily data: the effect of the solar rotation. However,
this method was not ideal because the 27 day pulses in the data are unevenly spaced, of variable
duration and of variable height. Another class of linear transformation, the wavelet transform, offers
the ability to resolve only features of a certain time scale. Before going on to look at the daily data
I shall describe the wavelet transform in more detail. Since the wavelet transform is a relatively new
subject in Mathematics and since it is currently being plundered by scientists and engineers, the
definitions and jargon associated with it are varied and seemingly contradictory. However, in what
follows I refer to only two varieties of the wavelet transform: the continuous wavelet transform and
the discrete (Daubechies) wavelet transform. I shall use the former to introduce the concept of the
wavelet transform and use the latter in work with the data.

The continuous wavelet transform of a function s(t) is defined as
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where (1) is called the wavelet and is a localised function in ¢. If the admissibility condition is

satisfied, that is

is finite, where

¥(w) = F ()]

then it can be shown that, e.g. Chan (1995), the function s(t) can be expressed as a linear trans-

formation of the continuous wavelet transform

sm:E%[:AmCWT@mw(%?)me (2.8)

For the admissibility condition to be satisfied and to avoid the integral over w being divergent

¥(0) = 0, so that
' /¢mm:o

To lend meaning to the above mathematical statements, consider (2.8). This double integral is
Jjust superposing infinitely many wavelets of different sizes a and positions b in order to re-form the

function s(t). If the function is a Gaussian, i.e.

oon(-(552))

then the wavelet transform will peak around the point (e = ¢,b = u) and tend to zero away from

that point. The exact behaviour of the transform depends of course on the wavelet function ¥(?).
It is also possible to perform only a partial reconstruction of the function s(¢). Let this partial
reconstruction be called sq, 4,, then

1 (= [ t—b
Saj,a; = — CWT(a,b)p | —— ) dadb
Cy Joo Ja,

a
so that only detail between the scales a; and as is included in the reconstruction, it is common to say
the other scales have been “filtered out”. However, unlike the Fourier transform the basis functions
of the Wavelet transform, 1.e. w (%) are not necessarily orthogonal which means that there is
some “leakage” between neighbouring scales. A similar filtering process can be performed with the
position parameter b, with similar problems. The non-orthogonality leads to some redundancy in
the continuous wavelet transform, evidenced by the fact that the inverse transformation requires a
double integration.

In this way the wavelet transform can be used to decompose signals into components of different

timescales. What is meant by “timescale” is not clear for the reasons given above and really depends
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on the particular wavelet used. In fact it has been said that the wavelet transform is a mathematical
microscope whose optics are determined by the wavelet used.

Initially I used the continuous wavelet transform with discrete time series by calculating the trans-
form numerically at discrete values of ¢ and b. It is a surprising side effect of the non-orthogonality
of the wavelet transform that with sufficiently fine quantization of a and b, perfect reconstruction is
still possible. However, since the selection of the range and quantization of a and b is rather arbit-
rary, a different approach, that of the Discrete (Daubechies) wavelet transform was found to
be preferable. This wavelet transform is intrinsically numerical and actually has orthogonal wavelets
but these Daubechies wavelets, as they are called, have no continuous counterpart. It was invented
by the French Mathematician Daubechies, e.g. Daubechies (1990), and has been documented in
Press et al. (1994) complete with the necessary routines to perform the algorithm. In many ways
it is the analogue of the fast Fourier transform and like the fast Fourier transform it can only deal
with data vectors that are an integer power of two data elements long.

As an example Figure 2.30 shows the last few Sunspot cycles and their decomposition into
three scale bands using the discrete wavelet transform. Since there were 512(= 2°) months of data
used, there are 9 detail scales which were then summed in groups of three to give the three detail
scales plotted. Since the transformation is linear the sum of the three components give a perfect
reconstruction of the original signal.

Returning to the daily data, Figure 2.31 shows plots of daily sunspot number, daily solar flux
and daily i, index that have been wavelet filtered, removing any long (>2 months) and short (< 5
days) term variations. Each peak in the wavelet filtered time series corresponds to a peak visible in
the original data - no spurious features are introduced. However, due to the filtering out of short
timescales it must be realized that some neighbouring peaks are merged together. Notice particul'ar]y
how clearly the wavelet filtering of the daily i, index brings the 27 day fluctuations out of the large
short timescale variations in the series.

Now that wavelet filtered versions of the time series have been obtained, with emphasis placed on
the 27 day variations, it is possible to investigate the cross-correlation of the time series on that time
scale. Before doing so it is important to ask whether the process of wavelet filtering can introduce
any spurious features in a cross-correlatjon. On an intuitive level it appears not, since the wavelet
filtering does not introduce any spurious peaks. A more formal and mathematical statement may
well be possible to derive and in Chapter 7 1 discuss how this might be done. If it is accepted that

the process of wavelet filtering does not create spurious correlations then its advantage is obvious
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Figure 2.30: Sunspot number and its decomposition into three levels of detail using the discrete
(Daubechies) wavelet transform. The three components have been offset along the y-axis of the plot

for the sake of clarity.
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Figure 2.31: Wavelet filtering of a) sunspot number b) solar flux and ¢) A, index. These time series
have been filtered with the discrete Wavelet transform so that only timescales of around the 27 solar
period are present.
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from Figure 2.32. This plot shows the cross-correlation as estimated using the raw daily data and
also wavelet filtered daily data. It is apparent that the peaks of correlation in both are in agreement
but that the wavelet filtered curve is much smoother with much more prominent peaks. Essentially
the effects of the solar cycle are filtered out and the long-term cross-correlation of the 27 day pulses
1s highlighted.

Since sunspot groups are associated with active regions and active regions are associated with
enhanced radio emissions, the cross-correlation between sunspot number and solar flux should be
very high on all timescales. The cross-correlation plot in Figure 2.33 confirms this both for the raw
daily data and for the wavelet filtered data, also clearly showing the presence of the solar rotation
period. This further tests the fact that wavelet filtering of time series does not adversely affect
the cross-correlation, e.g. by creating spurious peaks. The next question to ask is if there is any
detectable delay between the 27 day pulses in the sunspot number and the 27 day pulses in the
geomagnetic activity. Figure 2.34 shows the calculated cross-correlations for many stretches of data.
Looking at the first plot where the data range is from 1950 to the present day it is seen that A, index
seems to lag the sunspot number by about 3 or 4 days. However, is this true for all subsets of this
data range, perhaps the delay is different at solar maxima and minima and this 3 or 4 day lag is only
an “on average” result. The next plot shows the results of calculating the cross-correlations of data
around solar minima. In this case all but two of the minima examined show a strong anti-correlation
at zero lag. Turning to the cross-correlations at solar maxima, t.ie correlation is now positive at zero
lag with the cross-correlation peaking at lag times of typically about 6 days. These cross-correlations
suggest that during solar minima the A, index is anti-correlated with sunspot number whereas at
solar maxima the A, index seems correlated with the sunspot number from several days before.
Looking at the typical spacing between peaks in Figure 2.32 and by simply comparing daily plots
of data, as in Figure 2.35, it seems that the connection between these time series is related to the
solar rotation period. In Section 1.7 the 27 day variations in the geomagnetic field were said to be
caused by streams emanating from coronal holes on the Sun. It was also mentioned that such regular
disturbances are most clearly seen during solar minima because at times of high solar activity the
geomagnetic disturbances are so numerous and complicated. This goes some way to explaining why
the cross-correlations at maxima and minima differ in character. Also, at solar minima, why 1s the
K, index about 14 days out of phase with the 27 day cycles in the sunspot number? Given the
speed of the streams that cause the geomagnetic disturbances, which will typically be larger than

600 km/s, and even allowing for the effect of spiraling, the stream material will take at most about
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Figure 2.32: The cross-correlation of daily sunspot number and K, index calculated using raw
unprocessed values and using the wavelet filtered versions of the two time series. The wavelet
filtering removes variations on timescales that are very different from the 27 day solar rotation
period (< 5 days and > 2 months). The stretch of data is from 1976 to 1987, roughly the whole of

cycle 21.
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Figure 2.33: The cross-correlation of daily sunspot number and solar flux calculated using raw daily
values and using the wavelet filtered versions of the two time series. The wavelet filtering removes
variations on timescales that are very different from the 27 day solar rotation period (< 5 days and
> 2 months). The stretch of data is from 1950 to 1995.
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Figure 2.34: Plots of data showing the cross-correlation of sunspot number and K, for a) all the
data since 1950 b) minima c) maxima. The time series have been wavelet filtered beforehand to
filter out timescales of < 5 days and > 2months.



CHAPTER 2. THE DATA AND ITS ANALYSIS 111

200 T T T T T T T —

Kp Index —
Sunspot Number -----

150
100

50 |-

-50

-100

-150 |

1994 1994.1 1994.2 1994.3 1994.4 1994.5
Date

Figure 2.35: Extracts from the daily sunspot number and K, index that have been wavelet filtered.
The anti-correlation of the two series 27 day fluctuations is apparent.

four days to arrive at the Earth’s orbit. It seems unlikely, therefore, that the sources of the streams,
the coronal holes, and the Sunspot groups are located nearby on the Sun. At solar maximum there
are many flares and coronal mass ejections, both of which are associated with active regions. Since
such activity is also thought to be responsible for geomagnetic disturbances, e.g. Hargreaves (1992),
and remembering that Sunspot groups are usually found in active regions, the positive but lagged

cross-correlation is not unexpected.

2.5 Concluding Remarks

The work in this chapter was not intended to be an exhaustive investigation of every aspect of the
time series concerned. It was concerned with providing an impression of matters such as: the accu-
mulation and formatting of the data; the search for periodicities; the nature of any periodicities; the
non-stationarity of sunspot number; the stationary aspects of sunspot number; the auto-correlation
of the time series; the cross-correlation of the time series especially in relation to the Sun’s influ-
ence on the Earth; and the use of wavelet transform in analysing time series. Apart from being of
intrinsic interest in itself, I feel that this work provides a familiarity with the data that will directly

and indirectly fuel the prediction initiatives in the following chapters.



Chapter 3

An Investigation of Neural

Networks

“It’s all a question of mind over matter. What is mind? Doesn’t matter. And what of

matter? Never mind.” Rev. Francis Bigger

This chapter explores how a Feed Forward Neural Network (FFNN) can represent a desired
mput-output relationship which is described by an analytic function. Most of the work is concerned
with 1-H-1 networks, as the more general case, that of I-H-O networks learning O functions of [
variables, can be viewed in terms of the results obtained in this simpler case. Specifically I shall
attempt to answer two questions: how FFNNs can represent functions; and how FFNN can be taught
to represent functions. There is a crucial distinction between these two issues.

By the end of the chapter I will have shown three important results:

e How to “analytically” train FFNNs to fit an arbitrary analytic function to an arbitrarily small
error of fit. This will be achieved by reducing the problem of finding the network weights to

the solution of a system of linear equations.
o How the number of hidden neurons H relates to this.

e The (in)stability of Back-propagation

112
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Table 3.1: Some applications of feed forward neural networks.

Galaxy Classification Storrie-Lombardi et al. (1992)

Time Series Prediction Lapedes and Farber (1987)

Gluon-Jet Detection Lonnblad et al. (1990)

Meteorite Fragment Pairing | Conway and Bland (1995) - In progress

3.1 Fitting and Learning to Fit Functions

To recap, as shown in Figure 1.3, the FFNN consists of layers of neurons, the neurons in each layer
giving their outputs only to the neurons in the layer immediately above. The bottom layer neurons
are called inputs, the top layer neurons are called outputs and the layers in between are called hidden
layers. The parameters that determine the strength of the connections between neurons are called
the weights or weight connections. (1.10) and (1.11) give the equations for calculating the hidden and
output layer neurons from the inputs. To set up the desired output response to a set of inputs the
weights must be set appropriately - the process of setting these weights is called “training”. At this
stage a digression is appropriate in order to answer a very good question levelled at many people
who use and/or study neural networks: “What is the difference between FFNNs and other data
fitting techniques such as polynomial fits or generalised linear regression?” The answer, in general,
is that there is no difference, a FFNN is another data-fitting technique. In fact the definition of a
FFNN can even be extended to encompass many other data-fitting techniques ! However, the FFNN
according to its most popular meaning is the one where the activation functions are all sigmoidal,
with the possible exception of the output activation function being linear (see Section 1.4.1). In
this sense the FFNN is just a certain class of data-fitting algorithm, one for which a great deal
of popular excitement and interest has been generated. The interest is mostly generated by the
historical association with (vastly over-simplified) models of the brain, still evident in the jargon
associated with neural networks. The other explanation for their popularity is that they actually

work, in that they are capable of successfully tackling a wide variety of problems, see Table 3.1.

3.1.1 Fitting functions

An I-H-O FFNN can represent an O dimensional function of I variables, by definition. To start

with I shall consider a 1-H-1 FFNN. If given an input A, the equations for the (values of the) hidden

1Consider a 1-H-1 FFNN with linear output activation functions and where the input activation function to the
n'? hidden neuron is ™.
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neurons are

Bj:g(ij) j:l,...,H (31)
and for the output neuron
H
C=G|> W;B k=1,...,0 (3.2)
ij=1

If this network is required to fit a function f(z) over the range [a, b] then the error function

b
E(w,W) = [ (C@) - f(2))" da

must be minimised with respect to the weights, which parametrise C(z). The situation for fitting
multi-dimensional functions of many variables is similar, with the error consisting of a sum of square
errors for each output and a multiple integration over the range of interest for each input. As
stated in Section 1.4.1, Cybenko (1989) showed that when using a one hidden layer FFNN with
sigmoidal activation functions, and for a continuous set of functions f(x), the error function can be
made arbitrarily small given enough hidden neurons. There is no guarantee that any minimisation
method can actually find the required weights, though. Of course when using a FFNN numerically
on a computer the integral over r in the error has to be replaced by a sum over sample points in
the range [a, b]. In this case the behaviour of the network’s fit to f(z) between the sample points is
undetermined. It might be expected that sparse sampling and many hiuden neurons (and therefore
many weights) will encourage a network’s fit of a function to behave wildly between sample points,
as would happen in the fitting of a polynomial where the order is larger than the number of sample
points. In practice, however, a FFNN trained by back propagation seems to be immune from this
problem, irrespective of the sampling and the number of hidden neurons. To demonstrate this
Figure 3.1 shows several 1-H-1 FFNN fits to 0.5 + 0.2sin 3z over [0, 1]. Back propagation was used
to train the NNs for a fixed number of iterations in each case. The first thing to notice is how
poor the fits are given the large number of iterations, this is because back propagation converges
very slowly on the best fit. This is confirmed by the fact that by using smaller values of learning
parameter, and allowing training to continue, it is possible to keep improving the fit ad nauseam.
However, as training progresses the possible improvement in the fit per iteration rapidly becomes
very small, as seen by the training graph in Figure 3.1d. What is very surprising is that a 1-25-1
network with a training set of 50 points failed to converge on a fit at all. Depending on the initial
value of the learning rate it would either fit a straight line to the training set or produce outputs

that were extremely large. The reason for this is not clear, but as I will show later it is not difficult
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Figure 3.1: Three FFNN fits to the function 0.5+ 0.2sin3z over the range [0,1]: a) 1-5-1 with 5
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to find examples where a network is capable of fitting a function but back propagation cannot train
a network to fit that function in a stable fashion. In answer to the original question that motivated
these tests, the 1-25-1 network produces a surprisingly smooth fit to the five points of its training
set, certainly as good as that of the 1-5-1 network. So the addition of 2 x (25—5) = 40 extra weights,
and therefore fitted parameters, even on a sparsely sampled function does not produce the dramatic
variations that can be found if, say, a 50" order polynomial was fitted to the five points. The reason
for this lies in the fact that polynomials are formed by adding together functions which tend to oo
at large £ where as the sigmoids used in a standard FFNN go to 0 and 1 at —oo and +oo.

Of course, the issues raised from the above tests are not all confined to the function 0.5+0.2 sin 3z.
I have simply used this function as an example. In more general terms, what can be said about a
FFNN’s ability to fit functions and back propagation’s ability to train networks to fit functions?

Turning to the first part of the above question, consider a 1-H-1 FFNN fitting an M — 1 order

polynomial in the range [a, ], then
M-1
fz) =) an e
n=0
Let the input activation function g(z), which is not necessary sigmoidal, be analytic in the range

|z| < zg, so that it is possible to perform a Taylor expansion about the origin:
oC _l:n'
az) = D MO
n=0
o0
= Z gnrn III <Zg

substituting this into (3.1) and using (3.2), with linear output activation function G(r) = x, gives

the network’s output as

H 20
Clz) = Y Wi) gnuia"

i=1 n=0
(o]

= Z (Z Wiw?) gnz"
n=0 \i=1

so to obtain a perfect fit the weights must be chosen to equate the polynomial coefficients of f(zx)

with those of C(z)
a, n<M

0 n>M

H
gn Y Wiw} = (3.3)
=1

On top of this, if this representation is to be valid then

|wial < o
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|w,ﬂ| < Zy

must be satisfied for ¢ = 1,..., H so that the Taylor expansion power series of g(z) is convergent.
As things stand there appear to be an infinite number of equations in 2H unknowns. Consider first

solving the equations for n < M only,

H
Z Wiwl = A, where A, = In (3.4)
i=1 gn

If H is chosen so that H > M, and values for all the w;’s and H — M of the W;’s are chosen, then
(3.4) forms a completely determined system of M linear equations in M unknowns. Since we have
complete freedom in choosing the w;’s and the H — M W;’s, it seems reasonable to assume that
they can be chosen to make the system of equations consistent. With this being the case, then the
problem is now reduced to a solution of a set of linear equations in the remaining M W;’s. However,
the fit is not complete because the network’s output function C(z) still contains non-zero terms of

order M and above. The error in performing the fit as described thus far is therefore

E(z) = C(z)- f(z)
oo H
= Z (ZW,w,") gnz”
n=M \i=1l

Now, the aim is to reduce this error to below some tolerance for the fit to become “good enough™.
As shall now be shown this can be achieved by choosing the values of the w; terms that are “small
enough”. Reducing w; must reduce the W;w} terms because, from the system of equations in (3.4),

it can be shown that

Wiw? -0 as w;—0 if n>M

(A sketch of why this is plausible is given in the Appendix Section A.4).

The above has tacitly assumed that the coefficients of the Taylor expansion of the input activation
function g(z) are non-zero, i.e. g(’”(O) # 0, for n < M. Also it was assumed that H > M, otherwise
it would be impossible to avoid inconsistency in the set of linear equations in the output weights.
Therefore it has been implicitly proved that, given the above assumption about the input activation
function, a 1- H-1 network fitting an N*! order polynomial will need at least as many hidden neurons
as there are polynomial coefficients, i.e. H > N + 1.

As an illustration of the above, I now demonstrate the “analytic” training of a 1-H-1 network
on a linear function and prove that it is indeed possible to make the error of fit arbitrarily small

by reducing the size of the input weights. Having demonstrated the method I will then use it to
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construct an example that highlights the fact that back propagation is not a stable algorithm for
training FFNNs to fit certain functions.

Example: A 1-H-1 network fitting f(z) = ajz + ag. Here M=2, so there are two equations

H
ZVVi = A
i=1

H
Z Wiw; = A
i=1

and once the w;’s have been chosen, there are H unknowns, namely the W;’s. In order to make
these equations completely determined H — 2 of these unknowns need to be chosen, so set W; = v

for ¢ > 2. The equations to be solved are then

I/Vl + WQ = AO - ‘Y(H - 2)
Wy + waWy = Al—'yzw,-

To avoid linear dependence and inconsistency w; # w2, so with this in mind solving for W; yields

(Ao = v(H —2)) w2 — (Al - 'YZina wz’)

w2 —w

W; =

with a similar expression for W,. I now prove that it is possible to achieve arbitrarily small errors
by reducing the size of the input weights. The error on the network’s output will be
c H
E(z)=Y_> Wjuw}g.z"
n=2j=1
begging the question of how W;w} behaves as all the w;’s are brought nearer to zero. Let w; = Aws,
where A # 1, then
(Ao = 7(H = 2)) \witt = (41— Dl wi) v
(A= Duw
» (Ag —y(H —2)) A"w; — (A1 — Z{ia wi)
(A-1)

n
Wl wy

= w}
which means that
Wiwi! -0 as w;,we—0 (n>2)

finally since the upper bound on the absolute error reduces as the input weights are reduced, as can

be seen from

o H
|E(@) < > > |Ww?|lgnz"]

n=2j=1



CHAPTER 3. AN INVESTIGATION OF NEURAL NETWORKS 119

then |E(z)| — 0 as wy, wy — 0 because |W;w}| — 0 for i = 1,2. For i > 2 [W;w}| = yw? can be
reduced freely by either reducing v or the w;’s for ¢ > 2. Thus it has been proved that the error of
the fit can be brought arbitrarily close to zero, for any non-zero Ag, Ay, any H > 2. It has also been
proved that the smallest network capable of fitting f(z) = az + b is a 1-2-1 network, because it is

possible to obtain a fit with the following variables set to zero: w; = 0 for ¢ > 2 and v = 0.

3.1.2 Learning to fit functions

In this section I wish to study how a network might learn to fit functions. The underlying theme of
this work is that a FFNN might be capable of fitting a function but back-propagation, or for that
matter any other training algorithm, may be unable to realise this capability. The following will con-
centrate only on standard back-propagation, which can be thought of as least squares minimization .
by gradient descent.

In practice, the choice of learning rate, ¢, affects the number of iterations required to complete
training. If € is very small, learning will be slow and the error will decrease very gradually, thus
requiring many more iterations to complete training. If € is very large then in some instances the
error might change wildly with each iteration while in others it may still decrease albeit very slowly.
The following discussion will provide some insight into how the training procedure operates and how
the choice of learning rate might affect the end result.

Minimizing z° by gradient descent provides an illustration of the above statements and is shown
in Fig. 3.2. For this simple case it is easy to show that € must be less that unity for convergence
and that ¢ = 1 will cause oscillation between the two values +xo, where zg is the starting value.
If the learning rate is very much less than 1, or very slightly less than 1, then convergence to the
minimum is very slow. v

To draw closer to the case of training a NN consider the function:
fly) =Wg(wy) —d -y (3.5)

The problem here is to bring f(y) as close to zero as possible in some range of y, say y; to y2, with
respect to W, w and d; where g(z) is the sigmoidal activation function defined in (1.12). Minimizing
f(y) is equivalent to training a 1-1-1 feed forward neural network with a linear output activation
function with threshold® to simulate the function h(y) = y over the given range of y, where y is

the input and Wg(w(y — ¢)) — d is the output. This example demonstrates two things: firstly the

2Remember a threshold is equivalent to a weight connection to a neuron which has a fixed value
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Figure 3.2: This is a simple analogy to show how the value of the learning parameter, ¢, can affect the
progress of training. The function f(z) = z2 is minimized using gradient descent using a) ¢ = 1.1,
b) € = 0.9, ¢) € = 0.01 and d) e = 0.2. The plots show the value of f(x) versus the value of x for each
iteration, the starting value in each case is z = 1.5.
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Figure 3.3: These curves show the error after a number of iterations using a range of values of
learning rate. The lines leaving the top of the plot indicate peaks of very large error.

unstable somewhere between 1,000 and 2,000 iterations. By 5,000 iterations the “best” learning
rate is 0.6 with higher values causing instability in the minimization. One interesting feature is that
as training continues the “lump” that appeared in the curve at 2,000 iteration has exploded into a
sharp spike, which by 20,000 iterations peaks at an ¢ value of about 2.0.

To see more directly what is happening when instability sets in, Figure 3.4 shows the error per
iteration for € = 0.7,1.0,1.1. The error decreases smoothly until it reaches a lower bound, it then
suffers a discontinuous jump and then recovers until it again reaches its lower bound which results
in another jump etc. For obvious reasons these jumps occur more frequently for the larger values of
€.

The conclusion in this simple case is that gradient descent cannot achieve an error below some
lower bound if the learning rate remains fixed because training will become unstable as this lower

bound is reached. But what actually happens at the instability and why does it occur? By plotting
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Figure 3.4: The change in error with iteration for (a) ¢ = 0.7, (b} e =1 and (c) e=1.1.
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successive values of the parameters w, W and d along three orthogonal axes a graphic picture of
the progress of training can be constructed. The conditions in (3.6) can now be thought of as the
pargmetric equations of a curve in these three dimensions and the points on this curve correspond
to the minimum value of f(y) for a given w. I shall call this the “solution curve”. In this picture
the goal of training is to approach this curve and follow it as far as possible as w — 0. It is easier
to see what is happening by projecting this 3D picture onto 2 2D plots, i.e. w vs W and w vs d.
Fig. 3.5 shows such graphs for a total of 20,000 iterations with ¢ = 0.7, plotting the parameters every
1,000 iterations. Also included in this figure is the error per iteration plot which exhibits a jump
at 6,600 iterations. The corresponding jump across weight space can be seen in both the parameter
plots. Interestingly, the algorithm reconverges on the negative solution for the parameters, which
is analogous to gradient descent leaping over the minimum when minimizing z2. The behaviour
between 6,000 and 8,000 is displayed down to a resolution of 1 iteration in Fig 3.6. In this plot
the NN is flung, seemingly at random, to some part of weight-space and then in only a couple of
iterations it finds its way back to the negative part of the theoretical curve and then slowly resumes
it trek towards w = 0. A second more gentle increase in error occurs after 15,000 iterations and
this is evidenced on the parameter plots by the curve doubling back on itself. Note that this gentle
rise in error cannot be attributed to overfitting for reasons mentioned above. It is caused by the
use of a learning rate which is too large, thus making training unstable. This is an important result
to remember when halting the training of more complicated networks: has the network reached its
best generalization ability or would a smaller learning rate be able to reduce the error on the test
set further? Figure 3.7 shows the corresponding plots for ¢ = 1. Now the training is very unstable
with many jumps in the error. The parameters now appear to shuttle backwards and forwards in a
region near the theoretical curve, though of course the detailed behaviour will be more complicated.

Now that it is established what happens to parameters after a jump, I turn to the question of
what causes a jump in the first place. The obvious explanation is that the error surface in weight
space becomes very steep as w — 0. A “steep slope” in the error surface will cause a NN that
has wandered onto it to suffer large weight changes. The fact that lower values of learning rate
succeed in taking the training further can be taken as evidence of this. In order to examine what is

happening more precisely I define the error function E(w, W, d) as

1
E(w,W,d) = /0 (f())? dy



CHAPTER 3. AN INVESTIGATION OF NEURAL NETWORKS 125

0.35
03
025t
4
5 0.2
@
o
015
2
0.1
0.05
0 %——-————-——J.; T T
0 2000 4000 6000 8000 10000 12000 14000 16000 18000 20000
Training Iteration
(a)
; 4

-1 -08 -06 -04 -02 02 04 06 08

f0 |

(b)

02 04 06 08 1

()

Figure 3.5: (a) Shows the change in error with iteration and (b) and (c) show how the three
parameters of the 1-1-1 NN, trained with € = 0.7, change with iteration. The isolated point near the
centre is the starting point of training with the point corresponding to the 1,000th iteration being
connected to it by a line and so on for every 1,000 iterations up to 20,000.
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Figure 3.6: These two plots are the magnifications of the plots in Fig. 3.5 during the jump across
weight space. The first point in the plot corresponds to iteration 6,000 with the parameters being
plotted for every iteration until 8,000 iterations. Note that this is not the finest resolution possible
because each iteration is composed of the individual adjustments for every member of the training
set.
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Figure 3.7: (a) Shows the change in error with iteration and (b) and (c) show how the three
parameters of the 1-1-1 NN, trained with ¢ = 1, change with iteration. The point (not shown)
at the end of the line which leaves the plot is the starting point of training with the next point
corresponding to the 1,000th iteration being connected to it by a line and so on for every 1,000

iterations up to 20,000.
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1 2
- /0 ((1+V:-w1')2 tl+d’- 21W+(Zj"j)) W (47

Minimizing E(w, W, d) is then equivalent to finding an approximate solution to f(y) = 0 for y
in the range [0, 1]. Notice that the gradient descent method used above is not actually using the
derivatives of Eqn. 3.7 with respect to the weight parameters, instead it uses the derivatives of f(y;),
where y; is the current “training pattern”. One assumption commonly, but often tacitly, made when
using gradient descent is that using derivatives based on only one training pattern at a time will
still minimize E{w, W, d) after the whole training set is presented - fortunately experience seems to
validate this assumption. The easiest way to examine the behaviour of the derivatives of (3.7) near

the solution curve to first order in w as w becomes small is as follows: For %ﬁ"— first differentiate (3.7)

and then evaluate the integral,

OF 1 w
5T /0(—2—1+e_wy+2(y+d)) dy

%4 14+e%

= 27 log +1+2d
w

expanding the log term to O(w?) (this is necessary to obtain 42 to first order), gives

OFE W(lw w?
- E(5+—§>+1+2d

Now to examine this derivative near the solution curve set W = % +nandd= % + 6, where 7 and

6 are the departures of W and d from the solution curve which need not be small:

OF 2infw W 2
a = —2T(§‘+‘8—)+1+2<E+5)

= 2%6-p-1¥
= 26 2

% may be obtained in the same way except that it is actually more convenient to perform the
series truncation before the integration. Finding g—f— is more complicated but maybe derived most
efficiently by taking the series truncation of F, integrating it and differentiating with respect to w.

To summarize the three derivatives are:

OE  (n 1 n_z n_én ' 17_2 n 6 1 9
Bw (2_)w+<8+6 i)t a5 5 53 )vtow)
OFE nw 9
= _ —p-= 3.8
34 26 —n 1 + O(w?) (3.8)
oOE 7 w 9
W = —6—-{(n 6)4+0(w)
As w becomes increasingly small
0F n 1
Aw——€a—w~—6<§—6) E
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Table 3.2: Starting the 1-1-1 network at a near perfect solution and then applying back-propagation,
even with a small learning rate has terrible results as seen here.

Iteration | w W d

0 0.001 4000 2000
1 -44.89 3999 1987
2 -3,334 3999 1968
3 -38.83 3989 1969
4 -14.82 3988 1956
5 -49.22 3982 1950

so that the change in w after a single iteration can be quite large unless either € is chosen to be
sufficiently small or § = 0 and n = 0. In practice it can be seen (e.g. Fig. 3.5) that as the error
is decreasing, W and d never actually lie on the solution curve but merely approach it, so § and ¢
are not zero. As w is reduced the 1 term will become more dominant causing Aw to become very
large, so that at some point the learning rate can no longer restrain the growth of Aw giving rise to
the jumps in error. This problem might be avoided if the learning rate were reduced during training
to temper the growth of Aw. An alternative way might be to fix w every so often during training
and train the NN so that £ is minimized as far as possible with respect to W and d, forcing the
NN closer to the solution curve and thus damping the effect of the ﬁ term. The former method is
known in Neural Netwc:x terminology as an adaptive parameler scheme whereas the latter method
is very similar to the idea behind conjugate gradient descent, described in Hertz et al. (1991).

All of the above numerical results depend to some extent on the starting point of training, i.e.
the initial values of w, W and d. However, as can be seen from any of the parameter plots, the
parameters quickly find their way onto the solution curve and then begin their descent along it.
So for this simple 1-1-1 network the behaviour during training is quite independent of the starting
point, at least after the first few iterations; but what will happen if the NN is started on the solution
curve at a very small value of w? If w = 0.001 then by (3.6) W = 4000 and d = 2000. These
values result in vE ~ 10~° which is far lower than vany error achieved in the previous examples. If
training is now performed starting at these values then even for a learning rate as small as 10™* the
good solution is immediately lost. Table 3.2 reveals that w is the source of the instability because
it is varying wildly while the other two parameters change comparatively slowly. This is entirely
expected because of the % term in the derivative g—g.

This simple example has demonstrated that even if a set of ideal weight values exist so that a

neural network can mimic a function to arbitrary accuracy, the training algorithm used might be
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unable to find these weights. Here, gradient descent with a fixed learning rate could not converge on
the ideal weights easily because one of the weight derivatives became very large as the ideal weights
were approached. A smaller learning rate will allow closer convergence but requires many more
training iterations to do so. A more sophisticated method, such as an adaptive parameter scheme,
could provide some improvement but it is not at all obvious how such a scheme should operate or
guarantee success/convergence.

So it appears that training using gradient descent can be quite a hazardous procedure, more so
when dealing with more complicated networks where multiple local minima can plague the learning
process. Ironically however, another problem in the training of neural networks, that of attaining
~ the best generalization ability, seems to alleviate the problems caused by using gradient descent.
The issue of generalisation ability was discussed in Section 1.5, and will be met again on numerous

occasions.

3.2 Numerical Tests

To complete this discussion on fitting functions I shall now illustrate the training of 1-H-1 NNs
on several functions and examine the effect of altering the parameters of back-propagation and the
relation of the trained NNs to the theoretical results in Section 3.1.2.

The functions that shall be used for the following tests are

D f@) = +)

2 f) = +)

) fe) = S0+

4) f(z) = %(27—%-21‘—56224-721:3)
5) f(z) = i(3+sin27r:c)

and the fit will use N, points evenly sampled from the range [0, 1], i.e.
i
N, -1

r; =

i=0,...,N,—1

notice that the range of these functions on this domain is [0.5 : 1]. These functions were chosen
because they are all quite “smooth” in the given domain. Later in Section 3.3, I shall consider the
effect of trying to fit more “rough” data, so that networks must effectively perform some smoothing.

For now, interest is confined to: how the trained Network weights represent a given function; how
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the number of hidden neurons H affects the final fit and the progress of training; how the values
Ny, € of « affect training; and the possible (dis)advantages of using an adaptive parameter scheme.
An attempt to perform some kind of grid search for the best set of parameters (H, Ny, ¢, a) would
be extremely arduous. Instead I shall save some time (mine and the computer’s) by making use of
some hindsight drawn from personal experience in constructing the following tests.

To start with I shall examine the effect of varying the parameters of back propagation, the
learning rate ¢ and the momentum «. Remember that the momenturﬂ includes a fraction a of
the last weight change in making the current weight change. For this investigation: H = 12, which
should be sufficient to fit the above five functions if the foregoing theoretical discussions are believed;
and N, = 20, because this is will allow for a good representation of each of the above functions.
The remaining question is how to decide which parameters give the “best fit”. The final RMS error
would provide a convenient criterion but the meaning of “final” has to be decided in the absence of
a generalisation stopping criterion. The first stopping criterion I shall adopt is that of instability, if
the network error starts to increase on any iteration, after the first hundred, then training will be
halted. The “after the first hundred” is necessary because the beginning of training can be quite
unstable. For tiny values of learning rate it is quite conceivable that training can proceed for a very
long time without any instability occurring and also without any significant progress. To avoid this
I impose a maximum of 20,000 iterations on training. Remember, by definition, a training iteration
is one complete presentation of the training set. So the criteria of stopping is whichever of the

following occurs first
]

1. The error between the last two iterations has increased

2. The number of iterations has reached 20,000

The second is a practical restraint that reflects the speed of the computer. Had this been ten years
ago the maximum number of iterations might have been 100, perhaps in ten years it might be
100 million. I shall construct three 2D maps of (€, @), one showing the error, another showing the
number of iterations, which must be at least 100 (ffaining was never stable) and 20,000 (training
is still reducing the error) with the third map showing the error change in the last stable iteration.
These maps are plotted as a 16 shade grayscale with the limits of black and white as shown on
each plot. Note that white indicates any value larger than the value shown. This provides quite
complete information on the success or failure of the training. There are three plots of the results
of these tests fitting function 1): Figure 3.8 shows the three maps for a coarse grid of large values

of ¢; Figure 3.9 shows a finer grid for ¢ taking on smaller values; Figure 3.10 shows a blow up of the
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best region from Figure 3.9. It can be concluded from these plots that the best results are achieved
for € = 0.033 to 0.055, with = 0.9. In Figure 3.9 it is clearly seen that the column for a = 0.9
seems to produce the best results, in terms of final error and stability of training. This value of «
seems to be a sort “magic” number in FFNN training as many researchers find it to be the best
value to use, all of the following papers independently arrive at this conclusion in the training of
Neural Networks to predict time series: *Conway (1993), *Macpherson (1993) and Aso and Ogawa
(1993). Referring to Section 1.4.1it can be seen that a value of « slightly less than unity will provide
considerable acceleration in “flat regions” of the weight space error surface. However, if it is too
near unity it may also produce divergent behaviour during training. In this light the “magic” of
a = 0.9 is understandable. These parameter searches were only repeated for function 2) because
of the long time required for execution. The results of these searches can be found in Figures 3.11,
3.12 and 3.13.

Attempts at using adaptive parameter scheme show that they usually create more problems than
they solve, of the several that I have tried I shall only describe one. If after an iteration the error
has increased, restore the weights to their values before the iteration was made, reduce epsilon by a
factor k and repeat the iteration. Notice that in this scheme no attempt is made to increase € after
a series of error reducing iterations. There are three problems that arose with this scheme. First of
all, there is no guidance for choosing k even after much experimentation, so the value that I chose
to use, k£ = 1.001, is quite arbitrary. Also sometimes the training would get completely stuck on one
iteration - that is no matter how many times the step was remade with reduced es, the error would
still increase. If eventually the iteration succeeded then the rest of training has to suffer from the
vastly reduced ¢. The obvious fix to this problem is raise ¢ after many successful ‘iterations, but I
found that such a scheme often suffers from terminal indecision, where a step is re-taken many times,
oscillating between high and low values of €. Another problem with the above scheme is that the
training time becomes uncertain, and possibly effectively infinite if € is reduced too far or oscillation
between two (or more) values occurs. The solution might then be to stop restoring the weights and
Jjust allow training to continue with a smaller ¢ after the positive jump in error. This can also be
fatal, as it is possible, and not uncommon in practice, especially when using linear output activation
functions, for weights to increase explosively. Such large weights will then cause overflow errors
in the computer, effectively ending training. The construction of an adaptive parameter scheme
starts to feel like the addition of endless epicycles, i.e. fixing the problems caused by previous fixes.

For this reason I have avoided their use, although I will use a more manual version of an adaptive
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