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Abstract

In this thesis, we will explore possible applications of topological data analysis to ‘omics
data. More specifically, we apply the topologically-based data visualisation technique,
Mapper, to gene expression data coming from the fish, Arctic charr (Salvelinus alpi-
nus). The fish samples come from the wild, from lakes in Scotland and Russia. Fur-
thermore, the Arctic charr is an interesting study species, since it commonly occurs
in two morphs, a bottom/bank-dwelling benthic morph, and an open-water pelagic
morph. In general, these morphs share features which are common across lakes, and
so provide an opportunity to study a subspecies-level split which is replicated across
di Lerknt populations. This gives an example of parallelism in evolution, and the fact
that the split is replicated allows us to test if there are common underlying changes
leading to this split, at the level of identical genes, or sets of genes, or genes involved
in the same pathways.

We provide an overview of the Mapper algorithm, and also show its application to
a breast cancer gene expression dataset, which was the inspiration for our PhD project.
When applying Mapper to the Arctic charr, we also investigate the e[edt of sample
size by subsampling the breast cancer data.

As well as applying Mapper, we also use a more mathematical view of the gene
expression data to provide a new perspective for looking at the commonly used gene
analysis techniques in evolutionary biology, namely, dilerkntial gene expression, and
gene co-expression analysis.

Finally, we provide an experiment which could be done in the future, assuming
the cost of sequencing continues to fall. This experiment incorporates ideas of optimal
transport in trying to reconstruct the developmental landscape of Arctic charr. We also
discuss other avenues for future work, and current di Lculities with applying topological
data analysis to gene expression data from wild samples.
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Chapter 1
Introduction

In this thesis, we bring a topological approach to bear on the analysis of biological data.
We have two inspirations for this. Firstly, the reduced cost of sequencing has seen an
explosion of ‘omics data in the biological sciences. Secondly, topological data analysis
(TDA), a new field applying topology to the analysis of data, has seen some recent
success analysing ‘omics data from human breast cancer samples [NLC11;, Caml16|.
The work of this thesis will be to port these ideas from the lab to the wild.

Data from the lab usually come from species such as humans (Homo sapiens), mice
(Mus muscus), zebrafish (Danio rerio), etc., which are part of a vast infrastructure,
including extensive annotations of gene functions, as well as technical resources such
as cell-lines and lab populations of various clones. These allow for more controlled
experiments and result in cleaner data.

By contrast, so-called field biologists are interested in organisms from the wild.
This invariably involves non-model species, with no control in either the genetic or
environmental background. In particular, this means that we are dealing with noisy
data. An example could be fish collected from the wild, of which we do not know the
rearing or environmental histories. A further restriction when dealing with non-model
species is a lack of supporting infrastructure. For example, the annotation of gene
functions is not as extensive, if it exists at all, and we lack cell-lines and lab-based
populations.

Recent advances in sequencing technology, and the resulting reduction in cost, have
led to the widespread use of transcriptomics (MRNA sequencing) not only in model
species, but also increasingly in non-model species in the context of evolutionary anal-
ysis. This has allowed evolutionary biologists to access a mass of data, such as the
expression levels of tens of thousands of genes in their study systems of interest.

RNA-Seq (RNA sequencing) is a technique which was developed in the late 00’s,
and allows us to measure the RNA expression levels in tissues [WGS09]. The RNA
(gene) expression levels are of interest to us, since they are related to the rate of protein
synthesis in cells, and some also have regulatory functions. The quantification of RNA
in the cell gives us access to a molecular phenotype, in between the genotype of an
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2 CHAPTER 1. INTRODUCTION

organism, determined by its DNA, and its phenotype/f determined by its genotype
and environment. The RNA expression levels vary between tissues and in dilerent
developmental stages and physiological conditions, so having information about this
will give us a better idea of how the phenotype arises from an organism’s genotype.

Topological Data Analysis (TDA) is a new field of study which has seen recent
success in application to noisy datasets [Car09]. A few properties which make topology
suited for data analysis is its insensitivity to metric; that is, topology can work with
a vague sense of ‘nearness’ (open sets) rather than with one defined by a particular
distance. In particular, it is possible to make choices so that the analysis is robust
to noise. Another aspect is that TDA can be used with a notion of distance sensitive
to a given parameter, and one can summarise the analysis over dilerknt values of
this parameter visually. This gives hope for applying it to RNA-Seq datasets, which
are noisy and high-dimensional, and finding important features in a low-dimensional
representation that accurately summarises the data.

We are inspired by recent applications of TDA to model species, particularly its
application to a breast cancer data set which resulted in finding a new subtype of breast
cancer [NLC11; Lum+13]. Nicolau et al. used Mapper, a data visualisation algorithm
based on ideas from topology, on gene expression data in the form of 25,000 gene
microarrays coming from 295 breast cancer tumour samples and 13 normal breast tissue
samples. After some data processing, the Mapper graph visualisation found a cluster of
cancer samples coming from patients with a 100% survival rate, and further statistical
analyses showed that this cluster is biologically distinct and was not previously known.

We seek to bring the techniques applied in this context of a model species into the
context of evolutionary analysis on a non-model organism. The ultimate goal is to
provide a method applicable to other cases of replicated evolution of parallel morphs
in non-model species, such as the benthic and limnetic cichlids [EIm+14]. The data
we will apply these methods to are ‘omics data, including gene expression data, with
about the same dimensions (number of genes) as can be found in model species. We
hope that TDA will be able to provide new insights into the data, as was the case with
the breast cancer example. For example, we may be able to discover more intricate
structure, such as an unexpected subgroup, in the Arctic charr data, and isolate a set
of genes which is responsible for this structure.

Of course, shifting contexts is not without di Cculty. We will be contending with
smaller sample sizes, a noisier data set, and a di [erent experimental context. Further-
more, we will be lacking many of the details of the biological function of genes which
model species possess. We will write about encountering these challenges, our attempts
to deal with them, and how future work could help.

In brief, we first examined the literature on topological data analysis [Car09] in
detail, and more specifically the Mapper algorithm [SMCO07] and its application to a
breast cancer gene expression data set [NLC11]. After this, we investigated our gene

Iphysical, measurable characteristics, such as colour and body shape



1.1. HOW TO READ THIS THESIS 3

expression data set from Artic charr using some standard visualisation techniques,
principal component analysis and heatmaps. After this testing from first principles, we
reapplied Mapper to a new context with a new non-model organism in an ecological
context. This has not been done before with this sort of approach. Unfortunately,
unlike the breast cancer example, we find the Mapper algorithm lacking in several
regards. In particular, we were unable to find a new subgroup of interest, or even
to visualise the benthic and pelagic morphs as subgroups, even though we know the
morphs have diLering gene expression from previous work [Jac+19].

This set-back caused us to step back and think how else we could better visualise
the gene expression data. After exploring a range of techniques to identify their mathe-
matical basis and their potential for relevance to evolutionary context, we finally come
up with a method of deforming the gene expression space, which simplifies down to
weighting genes. The idea is then to get a weighting of the genes so that, when we
visualise the samples under this weighting, the subgroups we are expecting are appar-
ent. We show that this works for a weighting of genes which comes from di [erkntial
gene expression analysis (DGEA). We also compare this new deformation method with
more traditional methods, DGEA, and gene co-expression networks. We find out what
parts of this analysis can be reproduced in our new method, and which cannot.

Additionally, we test our method on a larger set of gene expression samples from
fruit flies (Drosophila) with a larger sample size of 726 compared to our 32 for the
Arctic charr. We find that, even with such an increase in sample size, we are still
unable to get a clear signal of subgroup compared to the biological noise. We conclude
by olering a discussion of a future experiment, which could be done as the cost of
sequencing further falls. This synthesises recent work of Schiebinger [Sch+17] with the
understanding we have gained of Arctic charr and the development of parallel morphs.

1.1 How to Read this Thesis

This thesis will detail the process of applying Mapper and another data analysis tech-
nique inspired by topology to a gene expression data set of salmonid fish (Arctic charr)
from lakes in Scotland and Russia.

Since this is an interdisiplinary project, the thesis will be structured around being
readable for both biologists and mathematicians. We will begin with two chapters
going into the background, one for the maths, and one for the biology. We then move
on to two chapters detailing the application of TDA to the Arctic charr data set, and
we conclude with a discussion about our findings and potential for future work.

The second chapter will give a literature review of TDA, focusing especially on
Mapper. It will also give an example of Mapper applied to a breast cancer data set
by Nicolau et al. [NLC11]. For mathematicians, there is a section on the workings
of Mapper, including some definitions and background to understand the visualisation
technique. For the biologists, there is a section describing Mapper with some examples.
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The details of Mapper applied to breast cancer will be readable for both audiences.

The third chapter will give a description of the study system, including why Arctic
charr are an interesting study species from an evolutionary analysis point of view.
We will also include a section for mathematicians, where we treat the study system
abstractly, treating the gene expression data from the fish as simply random variables
depending on the lake and morph. We will also include some analysis of the data from
a standard point of view, using di[Lerential gene expression and principal component
analysis.

The fourth chapter will show Mapper applied to the Arctic charr data, as well as
some investigations of the e [edt of sample size on Mapper’s ability to find novel sub-
groups. All sections of this chapter are intended to be readable for both mathematicians
and biologists.

The fifth chapter will go into the background of our topological perspective for
transcriptomics data. The section involving mathematical definitions will primarily be
for the mathematicians. We will give an example illustrating the approach for both
audiences, by applying it to the Arctic charr data. Additionally, we compare and
contrast our approach to dilerential gene expression analysis and gene co-expression
analysis, which are commonly used in evolutionary biology to analyse gene expression
data. Finally, we assess the viability of this approach on a Drosophila data set with a
larger sample size of about seven hundred.

The sixth chapter and concluding chapter will be a discussion of our attempt to
port methods from the lab to the wild, and include a hypothetical experiment which
could be conducted to address some of the shortcomings we have found.

Figure [1.1] gives a schematic for the above.
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1. Introduction ’
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Figure 1.1: How to read this thesis. The chapters are named from the Introduction at
the top, to the Discussion at the bottom. Chapters with parts only for mathematicians
are to the left in orange, and those with parts only for biologists are to the right in
green. Chapters readable for both in their entirety are in the middle, in red. The
second chapter, on Mapper, has sections introducing Mapper for both mathematicians
and biologists, while the description of its use in [NLC11] finding a new kind of breast
cancer aims to be readable for both audiences.
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Chapter 2
Mapper and Medical Data

There are two main goals of this chapter. First, we dive into the details of the Mapper
algorithm [SMCO7]. This will involve writing about its motivation, the mathematical
background, and its implementation. Second, we go through an application of Mapper
to a breast cancer data set; this application of Mapper motivated this PhD project.
The results were new insights into the genetics of breast cancer. In particular, a new
subtype of breast cancer with zero percent mortality was discovered. In fact, we will
discuss two applications of Mapper to the breast cancer data set, an earlier one by
Nicolau et al. [NLC11] and a later one featuring in a paper by Lum et al. [Lum+13].
Going through this background will set the scene for us to apply Mapper to wild Arctic
charr transcriptomic data in Chapter [4

The biologist may skip §2.1.2) and read from §2.1.4] where we describe the inputs
and outputs of the Mapper algorithm and ends with a toy example of Mapper applied
to a point cloud sampled from a hand in 3D.

2.1 Mapper

2.1.1 Motivation

Mapper is an algorithm for visualising high dimensional data sets, introduced by Gur-
jeet Singh, Facundo Mémoli, and Gunnar Carlsson in [SMCO?]E] The motivation for
Mapper was to visualise data in low-dimensional spaces, such as the plane (R?) and
3-space (R®), in order to make use of people’s ability to find patterns by eye in low
dimensionsf] In fact, one can consider Mapper as a combination of two commonly
used data visualisation techniques. The first is projection pursuit [Hub85], which is a
dimension reduction technique that chooses linear projections optimising an objective
function, and principal component analysis is an instance of this where the objective
function is to maximise variance. The second is clustering, of which hierarchical clus-

LA more mathematically detailed description can be found in §3 of [Car09] , although there Carlsson
does not go as much into the implementation of the algorithm or examples.

2Gunnar Carlsson mentions this in one of the talks he gave at the 2015 Young Topologists’ Meeting.
They are available online at: https://www._epfl.ch/labs/hessbellwald-lab/seminar/ytm2015/
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tering is the most common example. Additionally, a method was desired for finding
patterns in the shape of the data, which needed to satisfy the following properties:

Insensitivity to metric. Any such method should work well with di Lerent measures
of similarity. For instance, we can consider the various measures for distances
between gene expression profiles, sequences or more general datasets (e.g. Eu-
clidean, Pearson correlation, etc.). Ideally, we’d want the method to find the
same pattern in the data for similar metrics. This means the method should also
display “invariance” under “small” deformations and be “coordinate free”. This
ensures that whatever patterns the method finds will be robust.

Understanding sensitivity to parameter changes. Since many algorithms require
an arbitrary choice of parameters before producing a result, it would be useful
to have some way to summarise behaviour under all possible choices of parame-
ters. For example, we may want to summarise all parameter choices when using
single-linkage clustering, or some other clustering algorithm.

Multiscale representation. To be able to visualise a point cloud at di[erent levels
of resolution can be useful for finding structures at various scales, or drawing
attention to certain features if they are present over a range of scales, since we
can reason that such features are less likely to be artefacts of the data. This also
ensures the features we find are more qualitative.

These points can be addressed by adjusting parameters in Mapper. This allows us
to ignore the exact distance usedf| Finally, Mapper provides an easy-to-understand
visualisation of the data produced in the form of a graph. We will address all these
points in more detail later in the chapter. For now, we move on to the topological
inspirations behind Mapper.

2.1.2 Topological Inspirations

In this subsection we will describe the topological notions that Mapper is based on. The
interested reader may refer to [Car09, §3.2] for more details. The essential notion is the
nerve theorem, Theorem [2.1.13, which gives conditions under which a topological space
may be simplified into a simplicial complex. We now proceed to give some relevant
background, then describe how these ideas are used in Mapper.

Definitions

Here we will give a few definitions and theorems that will be used in the rest of this
subsection. Those who want more background or details can refer to [Mun00] and
[Hat02].

3However, the extent to which this applies will depend on how robust the features we’re looking
for are. That is, if we find a feature over more dissimilar distances, then we can consider it a robust
one.
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of a)y=x"2 [} b) y = sgn(x)
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Figure 2.1: Example of functions. a) Is a continuous function, y = x?. b) Is a
discontinuous function, y = sgn(x), which has a discontinuity at x = 0 where it jumps
from 1 to 1.

Definition 2.1.1 (Topological Space). A topological space is an ordered pair (X; )
where X is a set and is a collection of subsets of X having the following properties:

1. ; and X are in
2. Any union of subcollections of s in
3. The intersection of any finite subcollection of s in
The subsets in  are called open sets, and s called a topology on X.

Examples of common scientifically interesting topological spaces are subspaces of
R", which include point clouds, lines, circles, spheres, and tori.

Definition 2.1.2 (Continuous Function). Let X and Y be topological spaces. A
function f : X ¥ Y is continuous if for each open subset U Y, £ 1(U) is an open
subset of X.

In less technical terms, a continuous function £ : X ¥ Y takes points p;; p, which
are close in X to points f(py); f(p.) which are close in Y. Figure shows examples
of functions R ¥ R, continuous on the left and discontinuous on the right.

Definition 2.1.3 (Homeomorphism). Let X and Y be topological spaces. We say a
function £ : X ¥ Y is a homeomorphism if it is a bijection and both it and its inverse
f 1 are continuous.

If a homeomorphism exists between two topological spaces X and Y, then we say
they are homeomorphic. In topology, we study spaces up to homeomorphism, that is,
properties which remain the same between spaces when they are stretched or deformed
without tearing or gluing. A famous example is that a topologist cannot tell the
di Lerence between a coled cup and a donut; the deformation is given by the joke
shown in Figure 2.2
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Figure 2.2: This figure suggests how a co[ed cup, in the bottom left, can be smoothly
deformed, clockwise, into a donut shape, at the bottom. Image taken from a YouTube
video by Henry Segerman, and found in a shapeways article: https://www.shapeways.
com/blog/archives/21752-a-3d-printed-topology-joke.html

Definition 2.1.4 (Homotopy). Let X and Y be topological spaces, and f;: X ¥ Y;t2
[0; 1] a family of maps. If the function F : X [0;1] ¥ Y given by F(x;t) = fu«(X) is
continuous, then we say f; is a homotopy.

If there exists a homotopy connecting two maps fo; f; : X ¥ Y, then we say that
fo and f; are homotopic, and we can write fy * f;.

Definition 2.1.5 (Homotopy Equivalence). Let X and Y be topological spaces, and
f: X ¥ Y acontinuous function. We call f a homotopy equivalence if there exists a
continuous functiong:Y ¥ X suchthatg f ”idx andf g ~idy.

If there is a homotopy equivalence £ : X ¥ Y, then we say that the spaces X
and Y are homotopy equivalent and we can write X ~ Y. Homotopy equivalence is
a less strict condition than homeomorphism, in that if X and Y are homeomorphic,
then they are also homotopy equivalent, but not necessarily the other way around. For
example, a point ¥ g and a disc D are homotopy equivalent, but not homeomorphic.
To speak more illustratively, if homeomorphism allows continuous deformations, then
homotopy equivalence also allows us to compress or expand regions to/from a point.
This gives rise to the notion of contractibility:

Definition 2.1.6 (Contractible). A topological space X is contractible if it is homotopy
equivalent to a point T g.

The vast majority of topological spaces, such as tori, spheres, circles and Euclidean
space, consist of infinitely many points. This makes them impossible to represent
combinatorially, which we must do in order to run calculations on them with computers.


https://www.shapeways.com/blog/archives/21752-a-3d-printed-topology-joke.html
https://www.shapeways.com/blog/archives/21752-a-3d-printed-topology-joke.html

2.1. MAPPER 11

Figure 2.3: The standard n-simplices which can be represented in 3 dimensions.
Namely, the 0;1;2;3-simplices, corresponding to a point, line, triangle and tetrahe-
dron. Image from: https://commons.wikimedia.org/wiki/File:Simplexes. jpg

We can solve this by introducing discrete representations of spaces, called simplicial
complexes. We will now give a few definitions regarding these objects.

Definition 2.1.7 (Abstract Simplicial Complex). Let S be a set. An abstract simplicial
complex is a collection K of non-empty finite subsets of S such that, if X 2 K and
Y X,thenY 2 K.

On computers, S will be a finite set, and the collection of subsets allows us to
give a purely combinatorial description a topological space. There is a construction
called the geometric realisation, which allows us to associate a topological space jKj
to an abstract simplicial complex K. However, we will not give details of it here, and
instead use the following examples to illustrate the relation between abstract simplicial
complexes and topological spaces.

Example 2.1.8 (Standard n-Simplex). Let S be a set with n + 1 elements, where
n 2 Z o, and K the collection containing every subset of S. Then standard n-
simplex is the geometric realisation jKj in R™** given by the convex hull of the points

can be represented in 3 dimensional space are shown in Figure 2.3

Example 2.1.9 (Triangle). Consider the set f0; 1;2g and let K be the collection of
all its subsets. Its geometric realisation in R® is given by the convex hull of the points
£(1;0;0); (0; 1;0); (0; 0; 1)g. See Figure [2.4] for a plot of this particular triangle.

One can consider abstract simplicial complexes as a generalisation of triangulation.
For example, just as we can triangulate a hexagon in 2D, by using six triangles which
meet at the centre, we can divide a solid sphere into tetrahedra in 3D.


https://commons.wikimedia.org/wiki/File:Simplexes.jpg
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Figure 2.4. The geometric realisation of the standard 2-simplex, namely, the triangle
as a subset of R3.

We can now finally give definitions to describe the nerve, which is a method of
associating a simplicial complex to a topological space.

Definition 2.1.10 (Cover). Let X be a topological spatg and U a collection of subsets
of X. We say that U covers, or is a covering for, X if ,,, U = X. Furthermore, U
is an open cover if all its elements are open.

Definition 2.1.11 (Paracompact). Let X be a topological space. We say that X is a
paracompact space if every open cover U has a locally finite open refinement.

The paracompact condition on X guarantees the presence of certain ‘nice’ properties
we would like to have. In particular, it guarantees that any open cover of X admits
a partition of unity subordinate to it, and the proof of the Nerve Theorem (Theorem
relies on this. It will never be an issue for us in practice, since all metric spaces
(spaces with a distance function d( ; )) are paracompact.

Definition 2.1.12 (Nerve). Let X be a topological space and U an open cover of X.
Then the nerve of U is the simplicial complex NU which corresponds to a set which has
one element v for each open set of the open cover U , and contains the finite subsets
corresponding to open sets of the open cover with non-empty intersections.

The nerve has the topology of its geometric realisation.

Theorem 2.1.13 (Nerve Theorem). [Hat02, Corollary 4G.3, p. 459] If U is an open
cover of a paracompact space X such that every nonempty intersection of finitely many
sets in U is contractible, then X is homotopy equivalent to the nerve NU.
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The nerve theorem captures the essential topological inspiration behind Mapper.
The result is that, if we have an open cover where the intersections are simple enough,
i.e. contractible, then the space and its nerve are similar, i.e. homotopy equivalent,
topologically speaking.

The Idea of Mapper

The motivation behind Mapper is the desire to find a map from a topological space
X to a simplified discrete network model we can calculate and visualise on computers.
The primary topological inspiration is the nerve, which takes us from X to a simplicial
complex (A), where A is the indexing set of a cover. As mentioned above, we can
think of simplicial complexes as spaces built from points, edges, triangles, tetrahedra,
and their higher-dimensional analogues. The nerve theorem (Theorem gives
conditions under which an open cover U of X will give a homotopy equivalent simplicial
complex. This is useful since it guarantees us a discrete representation of a space which
preserves topological properties up to homotopy. In particular, any loops, spheres, or
other higher-dimensional holes which exist in the original topological space X will
still exist in a discrete representation of it, if we take care in how we build such a
representation.

Mapper now consists of trying to construct a suitable open cover of a space which,
when we take the nerve, will give a simplicial complex simple enough to visualise while
also keeping as much of the topology of the original space. This will take place in three
steps. Firstly, we introduce a reference map : X ¥ Z from our topological space X
to some metric space Z, where Z is appropriately simplef] Then from an open cover
V of Z, we produce an open cover of X by taking the pullback (pre-images) of the sets
under , which we can write as (V)E]

Secondly, once we have this open cover of X, Mapper introduces a refinement step
by splitting the open sets of (V) into their path-connected components. This step
results in an open cover of X which is closer to satisfying the requirements of the nerve
theorem.

Finally, all that remains is for us to take the nerve. We can then visualise it, if
the resulting simplicial complex is low-dimensional enough. In particular, if we end up
with a 1-dimensional simplicial complex, we can visualise it as a graph, as in Figure
2.0l

2.1.3 Discrete Spaces

In practice we will be dealing with point clouds, not infinite topological spaces.

4Typically, Z is one or two dimensional.

SNote: when Z = R and the cover is by overlapping intervals then we get something which can be
thought of as a discrete approximation to the Reeb graph [Ree46|, and indeed Mapper’s convergence
to the Reeb graph in this case was proved in 2015 [MW15; [CO18].



14 CHAPTER 2. MAPPER AND MEDICAL DATA

Definition 2.1.14 (Point Cloud). A point cloud, X, is a finite set of points, with the
discrete topology. The metric we define on this set will depend on our use case. For
example, in the case where X is a subspace of Euclidean space, R" for some n > 0,
then we can take the induced Euclidean metric.

The notion of covers, and pullbacks of covers from a reference metric space, can be
reused without di Cculty. But what is analogous to path-connected components? The
Mapper algorithm uses here the idea of clustering, where the clusters take the role of
the path-connected components.

Definition 2.1.15 (Clustering Algorithm). A clustering algorithm is a function on a
finite number of points with a measure of distance, which outputs a partition of the
points.

In Mapper single linkage clustering is implemented, with a chosen parameter . The
result of this clustering corresponds to the path-connected components of the space
consisting of balls of radius at each of the points in the point cloud. To summarise,
the Mapper pipeline, starting from a point cloud X, is:

1. Define a reference map : X ¥ Z from your point cloud X to a reference metric
space Z. This is called the filter function.

2. Select a covering U of Z. For example, if Z = R we can take a covering by
overlapping intervals.

3. If we have the cover U = fU g >, Where A is the index set for U, we construct
subsets of X by pulling back U over , that is we get subsets X = U .

4. Select a value of to input into a single linkage clustering algorithm, which we
apply to each set X , giving us clusters of each set. At this point, we have a
covering of X parametrised by ( ;c), where 2 A and c is one of the clusters of
X .

5. Construct the simplicial complex with elements all possible pairs of ( ;c), and

non-empty intersection.

We demonstrate this pipeline with the following example of Mapper applied to a point
cloud approximating a circle:

Example 2.1.16 (Mapper Applied to a Noisy Circle). Figure gives an example of
Mapper applied to a point cloud sampled from a circle, where we add Gaussian noise.
Here the reference map is the height function : R2 ¥ R, given by (x;y) =y. We
take a covering U of the height by three intervals, which results in a covering (U) by
three open sets on our original circle, given by colours in the figure. We note that the
middle (purple) interval can be separated into two clusters. The bottom part of the
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Figure 2.5: In the top left, we have a point cloud coming from a noisy sampling of the
circle St in R2. The reference map is the height function, mapping to the line R in
the top right. Note that we have a covering of R by three open intervals, represented
by the three bracketed lines. The coloured rectangles in the top left represent the
pullback of the covering on R. Note that the middle rectangle contains two clusters,
by inspection. The bottom right graph represents the nerve of the covering without
breaking the middle into two clusters, note how it appears like a line. The bottom left
graph represents the nerve of the covering, with the middle broken into two clusters,
note how this has the same homology as the circle. This example is modelled on one
in [Car09, §3.2].

figure shows the resulting simplicial complexes we get when we take the covering (U)
of St versus the one with the middle split into two colours. The graph on the right is
a line, while the one on the left more closely approximates the circle.

2.1.4 Inputs and Outputs

We have given an overview of the steps in applying the Mapper algorithm. Now
let us summarise its outputs and inputs, along with a few comments. For inputs,
Mapper requires TX; ;Z;Ug, that is, a point cloud X, a reference map : X ¥ Z,
and a covering U of the reference space Z, along with a clustering algorithm (usually
single linkage clustering with parameter ). The output is a simplicial complex with
dimension bounded by the covering dimension of U. The covering dimension of U is
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given by a positive integer, d, so that any collection of more that d + 1 sets in U has
empty intersection. This means, by our construction, we will not have any simplices
of dimension greater than d.

Note that we can get a multiresolution structure by varying the cover on Z. In
particular, we can consider sequences of covers that include one into the other (for
example, take a collection of coverings of R by steadily larger intervals). However,
this requires that our clustering algorithm does not split clusters, if more points are
added to a space (or else we will not get functions between the resulting simplicial
complexes). Single linkage clustering has this property, since adding more points to a
point cloud we’re clustering can only cause clusters to merge. In more technical terms,
single linkage clustering is functorial under inclusions. So two points assigned to the
same cluster by single linkage with a certain parameter " will still be assigned to the
same cluster when more points are added, namely, under inclusion into a larger set of
points. Complete linkage clustering does not have this property.

Finally, let us discuss the choice of for the (single linkage) clustering stepE] The
idea is to choose either a single , or otherwise an  for each 2 A, that is, for
each set of the cover, such that if two sets of the cover, U and U . have a non-empty
intersection, then  and o produce the same set of clusters when applied to the pre-
image of U \ U .. Practically speaking is chosen by looking at the dendrogram
for single linkage clustering applied to the pre-image of U , and picking a value in a
place where a large gap appears. The reasoning being that shorter edges are required
to merge points which “should” belong in a cluster, while relatively longer edges are
required for merging clusters themselves!’|

An additional point to consider is Mapper’s sensitivity to parameter changes, as
discussed by Carriére and Oudot in [CO18].

So, in summary, Mapper requires a point cloud X, a reference map : X ¥ Z
(also called a filter function) which gives a value in some reference space Z to each
data point, a cover of Z, and finally some clustering function which is applied to the
pulled back cover on the data set. The nerve of this covering is the simplicial complex
produced by Mapper. Unusually for data analysis, we are given choices when applying
the Mapper algorithm. However, this allows us to find properties that persist for any
“generic” choice, which leads us to suspect that such properties are significant. See also
Table [2.7] for a summary with examples.

6Gunnar Carlsson’s presentation about Mapper at the 2015 Young Topologists’ Meeting refers to
this as the “magic fudge”.

"We have described how Mapper produces a simplicial complex. Visualising it, so we can see the
results in 2D, or at most 3D, is another matter. Most applications use R as the reference space, so
the result is a 1-simplex, that is, a graph. We can then draw these graphs using certain software
applications. Typically, the node sizes correspond to the number of points in its cluster, and the
colour is by filter function, but there are other options here. The nodes are also usually positioned in
order of increasing filter function, in some direction.
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Inputs (or Choices)

Point Cloud X Gene expression profiles

Reference Map : X ¥ Z Height function

Cover U of Z Open intervals

Clustering Function Single linkage clustering
Output

Simplicial Complex Visualised as a graph

Table 2.1: Mapper inputs and output summary.

Example

For illustrative purposes, we o Lerl another example here taken from [Lum+13], which
we show in Figure [2.6] corresponding to Figure 1 from the Lum et al. paper.

(A) In this example, the point cloud is sampled from a hand in 3D.

(B) The reference map is illustrated using a colour gradient, which is by x-coordinate
from right-to-left (blue to red), one can also think of this as ‘height’ from the
base of the hand.

(C) We see here the cover and clustering. The cover is shown by the hand being
split up into overlapping portions along the left-right axis, and the result of the
clustering in this case corresponds precisely to the connected components of the
hand, that is, each isolated portion of the split up hand is its own cluster.

(D) We see here the output of Mapper, which is a graph with nodes corresponding to
each cluster in part (C), and edges between nodes with clusters which overlap.

2.2 Application to Medical Data

This section will detail the application of Mapper to a breast cancer gene expression
data set from a paper of Nicolau et al. [NLC11]. The data set is high dimensional,
consisting of expression values from thousands of genes, with each gene corresponding
to one dimension. In particular, we will outline the reasoning behind the choices made
in the application of Mapper, going from the initial pre-processing of the data, to the
filter function (reference map) chosen, and the clustering algorithm used. Lastly, we
describe how, with aid from the output of Mapper, Nicolau et al. determined that
the cluster containing the newly discovered c-MYB™ breast cancer subgroup was of
interest.

2.2.1 The Data

We begin with a brief description of the data and its sources. There were two sources
of data, firstly the 295 tumour samples from the Nederlands Kanker Instituut (NKI)
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Figure 2.6: A figure showing the Mapper algorithm applied to a point cloud arising
from sampling a hand in 3D. We have edited C from the original [Lum+13, Fig. 1]
by showing the clusters in the pullback of the cover more clearly. A) shows the point
cloud in 3D, sampled from the hand. B) shows the filter function using colour. In
this case, the filter function is the x-coordinate, from right-to-left. C) shows the cover,
which has split up the hand into overlapping section, and it additionally shows the
clusters, which are just the connected components of the split up hand. D) shows the
Mapper graph output.

[Vij+02], and secondly 13 normal breast tissue samples, called the Breast Cancer Nor-
mal (BCN) dataff| The data come from 25k microarrays [’

2.2.2 Pre-processing

The first step is to pre-process the gene expression data. We will give an outline of
this process in this paragraph, and go over the steps in more detail in the rest of this
subsection. Pre-processing involves checking the quality of the samples, and keeping
only samples of high quality (i.e. at least 70% of the sample’s genes have recorded
expression values). Next missing data is imputed (that is, inferred from the data we
have), and the actual genes are identified by mapping the microarray probes to an
appropriate database/"’] Once we have the expression values and their corresponding
genes, we take advantage of the fact that we have a source of ‘diseased’ (breast cancer)

8Note: I've had di [cilty finding the source of these. There are dead links to some of the raw
data in the older papers. The closest I’ve come is Nicolau et al.’s DSGA paper [Nic+07] which cites
their breast cancer data as 63 primary tumour samples and 13 normal tissue samples coming from
[Zha+04], although that paper itself states that they have only three normal breast tissue samples. |
later received a copy of the data after contacting Nicolau.

9For mathematicians, it’s su [cieht to know that microarrays are a technology which can be used
to measure gene expression.

10Njicoleau et al. [NLC11] use a knn algorithm with k = 10 to impute their missing data, and use
the UniGene cluster ID build 219 to determine their genes. The exact algorithm and database of
genes used will, of course, depend on the application.
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samples and ‘normal’ samples. We normalise using DSGA [Nic+07] (see a later part
of for more details) between the two data sets, then use the expression of the
normal samples to work out a subspace of normal expression. This is then subtracted
from all the samples, leaving us with only the ‘diseased’ component of the expression.
Finally, we filter out a certain number of genes, by taking those which have the highest
diseased expression.

Extract Values

To get the gene expression values, the authors take the microarray data (from 25,000-
gene arrays) and keep only the samples with at least 70% high quality data. Next they
use a knn algorithm [Tro+01] with k = 10 to impute the missing data, that is they use
the mean value of the 10 nearest samples to predict the value of a gene in a sample
which is missing its valueﬂ and finally they use UniGene cluster ID (build 219) to
cluster the samples into UniGene clusters™]

The result is that 18,790 UniGene clusters are found in the NKI data, and 18,791
in the BCN data. Of these, 12,237 UniGene IDs matched between the two data sets.
So, each sample now corresponds to a vector T 2 R%2%7 of gene expression values.

Subsequently, the vectors of gene expression level corresponding to the 12,237 Uni-
Genes for each tissue sample were normalised, to have the same magnitude as the mean
of the 13 normal tissue vectors. This accounts for any systematic di Lerences in the way
the 295 tumours vs. the 13 normals were measured, since they come from two distinct
sources.

DSGA

Disease-specific genome analysis (DSGA) [Nic+07] is a method which decomposes
‘omic data into two terms, a normal component, which is the part of the data best
mimicking healthy tissue, and a disease component, which is the rest, and one can
think of this component as a measure of how aberrant the tissue is. In equation form,
if we have a vector T of ’omic data, we get a decomposition into a normal component,
Nc:T, and a disease component Dc:T.

T =NcT + Dc:T

The normal component Nc:T is calculated by fitting the tissue data T onto a
linear model, called the Healthy State Model (HSM), which is calculated from normal
tissue data using a FLAT construction, as detailed in [Nic+07, Computational Details
Supplement], which we will now summarise.

impact of expression which is unique to individual tissue samples, we replace each of

11 The authors give no particular reason for using 10.
12UniGene clusters correspond to actual genes in humans
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the normal tissue sample data vectors by their approximation with all the other vectors.

x
Ni = JINJ
jEiI

and the J' are chosen to minimise the distance between N; and IQi We will refer to
this set as the FLAT normal vectors.

Principal Component Analysis (PCA) is now applied to the FLAT normal vectors
to identify an appropriate subspace, which we will consider to be our HSM, that is, all
expression falling in this subspace will be considered “normal”. The choice of dimension
reduction is determined by the Wold invariant [Wol78]:

2 m I DR 1)
I2+1+ + %Q (n+R 2')

W (l)

where  is the ith singular value of the PCA, R is the number of normal samples (13
in this case) and n is the number of genes (12,237 in this case). Roughly speaking, ;
gives a measure of the amount of dataﬂ in the ith direction, so Wold’s invariant W (I)

were to pick | as our number of dimensions. As an approximation to a signal-to-noise
ratio, we desire a value of | for which W (I) spikes up, or shows an abrupt dropr]

We now choose the appropriate dimension | subspace from our PCA to be our HSM.
Now we can properly define our decomposition of a data vector T as:

T =NcT +DcT

where Nc:T is the projection of T onto the HSM and Dc:T is the complement, given
by their di Lerence.

Gene Thresholding

Now that we have disease vectors Dc:T for each of our tissue samples, we will threshold
the data so that only genes that show a significant deviation from the healthy state
are considered. The goal here is to find genes which have unusually high expression
in the disease components. For each of the 12,237 genes, Nicolau et al. recorded the
5t and 95 percentiles of the disease components of the 295 tumours, that is, they

Bje. N is a projection of N; into the subspace spanned by fN1;:::; N 1;Nj+1;:::; N13g.

Ywhich we think of as variation

SApart from [Wol78], and this paper, I've been unable to find the Wold invariant online. The
statisticians I've talked to also have no idea about it. Monica Nicolau has indicated that the Wold
invariant is from the aforementioned paper. However, the method used in [Wol78] does not match what
she has used. In any case, as mentioned in the DSGA paper’s supplementary information [Nic+07],
the usual method of choosing an appropriate dimension for the PCA is to go by proportion of variance
explained (depends on the application, but > 0:9 is typical) and to pick a dimension after which the
singular value drops suddenly, the idea being you only care about variation above a certain threshold.
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take about the 15" smallest value and the 15% greatest value of the 295/ Now they
take the higher absolute value of the two and call it MaxAbs595, and we have this
value for each of the 12,237 genes. They then took the 85" and 98" percentiles of
these MaxAbs595 values, that is, for the 12,237 MaxAbs595 values, they take about
the 1,836%" and 245%™ highest. The genes chosen for analysis were those which had
values above the 85" percentile, and were also highly correlated (r > 0:6, Pearson’s
correlation coe [cieht) to at least three genes having values above the 98" percentile.
This ensured that the retained genes deviated significantly from the HSM in highly
correlated groups. Nicolau et al. ended up with 262 genes retained.

2.2.3 Applying Mapper

Mapper is now applied. This is the step where topology plays a role. The input was
a point cloud of 295 tumour points plus 13 normal points, with distances given by
the Pearson correlation distance, d(i;J) =1 cor(i;j), where cor(i; j) is the Pearson
correlation, defined as follows:

Definition 2.2.1 (Pearson correlation). The Pearson correlation between two samples
i and j is given by

Pm
oy o ek Yok Vi)
cor(i;j) = PP5 LEa=r -
1 Vi Yi) 1 Yki o Yi)

where yi.i is the expression of gene k in the it" sample, and y; is the mean expression
of sample i.

The correlations were calculated in R?%? on the retained genes using the disease
component values. A family of functions, f,« were used as filter functions (reference
maps), taking the data points to a value in R, given by the LP norm taken to the
k™ power. That is, if we have a disease component associated with a data point

o LI 1k
b4 P
fu(DcT)=@ g ff A
r=1
Nicolau et al. used values of p = 1;:::;5 and k = 1;:::;10, to change the relative

importance genes with high variance in the disease components, and also to change
the scaling. These aledt the ability to pick out features in a visualisation. The cover
chosen for R was to divide the image of fy into 15 equal intervals, with 80% overlap.

The resulting output were one dimensional simplices, which they visualised as Map-
per graphs. They modified these by excluding all vertices corresponding to clusters with
only one data point in them, as we see in Figure (p = 2;k = 4). The authors now

16Keep in mind that, after normalisation, we can have negative expression values.
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find several groups of tumours that stand out by looking at the arms of the Y-shape
of the Mapper graph. One arm corresponds to the normal tissue and cancers with
normal-like expression. Two arms display high levels of deviation from normal. One
of these correspond to Basal tumours, the other to ER™ tumours (ones which are not
normal-like). Of note is the new subgroup they discovered, the c-MYB™ tumours,
which stood out as being the most dense segment of the ER™ sequence, and exists
even when vertices containing only one data point are removed.

Comparing against Clustering

Nicolau et al. now compared the Mapper approach with clustering. To do this, they
applied a clustering algorithm called average linkage clustering to the same data as
Mapper and found it unable to distinguish the c-MYB™ subgroup, as shown in Fig-
ure 2.8 Rather, clustering scatters the tumours in the c-MYB™ subgroup, and even
those in the ER™ arm of the Mapper output. This step shows that it’s possible to
use topology, as incorporated in Mapper, to find something new in a gene expression
dataset.

2.2.4 Distinguishing c-MYB™

After finding an interesting subgroup, Nicolau et al. now argue that it deserves its own
new classification. This is due to:

Its uniformity in molecular signature

Its clinical and survival properties

It’s validated in other breast cancer data sets

It does not fit into previously identified breast cancer types

Note that this argument is statistical, and largely biological, work, not topological.

For survival and clinical outcomes, it’s found that the patients in the c-MYB™
group in the study had a 100% overall survival rate, with no recurrence or death from
disease, with a median time to follow-up of 8.5 years.

For classification,the authors used the molecular subtypes found in [Sgr+03] (Basal,
ERBB2, Luminal A, Luminal B, and Normal-like) to classify the 22 c-MYB™ tumour
samples. The result was that six of the tumours had correlation > 0:1 to one of the
five centroids, and the rest were left unclassified. This indicates that this subgroup
does not fit neatly into any of the existing classifications, implying that it has not been
discovered before.

There are two techniques the authors use to find a molecular signature. Firstly,
the authors use Prediction Analysis of Microarrays (PAM) [Tib+02], which utilises a
method of “nearest shrunken centroids”, to tell if, using the disease component of all the
12,237 genes, the c-MYB ™ subgroup is distinct from normal tissue, and shows uniform
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Figure 2.7: Figure S3 from [NLC11]. (A) shows the Mapper output with all vertices
included. (B) Shows the output excluding vertices with only one data point. The size
of a vertex is correlated to the number of data points in them, and the colour is the
value of the filter function, which in this case one can think of as a measure of disease,
i.e. away from “normal”, with blue being low and red being high.



24

PAD output
bins with at least
2 data points

CHAPTER 2. MAPPER AND MEDICAL DATA

Samples

ER#+

_|'- | g * o
A .‘I w FA "
H ﬁ & o
I o &
\: | + :
L | o
0 E | E 4 + + MYB+ tumors
I = . : {scattered among
= VT S 25 5 S S '_ ... the ER+ clusters)
]
i
I

Tumors that are
close to ER- and
ER+ tumors.

Normal

Heatmap produced
by clustering the

g identical data matrix
used for PAD analysis

Figure 2.8: Figure S4 from [NLC11]). A comparison between Mapper and average
linkage clustering. The data used in both cases was the DSGA-transformed data,
taking the 262 genes which passed the thresholding. The top half shows the ER* arm
of the Mapper output magnified, with the top half being the c-MYB™ tumours. The
position of the tumours in the vertices in the clustering dendrogram are given to the left
of the Mapper output, from which we see that tumours which are close in the Mapper
output, even coming from the same vertex in some cases, are scattered throughout
the clustering dendrogram. In particular, the c-MYB™ tumours are scattered in the
dendrogram, while being close in the Mapper output. The bottom half of the picture
shows the heatmap produced when clustering the data. In the heatmap, the columns
are samples, and the rows are genes. The expression level is yellow for high and blue
for low. See §3.4.2 for more details on heatmaps.
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characteristics. Of particular note, PAM analysis finds two predictor genes which
distinguished between the c-MYB™ subgroup and normal tissue with O error. These
genes were TSH-releasing hormone and proprotein convertase subtilisin/kexin type 1.
The authors indicate that being able to use only two genes to separate c-MYB™ from
normal suggests that the subgroup is both distinct and homogeneous.
Secondly, the authors use Significance of the Analysis of Microarrays (SAM) [T TCO1]

to detect genes with statistically significant changes in expression['’] c-MYB was, as
expected, one of the top significant overexpressing genes.

Validation

Nicolau et al. then check if the c-MYB ™ subgroup was present only in the NKI data set,
or if it is also present elsewhere. This validation was done on two other breast cancer
sets, a Ulleval University Hospital (ULL) data set [Lan+07] of 80 breast cancers, and
HERSCH [Her+08], a set of 232 tumours. The authors first selected 46 tumours of
ductal histological type that had been in the study for longer than 10 mo from the ULL
data, and 188 primary breast tumours with good-quality RNA. DSGA was applied to
the selected tumours, using the UniGene clusters in common with the normal BCN
data set, there were 17,441 Unigenes in common for the ULL data, and 18,898 for the
HERSCH data.

The set of genes showing significant di Lerknces in expression in the c-MYB™, iden-
tified by SAM, were used to extract a set of four tumours in the ULL set and 37
tumours in the HERSCH set. Considering also tumours highly correlated to that set,
the authors find six of 46 tumours in the ULL and 19 of 188 in the HERSCH to be
of the c-MYB™ subgroup. Lastly, looking at this subgroup of tumours, they found the
patients had 100% survival and no recurrence, just like in the NKI data set.

2.2.5 Discussion

We have seen an example of Mapper applied to a gene expression data set. Briefly,
we first need to preprocess the data. This involves cleaning up missing data, as well
as determining which parts of the gene expression data are normal expression versus
disease expression, and extracting the disease component as being of interest. We
then input the preprocessed data into Mapper, these being the point cloud of samples
and the distances between them (calculated from the disease components), the filter
function(s) (magnitude of diseased expression), and coverings for the reference space
(intervals for the magnitude of diseased expression). We have also seen how the sim-
plicial complex (graph in our one-dimensional case) was cleaned up by removing the
vertices corresponding to small (single data point) clusters.

This visualisation allowed us to find an interesting subgroup (c-MYB™ breast can-
cers) which had not been found before, and is not apparent using a standard clustering

They are listed in the supplementary data of [NLC11].
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method. It occurs as a distinct group in the Mapper output, but is split up by hier-
archical clustering. The statistical validity of this subgroup is then checked, based on
testing properties of the subgroup found by visual inspection through Mapper. These
properties include: consistent gene expression in the c-MYB™ subgroup, consistent
clinical properties, and existence in other breast cancer datasets.

In the next section, we will go through another application of Mapper to the same
data set. This application dilerk in that the preprocessing step and filter function
chosen are much simpler, yet Lum et al. still manage to recover the same result.

2.3 Reapplying Mapper

A paper of Lum et al. [Lum+13], showcasing Mapper applied to several datasets,
contains an example of applying Mapper to the NKI data [Vee+02], which is the same
source of data that Nicolau et al. use, whose paper [NLC11] we went through in the
previous section. In this section, we will go through this application. In this case,
di Lerent preprocessing and filter functions are used, however, we still get the same
result. So, this will show how Mapper can be applied to a data set which has been
preprocessed in a di Lerent fashion, and yet recover the same essential structure. This
highlights flexibility as a key feature.

They also run Mapper on another breast cancer microarray data set, GSE2034
[Wan+05|. In both cases, the Mapper output is similar, and this gives us the ability
to compare between di[erent data sets, even if they come from di Lerent experiments.

2.3.1 Pre-processing

Lum et al. decided to use the 1,500 top varying genes in their analysis, after trying
various values (24K, 11K, 7K, 3K, 1.5K) and seeing which one gave the most distinct
branching of the Mapper graph output, as shown in Figure 2.9/

2.3.2 A Simpler Filter

The data points are tumour samples, using the Pearson correlation distance™| across
the 1,500 chosen genes.

The filter function they used for Mapper was something the authors call L-infinity
centrality, which assigns to each data point the value of the maximum distance that
point is from any other point in the data set. That is, if X is our data set, and d, a
distance function on it, then our filter function, f, is given by

f(x) = max d(x;y)

18strictly speaking, this is not pre-processing, since the authors picked the number of genes they
used by looking at the output. To truly be pre-processing, the figure 1,500 should have been decided
before looking at the output.

91n geometric terms, thisis 1 cos( ), where is the angle between the two gene expression vectors.
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Figure 2.9: Figure S1 from [Lum+13]. The Mapper graph of the NKI data, using only
the patients who survived, so corresponding to the bottom of panels A or B in Figure
[2.10 The rows represent the analysis done with a dilerent number of the top most
varying genes, from 24,000 in the top, to 1,500 at the bottom, which is the same as
Figure [2.10l The panels in the left column have been coloured by L-infinity centrality
values, with blue low and red high. The panels in the right column have the nodes
coloured by the percentage of the data points in them belonging to the bottom-right
flare of the 1,500 graph. With grey being 0% and then a gradient from blue to red, red
being 100%. The idea is to see where the data points corresponding to the c-MYB™
subgroup end up as we increase the number of genes used in the analysis. We see that
as the number of genes used in the analysis increases, the c-MYB™ subgroup in the
bottom-right flare spreads out and mixes with non-flare points. This indicates that the
inclusion of genes which do not vary obscures the presence of the c-MYB™ subgroup
in the data.
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Figure 2.10: Figure 2 from [Lum+13]. The top panels, A and B, are from the NKI
data, and the bottom panels, C and D, are from the GSE2034. In both cases, a binary
filter has been applied in the top/down direction, being death/survival, and relapse/no
relapse, respectively. From left to right the nodes of the graphs are positioned by their
L-infinity centrality values. Finally, colouring has been done, the left two panels, A
and C, are coloured by the average expression of the ESR1 gene, and the right two
panels, B and D, are coloured by the average expression of the genes in the KEGG
chemokine pathway. In both cases blue is low and red is high.

This is in contrast to the filter function used in [NLC11], where the authors first used
DSGA to get a measure of how diseased the gene expressions were. It is interesting
that they obtain a similar result, despite using a simpler filter function in this analysis.
However, both functions act as a proxy measure of disease, since more unusual (and
hence, far from the centre) gene expression is indicative of disease.

They also use a binary filter to split their graph into two, which is survival/death
in the NKI data, and no relapse/relapse in the GSE2034 data. They find
a graph output by Mapper in both cases, as we can see in Figure [2.10, and mention
that here we see Mapper’s great utility in being able to compare data sets without
transforming coordinates to account for how the two data sets measured gene expres-
sion. That is, the authors have used Mapper on two di Lerknt gene expression datasets
to produce a similar visualisation, without normalising the two datasets between each
other. In particular, samples from one Mapper output are similar to samples occupying
the same area in the other Mapper output.
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2.3.3 Validation Again

Lum et al. validate the significance of the features of the Mapper output by simulating
random data. They look at two interesting structures, flares, which are long linear
segments, and groups, which are subsets of neighbouring vertices. The idea is to look
at how often a certain structure appears in random data. So, if we get something in
the Mapper output of our actual data that only appears rarely, then we know we have
found something which may be of further interest.

Validating Flares

Flares are long linear segments, which may indicate an interesting subgroup in the
data, like the c-MYB ™ subgroup in this example. To test their significance, Lum et al.
generated 1000 data sets of the same dimensionality as the original data. The entries
in each column were given by a Gaussian distribution with zero mean and constant
variance across all columns. Mapper is then applied to each generated data set, and
a flare detection algorithm is applied to the resulting graph. The number of flares is
counted, and compared to the number found in the graph of the original data.
The flare detection algorithm is as follows:

1. Associate an eccentricity value e(n) to each node of the graph, given by:

x
e(n) = d(n; m)

m2V (G)
where V (G) is the vertex set of the graph, and d is the graph distanceE]

2. For each connected component of the graph G, compute the zero-dimensional
persistent homology as follows. We start at the maximum eccentricity value for
each connected component, and decrease the value from there, adding nodes as we
pass their eccentricity value (so nodes are added from high to low eccentricity).
Meanwhile, we keep track of the number of components, and the eccentricity
value at which they were born and at which they died. We will end up with a
set of components, parametrised by their birth and death eccentricity values.

3. We keep track of the range of each component, and normalise it by dividing by
the range of the eccentricity values, so we get values in [0;1] assigned to each
component. Higher values indicate longer components, which were likely started
by high eccentricity nodes, and so correspond to flares.

4. For each x 2 [0; 1], we look at the number of components with an associated value
greater than x. This gives us a non-decreasing function of x. We look for the
longest interval over which this function stays constant and greater than one, and

20The idea is to di[erkntiate between nodes in more central regions of the graph and nodes at the
ends of flares.
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take the corresponding components as flares. The algorithm outputs the number
of flares.

Note that the algorithm is only applied to connected components which make up more
than 10% of the overall graph. The authors state that the above algorithm, applied
to randomly generated data as described above, did not produce more than one flare
except once in 1000 Monte Carlo simulations. This suggests that the presence of flares
has a significance level of about 0.001, and will tend to be due to structure in the data,
rather than noise or happenstance.

Validating Groups

The purpose of this section is to validate the significance of groups in the Mapper
output displaying a high proportion of a certain trait. For instance, Lum et al. state
that in previous analyses of the breast cancer microarray data they had found connected
families of adjacent vertices where the survival is perfect (that is, a subgroup where
everyone survived). The question now arises, what is the significance of such a group
occurring, and is it just an artefact of applying Mapper? To answer this question, the
authors consider relative density measures of survival on the breast cancer microarray
data, as follows.

The microarray data set can be considered as a finite metric space X, once we have
chosen a distance on it/”f] We can then consider a proxy function for density on X, for
instance: L X

) = 0 k (d(x; X))
x'2X
where k (t) is a probability distribution, for instance, the normal distribution, with
mean zero and standard deviation

Now, we can similarly come up with a proxy function for density considering only
a subset of the patients, for instance, the ones who survived. Let us call this set L,
and the resulting proxy function:

L — 1 > ]
) == Kk (dxx))

x02L

We are interested in the value q(x) = ng a proxy for the relative density of live

patients, compared to the density of all patients in the metric space.
To study how significant a certain value of q(x) is, we will assume a null hypothesis
that the set L of living patients occurred randomly. We now select sets L’ of the same

number of points as L, chosen uniformly at random, and look at the corresponding
L0

)

GO
To do this, Lum et al. performed a Monte Carlo simulation by repeated selection

maximum value of the quotient q-'(x) =

of sets L’, and recorded the values “ = max,ox q- (x). That is, they selected sets

21For gene expression data, this will rarely be the Euclidean distance of R".
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of points of size jLj at random from the breast cancer data set, and calculated the
maximum density of the ‘living’ patients relative to the density of all patients. The
distribution of these values were then used to determine how significant a given value
of g(x) is. In particular, the probability of a value of q(x) at least as extreme as the
q(x) associated with the high survival flare in the breast cancer data is less than 10 4.

2.3.4 Discussion

We have seen a second application of Mapper to the same dataset. The pre-processing
step and filter function chosen were dilerknt, but we still ended up with a similar
result to the first application. This serves to confirm the existence of the c-MYB™
breast cancer subgroup. Furthermore, we see that applying Mapper to another dataset
also leads to a similar-shaped Mapper graph. This shows that we can use Mapper to
make a visual comparison between datasets which come from di[erent experiments.
Finally, we have seen another method less dependent on discipline-specific statistics
for determining the statistical significance of structures (flares and groups) in Mapper
graph output.

2.4 Discussion

We have described the Mapper algorithm, and seen its application to breast cancer
gene expression (microarray) data to detect a novel subgroup of breast cancer.
In applying Mapper, there are four choices that must be made:

1. We must have a choice of distance function on our data set.

2. We must choose a reference space and a map to it. (Our filter function.)
3. We must choose a cover of the reference space.

4. We must cluster the pre-image of our cover of the reference space.

In cases where the choice is unclear, we vary the choices made and see what interesting
features persist in the outputted Mapper graphs. For instance, in Section [2.2| (the main
breast cancer example), distance was given by Pearson correlation, and the pre-image
clustered by single-linkage, with the parameter chosen in a suitably large gap between
the clusters changing. However, the filter function, a measure of the diseased state, was
changed by considering di Lerent LP norms raised to di Lerent powers, which represents
giving di Lering weights to either all genes, or just the most varying ones, and the cover
of the reference space was changed by adjusting the number of intervals and their
overlap, which aledted the resolution of the resulting Mapper graph. The removal of
bins with only one data point is another way the Mapper graph can be cleaned up.
It corresponds to removing outliers, so is another way to test the robustness of the
features encountered. Ultimately, structures which persist across parameter changes
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are considered robust, and so undergo further testing. This is the key principle of
applying Mapper.

When interesting structure is encountered, it must be validated. In Subsection
[2.3.3] we see the statistical validation of flares and groups by Monte Carlo simulation,
as described in the Methods section of [Lum+13]. However, if we are to find out
why the structure we encountered is interesting, we must dig deeper into the data,
as described in §2.2.4] where Nicolau et al. tested a subgroup found by Mapper, by
looking at the survival data of the patients, and testing for genes which had significant
changes in expression, as described in [NLC11].

Now some remarks to conclude. In order to use Mapper, a metric is essential.
In both approaches, the Pearson correlation distance was used. ¢c-MYB™ could not
have been found without a metric, at least not using Mapper. Now, the validation
of c-MYB™ can take place without a metric, but this is mere comparing between the
c-MYB ™ and the other tumours, once they have already been separated into subgroups.

Mapper is dimension reduction along with clustering applied locally. The dimension
reduction aspect is given by the reference map to some reference space. There are
even cases where the reference map gives values of the first two principal component
values, from a PCA. The clustering is applied locally, in the preimages of the open cover
chosen for the reference map. This allows Mapper to discriminate more between points
than applying a clustering function alone, since points separated by the reference map
will never be clustered together.

This results in Mapper picking up structure that traditional clustering methods
cannot. In particular, when the reference space is R, Mapper is an approximation
of the Reeb graph [MW15; |CO18]. This makes it possible for Mapper to detect the
number of holes in a surface, assuming a fine enough sampling of points [CM+04].
As another contrast with clustering, we can consider the circle or the “Y’-shape (as in
the breast cancer example). Both consist of a single path-connected component, so it
would be reasonable to expect that a clustering algorithm would cluster a point cloud
from them into a single cluster.

Mapper is a visualisation tool which helps in extracting interesting features from
point cloud data. Such features are usually seen from its graph output as groups,
flares, or loops. While Mapper provides a rich avenue for the initial exploration of
data, making further sense of the output usually requires finer analysis and knowledge
of the system studied. In particular, studying the groups or structures of interest in
the Mapper output will involve looking at dilerences between the group of interest
and the rest of the data. For instance, in the discovery of the c-MYB™ subgroup,
further analysis involving the gene expression was required to validate the existence of
the subgroup. Mapper may tell you that there is interesting structure in your data,
but it will not tell you why, or exactly what it arises from. That requires further
familiarity with the data, or system being analysed, as well as other empirical and
analytical approaches. On that note, the next chapter will introduce the problems
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currently occurring in ecological transcriptomics, as well as our main study species,
the Arctic charr (Salvenlinus alpinus), found all over the Northern hemisphere.
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Chapter 3
Transcriptomics in the Wild

This chapter introduces the current problems in ecological transcriptomics that we
are seeking to address, and also gives the biological background on our study species
Salvelinus alpinus, the Arctic charr. We shall show what motivates us to study it, and
also give some results of standard di [erential gene expression techniques.

For mathematicians, we have a small subsection defining the space we are working
in and some concepts in the data section (§3.3.3). If desired, mathematicians can read
from this section and skip the background on the biology.

3.1 Ecological Transcriptomics

The transcriptome consists of all RNA molecules in a cell or population of cells; tran-
scriptomics is a field studying the transcriptome. Typically, we analyse the mRNA
(messenger RNA) which gives us the gene expression of the cells. mRNA is tran-
scribed from the DNA sequence of genes in the nucleus, and exported to the cytoplasm
where it is translated into a protein sequence by ribosomes. It therefore gives us a way
to measure the rate of protein synthesis associated to given genes. The gene expression
is a dynamic source of information that is intermediate between the phenotype (phys-
ical characteristics) and the genotype (the code of the cell contained in the DNA). In
the context of ecology, mMRNA molecules are extracted from tissues of interest from
individuals of species of interest. For example, in the next section we will describe
our interest in the Arctic charr, from which we take white muscle tissue samples for
transcriptomic analysis.

Recent advances in high throughput DNA sequencing technology have led to an
explosion of data in the field of transcriptomics. We have advanced from microarrays,
which give the expression of  10;000 genes, to RNA-Seq, capable of giving the ex-
pression of  100;000 genes [Wan+17]. Furthermore, falling costs have given us the
means to apply RNA-Seq to 10s of samples from wild non-model species.

The older microarray technology was constrained to target only transcripts with a
know sequence, and has di Cculity detecting rarely expressed transcripts. RNA-Seq, on
the other hand, can capture novel transcripts, not just those with a known sequence,

35



36 CHAPTER 3. TRANSCRIPTOMICS IN THE WILD

and also has a greater range of sensitivity then microarrays. However, RNA-Seq is still
considerably more expensive then microarrays, and also generates a higher volume of
data [KWG11] [

The tools for analysing RNA-Seq data have not kept pace. In particular, di Lerkntial
gene expression is analysed in a gene-by-gene manner, which doesn’t take into account
the co-dependence of gene expression, while gene network approaches, accounting for
the relationships between genes, are specialised for model species in the lab, and cannot
take into account novel information from non-model systems.

A key aim of this project is to develop a method capable of taking into account the
co-dependencies in gene expression in the form of a gene network, that works on non-
model species in the wild. Essentially, such a method should be capable of telling which
group of genes expressed in what manner results in which phenotype. It should also
be powerful enough across the noise of dilerknt sites and lineages. This is ambitious,
however, and we will settle, in the first instance, for being able to group genes into
sets of co-expressed genes, and then tell which sets are important for the dilerkences
between certain phenotypes.

An additional challenge of studying wild species is that there will always be an
e [edt of environment, since we do not have the ability to do controlled experiments, as
in the laboratory. In particular, if the samples we gather are from di Lerknt locations,
there will be the e [edt of local adaptation and genetic drift to take into account. This is
important, since any data analysis method for tackling gene expression in an ecological
context will have to deal with these issues.

In the following section, we will describe a species of fish, the Arctic charr, which
we will study. This will be a test for whatever model we come up with, since it is a
non-model species in the wild, with well-characterised variation depending on the part
of the lake the fish inhabits.

3.2 A Natural Model

We want an ecological and evolutionary model which will help answer a major outstand-
ing question in the field of ecology, which is the molecular basis of how diversification
occurs rapidly. With this consideration, we pick the Arctic charr (Salvelinus alpinus),
a species belonging to a family of fish called the Salmonids. These are famous for their
ecological and evolutionary diversity, and their rapid evolution. This is hypothesised to
be the result of a whole genome duplication in the common ancestor of all Salmonids
[Rob+17]. Whatever the reason, this diversity provides us good test species for finding
patterns in ‘omics data relevant to the processes of ecological divergence and speciation.
In particular, there are fish species in the Salmonid family which occur in benthic and
pelagic morphs in the same lake, with Arctic charr being an example of such [Klel0].

1There are also still issues with the short (100 bp) lengths of the reads and errors.
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3.2.1 Morphs

Morphs are a sub-species distinction based on phenotype. An example is the black and
white morphs of the peppered moth (Biston betularia), with the black morph appear-
ing after the Industrial Revolution in England in the 19t century [CS13]. Ecomorphs
are morphs based on correlation with specific habitats. In the text, we will use morph
and ecomorph interchangeably. In the context of Arctic charr, there are two morphs
of particular interest. These are the benthic and pelagic morphs, as mentioned above.
Commonly, there will be Arctic charr of both morphs in the same lake. In fact, these
morphs also occur amongst some other lake-dwelling Salmonids, and even more gener-
ally in other fish species, like cichlids. This gives the hope of generalising our results
to those fish which also possess this axis of diversification. We will now proceed to a
description of these morphs.

The benthic morph dwells near the lake bottom and feeds on benthos (organisms
which live near or on the lake bottom such as bloodworms) while the pelagic morph
dwells in open water and feeds on plankton. Dilerknces between the morphs depend
on lake, but we can describe some typical traits. The benthic morphs are usually
smaller than the pelagics, and have a less streamlined body shape, since they are not
as adapted to swimming in open water. Jaw and head shape diler too, mostly due
to adaptation to diet and foraging. For example, the pelagic morphs have more and
finer gill-rakers than the benthics, since they catch plankton by filter-feeding, while
the benthics dig around at the lake bottom. Figure [3.1 shows the benthic and pelagic
morphs in Loch Tay.

The occurrence of ecomorphological parallelism across independent lakes may indi-
cate the beginnings of the process of speciation, at the very least, it shows that local
adaptation is taking place. This is an ongoing area of research, and its mechanisms are
still unclear [EIm+10].

3.3 Data

In this section, we will give a description of the biological and transcriptomic data, as
well as a brief outline of the transcriptomic pipeline.

3.3.1 Samples

The biological samples we have are from 36 wild caught individuals of Arctic charr,
comprised mainly of benthic and pelagic morphs from four lakes. A list of the morphs
and lakes is shown in Table We have four individuals for each lake/morph combi-
nation. Figure [3.2/shows the locations of the lakes, and Figure [3.1 shows exemplars of
the two morphs in Loch Tay. These lakes were chosen since Arctic charr of both benthic
and pelagic morphs are present in each lake, which gives us the opportunity to find
parallelism between the four dilerknt lakes along this axis of diversification [Jac+19].
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Figure 3.1: This figure shows the two morphs in Loch Tay. The pelagic is the larger
one dwelling in open water, while the benthic is smaller dwelling near the bottom.
Note dilerknces in head and body shape, as well as size have been examined in other

studies [Jac+19].
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Lake/Loch Name Ecomorph

Awe Autumn Pelagic
Spring Benthic
Dughaill Benthic  Benthic
Pelagic  Pelagic
Tay Large Pelagic
Small Benthic

Kamkanda Dwarf Benthic
Large Piscivorous
Small Pelagic

Table 3.1: A table giving the lakes and lochs the Arctic charr have been sampled from,
as well as their name and corresponding ecomorph. Note that we refer to the fish as
benthic or pelagic morphs throughout the text, rather than by their lake-specific name.

=
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Figure 3.2: This figure shows the locations of the lochs and lakes the Arctic charr have
been sampled from. We are using samples from the three lochs in Scotland, and Lake
Kamkanda in Russia.

The key point here is that, if we do find parallelism, then the parallel aspects of these
morphs will indicate genetic regions and mechanisms behind the emergence of these
morphs in general. Furthermore, these same regions and mechanisms could be involved
in the beginnings of ecological speciation, at least along the benthic/pelagic axis.

3.3.2 Transcriptomics

In this section, we will give a brief outline of the methods used for obtaining transcrip-
tomic data from the Arctic charr.

The data are derived from RNA extracted from white muscle tissue in 36 Arctic
charr, four individuals from each category in Table 3.1 The RNA was prepared and
sequenced by Glasgow Polyomics in an Illumina NextSeq 500 machine, outputting
about 20-30 million paired-end 2  75bp reads for each sample. The .fastq files were
aligned to an Arctic charr de novo transcriptome with 33,126 transcripts prepared by
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Madeleine Carruthers and Andre Yurchenko from the Elmer lab [Car+18]. Alignment
was carried out in January 2017 using Bowtie2 (Galaxy Version 2.2.6.2) [LS12] on
Glasgow University’s Galaxy server [Afg+16] with options paired-end alignment, local,
no-mixed, no-discordant, -a (no ceiling) and the rest defaults. Please see [Car+18] for
more details on the approach followed for the RNA sequencing.

Transcript cluster counts were calculated with Corset (Version 1.06) [DO14|, defin-
ing nine groups of four individuals each (one group for each category in Table[3.1). This
resulted in a count table, with a total of 19,015 dilerknt transcript clusters with at
least 10 reads over all 36 individuals. The count table was input into R (version 3.3.2)
[R C17] and normalised using the regularised logarithm transformation function in the
DESeq2 (version 1.14.1) [LHA14] R package, with one group for each morph/lake.

The rationale behind transforming the raw counts is to obtain expression values
which are approximately normally distributed. In raw count data, highly expressed
and highly variable genes will end up dominating the results. The log transformation
takes this into account by considering variation relative to expression [BC64].

3.3.3 Mathematics

In this section, we show how we can consider the gene expression dataset mathemati-
cally as vectors/points in a gene expression space. We furthermore give a description
of how to incorporate categorical information as part of our datasetf]

Suppose that we have processed the output of our transcriptomics pipeline into a

number of samples and m the number of genes. We may form this into a data matrix
as follows:

Definition 3.3.1 (Data Matrix). Let A be an n m matrix, with the rows given

given over m genes.

This also allows us to find relations between genes by considering the m column

In all cases, our samples will have derived from some experiment, so they will possess
phenotypic, and other, properties. It is also the case that we may have properties, such
as annotations, for our genes. Since we are interested in the replicate populations of
non-model organisms which have undergone the same phenotypic diversification, that
is, we see the same morphs (which can be thought of as subpopulations) in di[erknt
locations, we will restrict our phenotypic properties to two nested levels. The top level
will be the locations, and the second level will be the morphs, which would ideally be the
same across all locations. In both cases, we will be dealing with categorical variables.
An example of this phenotypic information is in Table [3.1, where the lakes are the

2Note: We use categorical in contrast to numerical in statistical language, which means incorporate
properties which are described by a finite number of distinct labels/categories.
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locations, and the ecotypes are the morphs, with the exception that Lake Kamkanda
has an additional piscivorous ecotype. Furthermore, we will assume that we have no
reliable gene annotations, since we are dealing with a non-model species.

Definition 3.3.2 (Nested Subsets). We assume that we have groupings associated to
our n samples. Firstly, we assume we have a partition of our samples into locations.
Secondly, we assume we have partitions of the samples at each location into morphs.

Note that all these ways of partitioning our samples are done via their properties,
and this is what we mean by categorical data.

3.4 Analysis

In this section, we will use our data, in the form of vectors in Euclidean space (36
vectors in R¥%91%) to proceed with some standard analyses. We do some processing,
and visualise the data with PCA and heatmaps. This lets us visualise the data, and is a
first pass, to see if we have any unusual outliers or unexpected groupings. Furthermore,
we can check if there is parallelism apparent between the benthic and pelagic morphs
in the diLerknt lakes. This will turn up on our PCA plots as the di[erknce between the
benthic and pelagic morphs being in approximately the same direction in each lake.
This has been apparent in previous cases where parallel evolution has been found, such
as in Midas cichlids of Nicaragua [EIm+14, Fig. 3].

3.4.1 Lake El[edt

First, we note that the data can be grouped by lake, as in Table 3.1 We can see in
Figure 3.4, and we know from previous research, that there is a large e [edt of lake on
the gene expression of the Arctic charr. We must take this into account in order to
focus on the pervasive signal of the dilerkences between the morphs. We can do this
by taking the barycentre (centroid) of the gene expression of all the fish in that lake
as an estimate of the expression of the fish in that lake. For example, if we have the
exprqggion vectors of the eight fish in a lake TXy; X;;:::; Xgg, then their barycentre is
X = '=T1X A plot of the centroid for the Arctic charr is given in Figure .

Once we have the lake eledt, we can subtract it from the gene expression of all
our fish samples, and continue our analysis. If we consider the example with eight fish
above, this gives us the vectors fy;;y,;:::;ysg, Where y; = X; X. This procedure
can be repeated for any number of mutually exclusive subgroups.

3.4.2 Visualisation

Visualising data allows us to inspect it for any obvious groupings or patterns. This
serves two purposes. First, we can check if, in our rough 2D visualisation, we see the
grouping of data that we expect, for example, into di Lerknt conditions. Second, we can
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Figure 3.3: An example of the finding the centroid for the Arctic charr. Here we have
only plotted their first two principal components. The coordinates of their centroid
are given by the average over each coordinate. In this case, it’s the large centre point
joined to all the samples from the lake by a line.

see if there are other groups in the data which we have not taken into consideration,
for example, a subgroup in one of our conditions, or unusual outliers.

There are a few standard ways to visualise data. We first go through two of these
methods, principal component analysis (PCA) and heatmaps, and show their results
on our Arctic charr gene expression data. In the next chapter, we will follow up by
using the Mapper method.

Principal Component Analysis

Principal Component Analysis (PCA) is a method of dimension reduction. PCA uses
an orthogonal transformation to convert a set of observations of possibly correlated
variables into a set of values of linearly uncorrelated variables called principal compo-
nents. This transformation is defined in such a way that the first principal component
has the largest possible variance, and each succeeding component has the highest pos-
sible variance under the constraint that it is orthogonal to the preceding components.
The resulting vectors are an uncorrelated orthogonal basis set. In more technical terms,
we can consider PCA as a change of basis to a new coordinate system, where the first
coordinate accounts for the greatest variance, the second coordinate for the second
greatest, and so on [BCV13, §5.1].

To illustrate this, let X be a matrix where the columns are samples, and the rows
are shifted to have mean zerofj| In PCA, we wish to transform X to a new coordinate

3This simplifies matters, since it allows us to use the sum of squares to calculate the variance,
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Figure 3.4: A) Showing the first two PCs of PCA applied to the 500 genes with greatest
variance of the regularised log-transformed Arctic charr transcriptomic data. Notice
the broad division into Kamkanda (Russian), Dughaill (North Scottish), and Tay and
Awe (more Southerly Scottish). B) Showing the first two PCs of PCA applied to all
genes of the regularised log-transformed Arctic charr transcriptomic data. Note that
the axes are dilerent between the two pictures, however, the overall groupings are
maintained.

system T = WX where W is the transition matrix and the columns of T correspond
to sample coordinates in the new system.

The rows of W are given by unit vectors which maximise the variance in each coor-
dinate (row) of T, so the first row of W maximises the variance in the first coordinate,
the second row maximises the remaining variance in the second coordinate, and so on.
In fact, the rows of W are given by eigenvectors of the matrix XX, the covariance
matrix of X, ordered by their eigenvalue.

Figure [3.4] gives a visualisation of the regularised logarithm transformed Arctic
charr transcriptomic data. It is a PCA plot where the left diagram is given on the top
500 varying genes only, while the right uses all 19,015 genes. Figure [3.5 has the lake
centroids subtracted. Note that the lake e [edt (§3.4.1) has been lost, but there is still
some indication of separation by morph.

Heatmaps

A heatmap (or shading matrix) gives a visualisation of the values in a matrix. In our
case, the heatmap is produced from a matrix of Euclidean distances between the Arctic
charr, calculated on the basis of the gene expression values of either the 500 genes with
the most variance, or all 19,015 genes.

Some heatmaps have the dendrogram of a hierarchical clustering algorithm on their
axes. This is the case with our heatmaps, which have the dendrograms from the single-
linkage clustering algorithm.

Figure[3.6|gives a visualisation of the regularised logarithm transformed Arctic charr
transcriptomic data. It is a heatmap of the distances, with single-linkage clustering.
The left diagram is given on the 500 genes with the most variance, while the right

rather than having to shift every coordinate by its mean first. Note, we can also normalise each row
to have variance one, in which case X XT is the correlation, rather than the covariance, matrix in the
following paragraph.
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Figure 3.5: A) Showing the first two PCs of PCA applied to the top 500 varying genes
of the regularised log-transformed Arctic charr transcriptomic data, with lake centroids
subtracted. Note that now most of the benthic fish are to the top right, compared to
their lake’s respective pelagic morphs. B) Showing the first two PCs of PCA applied
to all genes of the regularised log-transformed Arctic charr transcriptomic data, with
lake centroids subtracted. Note that now most of the benthic fish are to the bottom
right, compared to their lake’s respective pelagic morphs.

uses all genes. Figure [3.7] gives the same visualisation, only with the lake centroids
subtracted.

3.5 Discussion

We have provided the background to our Arctic charr gene expression data, as well as
some analysis methods, primarily focussing on accounting for the e[edt of lake, and
visualisation. The PCA plots (Figure 3.5) suggest some parallelism in morphs between
lakes, but heatmap outputs show us groupings based on lake, with a few distinguished
morphs when we subtract the lake e [edt. No unexpected groupings are apparent. In
the next chapter, we will take a look at Mapper applied to this Arctic charr gene
expression data.
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Figure 3.6: A) Showing a heatmap of Euclidean distances, along with single-linkage
clustering, on the 500 genes with the most variance of the regularised log-transformed
Arctic charr transcriptomic data. Notice the broad division into Kamkanda (Russian),
Dughaill (North Scottish), and Tay and Awe (more Southerly Scottish). (The groups
are apparent as squares of darker coloured blocks in the heatmap, indicating that all
members of that square have a shorter distance to each other than other members.)
There are some outliers from Tay and Awe located near the top of the diagram. B)
Showing a heatmap of Euclidean distances, along with single-linkage clustering, on all
genes of the regularised log-transformed Arctic charr transcriptomic data. Again we
see grouping into Kamkanda (Russian) and Dughaill (North Scottish), with the Tay
and Awe (more Southerly Scottish) group being less distinct. Again, there are outliers
from Tay and Awe near the top of the diagram, though they’re dilerent from (A).



46 CHAPTER 3. TRANSCRIPTOMICS IN THE WILD

K
g 50
Eht 40
- - 5 ES—‘Ft s 30
= s i
- Ejt 20
=a= o
-E: g‘_u&, 10
[ 1 1 L
= i
= :
= ke,
120
= 100
il
80
H—— G0
|
m= A0
T—— 20
0
1
= §

Figure 3.7: A) Showing a heatmap of Euclidean distances, along with single-linkage
clustering, on the top 500 varying genes of the regularised log-transformed Arctic charr
transcriptomic data, with lake centroids subtracted. Much of the lake structure has
been lost, while groupings by morph are not apparent. There are still some notable
groupings by lake and morph, such as the Kamkanda piscivorous (large morph) and
the Kamkanda pelagics (small morph). Note the change in scale from Figure 3.6 B)
Showing a heatmap of Euclidean distances, along with single-linkage clustering, on all
genes of the regularised log-transformed Arctic charr transcriptomic data, with lake
centroids subtracted. Again, the groupings are no longer distinct. Like (A), a couple
of notable groups still remaining are the Kamkanda piscivorous (large morph) and the
Kamkanda pelagics (small morph).



Chapter 4
Mapper Applied to Arctic Charr

We have seen from the previous chapters of Mapper applied to breast cancer gene
expression data (§2.2), that it is possible to use it to find a new unexpected grouping
in gene expression data, and that further investigation of the group showed how it is
clinically and biochemically distinct. Inspired by this example, in this chapter, we now
port the method to gene expression data from a non-model species.

In the first section, we will describe how we applied Mapper to the Arctic charr
gene expression data, and the resulting visualisations. We show the e [edt of changing
the preprocessing, and the Mapper parameters. Finally, we settle on a simpler version
of preprocessing the data, using only the Euclidean distance, rather than the more
advanced Pearson correlation based on DSGA. In this case, we expect to see at least
two subgroups, showing the benthic and pelagic morphs. However, we still produce no
clear subgroups in our Mapper output. We suspect that the small sample size is to
blame for us not finding any significant properties in our Arctic charr gene expression
data. So, in the final section, we make an investigation of the sample size required
to show the new group in the breast cancer expression data set of [NLC11; Lum+13],
which we went through in §2.2] Subsampling this reproduction suggests that we need
about two hundred samples before we can find a subgroup of interest.

4.1 Varying Mapper

We varied the Mapper parameters over many trials to find the optimal way of displaying
the data. This involved changing both methods of preprocessing the Arctic charr gene
expression data, as well as the parameters used by the Mapper algorithm. The main
goal here is to find a visualisation which will highlight a novel subgroup, or some other
interesting feature, of the Arctic charr data.

4.1.1 Pre-processing

We initially applied a procedure similar to Disease-specific genome analysis (DSGA)
[Nic+07] (see §2.2.2). Instead of trying to account for the variation in the normal

47
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tissue (as the distinction was between normal and breast cancer tissues), we used
DSGA to account for the dilerence among the pelagic morphs or the benthic morphs,
respectively. The idea was that, since each morph was found over all four lakes, if we
accounted for the variation in a single morph, we would also account for the variation
between the lakes.

Figure [4.1] shows the Mapper output for the Arctic charr gene expression data, with
DSGA applied with the benthics as the ‘normal’ group. One of the benthic morphs
from Dughaill has been removed as an outlier, since it would have great influence on
what is considered ‘normal’ benthic expression. The colour is by the filter function,
which can be considered as a distance from ‘benthic-ness’, similar to how the original
use of DSGA in breast cancer used a distance from normality. Blue is low and red
is high. As expected, we see most of the benthic morphs grouped in the large blue
node to the right, since we have accounted for most of their variation using DSGA.
On the other hand, no real pattern is found in the pelagic morphs, they are scattered
all throughout the rest of the Mapper output. They do not even concentrate by lake
(except for Kamkanda, whose pelagics are found to the left of the output).

Figure [4.2] gives Mapper output with the pelagics as the ‘normal’ group. This
single change leads to quite a dilerknce in the outputs, since this one seems to lack
any structure whatsoever. However, this is not stable with regard to parameters, since
a small change (not shown here) causes the output to change into a single cluster with
individual points jutting out. We now move on to looking at the e[edt of parameter
changes.

We see that preprocessing to make the benthics ‘normal’ shows up no patterns in
the pelagics, while making the pelagics ‘normal’ gives lots of isolated small clusters.
We now proceed to testing how changing Mapper parameters changes the output.

4.1.2 Parameter Changes

In this subsection, we will look at the eledt of changing parameters on the Mapper
output. We will do this with the Arctic charr gene expression data, with DSGA applied
with the benthics as the ‘normal’ group. This is because we observe output with
more structure than having pelagics as the ‘normal’ group, so the eledt of changing
parameters will be more noticeable.

First we vary the filter function. Instead of using the Euclidean distance (the L2-
norm) from ‘benthic-ness’, as in Figure[4.1] we instead use the LP-norm raised to some
power m, where p;m 2 N. In Figure we have used the L5-norm on the left, and
the L2-norm squared on the right. The e [edt of these di[erent norms is to weight the
dimensions di [erently when calculating distances. Higher values of p give more weight
to dimensions with greater dilerknces, while raising to some power changes how the
points are covered in the reference space.

Next, we look at varying the number of intervals used to cover the reference space.
The eledt of varying the number of intervals is to increase or decrease the number of
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Filter range: [158963.60, 1953191.00]

Cover: Hypercube cover. Intervals: (5,). Overlap: (50.0,)
Clustering method: Single linkage clustering (1)
Cutoff: First gap of relative width 0.1

Size range: [1,20]

Figure 4.1: Mapper output on data pre-processed with DSGA, where the benthics were
treated as the ‘normal’ group. Covering was by five intervals with 50% overlap, and
clustering was single-linkage with a cut-o [wWhere there is a gap of 10% of the range.
One of the benthic morphs from Dughaill has been removed as an outlier. The colour is
by the filter function, which can be considered as a distance from ‘benthic-ness’, similar
to how the original use of DSGA in breast cancer used a distance from normality. Blue
is low and red is high. Most of the benthic samples are in the large blue-coloured node,
and the rest of the pelagic samples are scattered throughout. No grouping by lake is
apparent.
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Filter range: [ .30, 898944.60 e

Cover: Hypercube cows{. lntervals: g Overlap: (50.0,)

Clustering method: Sing kage cl®8tering

Cutoff: First gap of relative'width 0.1 e
Size range: [1,3]

Figure 4.2: Mapper output on data pre-processed with DSGA, where the pelagics were
treated as the ‘normal’ group. Covering was by five intervals with 50% overlap, and
clustering was single-linkage with a cut-o [CwWhere there is a gap of 10% of the range.
One of the benthic morphs from Dughaill has been removed as an outlier. The colour is
by the filter function, which can be considered as a distance from ‘pelagic-ness’, similar
to how the original use of DSGA in breast cancer used a distance from normality. Blue
is low and red is high. We see that the output is incredibly scattered. However, this
is not stable with regard to parameters, since a small change (not shown here) causes
the output to change into a single cluster with individual points jutting out.
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Figure 4.3: Varying filter function. We have used the L>-norm on the top, and the
L2-norm squared on the bottom. In both cases, the Mapper output graph is more
disconnected when compared to Figure 4.1, The bottom is not as scattered as the top.
In this case, the filter function a[edts the spread of the samples, so the preimages of
the intervals contain diLerknt samples, and these cluster di Lerently.
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